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FEW-BODY INSIGHTS INTO MANY-BODY PHYSICS

Electronic structure methods, allied with the exponential improvement in
computational power, have provided accurate quantitative descriptions of the
emergence of collective phenomena such as ferromagnetism and superconductivity. Nevertheless, the strongly correlated nature of the mechanisms underpinning these phenomena still poses extraordinary challenges to modern
modelling tools. We study how intuition gained from exact solutions of twobody systems can be applied to model large numbers of interacting particles.
Experimental developments, particularly in the realm of ultracold atomic
gases, now provide exquisite control over the state of a small number of quantum particles. In this thesis, we develop and apply methods to study the
connection between these experimentally accessible model systems and the
emergence of collective phenomena.
quantum monte carlo methods The geminal wavefunction provides
a formalism for embedding an exact description of two-body correlation
into a many-body wavefunction. We demonstrate that this wavefunction, in the form currently used in quantum Monte Carlo, fails to accurately describe many-body physics. We propose a new formalism that
delivers substantial improvement.
ultracold atomic gases We propose an experimental procedure to
study the emergence of both ferromagnetism and antiferromagnetism
in a cold atom gas containing up to five particles. We demonstrate that
the set-up gives faithful representation of the many-body properties of
the system. By studying the collision properties of two atoms, we also
propose a high fidelity pseudopotential to model the contact interaction
in quantum Monte Carlo and use it to study the emergence of itinerant
ferromagnetism.
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Part I
INTRODUCTION

1

C O N D E N S E D M AT T E R A N D C O L L E C T I V E
PHENOMENA

The course of human history is uniquely intertwined with that of materials
discovery. From the transition to sedentary agriculture that accompanied
the widespread adoption of iron over bronze to the technological revolution
ushered in by the miniaturization of the transistor, advancement in the science
of materials has been the driving force behind major sociocultural changes
throughout history.
While the search for increasingly functional materials pre-dates recorded
history, the modern theory of the solid state, supported by an understanding
of basic microscopic phenomena, dates back to 1897 with the discovery of the
electron by J. J. Thomson.
Further investigation of the properties of the electron, in particular in the
context of the structure of atoms, led to the elaboration of quantum mechanics, culminating in the work of Heisenberg, Schrödinger and de Broglie.
Fundamental progress quickly resulted in an improved understanding of the
electronic structure of molecules and crystals, with the eventual reformulation
of physical chemistry from quantum mechanical principles.
Attempts at using this theoretical framework to obtain a quantitative description of the properties of real solids or molecules were stymied by the
extraordinary challenge posed by the Schrödinger equation. So daunting was
the task of applying the basic laws of quantum mechanics that Dirac wrote
“The general theory of quantum mechanics is now almost complete. . . The underlying physical laws necessary for the mathematical theory of a large part
of physics and the whole of chemistry are thus completely known, and the
difficulty is only that the exact application of these laws leads to equations
much too complicated to be soluble” [1].
While, as Dirac suggests, the exact application of the basic laws of quantum
mechanics is prohibitively expensive for all but the simplest systems, significant progress has nevertheless been achieved in the study of the solid state
through ingenious approximations. A critical step in understanding the behaviour of condensed matter systems was the adaptation of Drude’s classical
theory of independent electrons to quantum mechanics by Pauli and Sommerfeld. This was extended by Slater, Hartree and Fock with the development
of a mean field theory wherein electrons “see” other electrons only as a static
charge density. Another stepping stone on the path to modern quantum condensed matter physics is the elucidation of independent electrons in crystals
by Bloch and Bethe. Their work culminated in band theory, which characterises the effect of the crystal lattice on electronic behaviour. This independent electron framework, and extensions based on perturbation expansions,
were incredibly successful at describing an extensive range of materials and
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phenomena, giving quantitatively accurate binding energies, electrical and
thermal conductivities and optical properties of many real materials.
However, it is now clear that there is a whole class of phenomena that cannot
be explained by treating electrons as independent: the emergence of superconducting order, the transport of fractional charges in materials subjected to a
strong magnetic field or the very high effective mass of the conducting particles
in so-called heavy-fermion materials. These are commonly termed “collective
phenomena” because they rely on the collective action of several particles.
Even qualitative understanding of these phenomena demands theories that
incorporate inter-particle correlation explicitly. Increasingly powerful models
and analytical methods have lead to an accurate qualitative understanding of
inter-particle correlation. BCS theory, for instance, has been remarkably succesful at explaining type I superconductivity. However, it is becoming evident
that a quantitative understanding of correlation and collective phenomena in
real systems can only be achieved through the application of computational
methods as well as analytical tools.
Computational methods have driven the understanding of collective phenomena, allowing physicists to go beyond model systems to make accurate
quantitative predictions that validate and explain experiments. In this thesis,
we seek to apply and extend computational methods:
development of existing modelling tools We develop the computational tools used to study collective phenomena. In chapter 6 we
propose a new wavefunction for modelling electronic systems in quantum Monte Carlo, and in chapter 11 we develop a pseudopotential to
approximate the interaction between particles in ultracold atomic gases.
application of modelling tools We apply quantum chemistry and
quantum Monte Carlo methods to ultracold atomic gases, to produce
quantitative understanding of the emergence of the itinerant and exchange mechanisms that underpin ferromagnetism and antiferromagnetism, respectively (chapters 9, 10 and 12), as well as p-wave superconductivity (12).
Before proceeding to the results, I give a brief overview of the theory and
computational methods that have been used to study collective phenomena.
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2

A N A LY T I C A L T O O L S

This thesis concerns itself with describing the properties of a set of identical,
interacting particles moving in an external potential. Following the postulates
of quantum mechanics, we assume that the state of these particles can be
completely described by a vector in a Hilbert space, called the wavefunction
or state vector Ψ. The nature of the Hilbert space is intimately related to the
physical characteristics of the system. We will explore this in further detail
in section 2.2.
We make the further assumption that the time-evolution of the wavefunction is governed by a linear operator, the Hamiltonian Ĥ, defined as
i~

∂
Ψ = ĤΨ ,
∂t

(1)

where i~ is a constant of proportionality. This equation is called the timedependent Schrödinger equation. The stationary states of this differential equation are described by the eigenvalue equation,
ĤΨj = Ej Ψj ,

(2)

where the indices identify the different eigenstates.
To elucidate the physical significance of the operator Ĥ and its associated
eigenvalues Ej , we turn to the correspondence principle, which states that,
on physical grounds, at sufficiently high energies, quantum mechanical results
must transition smoothly into the corresponding classical ones. In classical
mechanics, the generator of time evolution is the total energy [2, 3]. Using
the correspondence principle we can therefore surmise that the expectation
value of the time-evolution operator ∂/∂t is proportional to the energy of the
system [4]. The constant of proportionality i~ can be calculated from experimental data. ~ is called the “reduced Planck’s constant”. In this work, we
use natural units1 , setting ~ = 1. We can thus interpret the eigenvalues of the
Hamiltonian as corresponding to the energy of the corresponding stationary
state.
We will only consider the properties of an isolated system at zero temperature. In this regime, the state of the system is determined entirely by energy
considerations, and we can neglect entropy. The system will occupy the state
with minimal energy in the appropriate Hilbert space H, corresponding to
the eigenstate of the Hamiltonian with the lowest eigenvalue in H. This is
the ground state of the system. The majority of this work revolves around
calculating this ground state, or approximations thereof.
1 Besides setting ~ = 1, in chapters concerned principally with electrons, we take the electron
mass to be 1 and the electron charge to be −1. In chapters concerned with ultracold atomic
gases, we take the atomic mass to be 1.
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analytical tools

r01

r02

r01

r2 ’

r1

r2

r1

r2

t

0

(a)

(b)

Figure 1. (a) and (b) are two sets of histories compatible with the measurement
of particles at (r1 ,r2 ) at time t = 0 and measurement at (r01 ,r02 ) at later
time t. There is no mechanism for discerning whether the particle at r01
evolved there from r1 , as in (a), or from r2 , as in (b).

For a system of N particles in a local, time-independent external potential Vext (r) with pairwise inter-particle potential Vint (r1 , r2 ), the Hamiltonian
operator Ĥ takes the form2 ,
 X
N  2
N
X
p̂i
Ĥ =
+ Vext (ri ) +
Vint (ri , rj ) ,
(3)
2m
i
i<j
where p̂ identifies the momentum operator and ri represents the general coordinates (xi , yi , zi , σi ) of the i-th particle, made up of its position and its
spin state. This expression is readily derived by invoking the correspondence
principle [4]. In this thesis, we will deal exclusively with Hamiltonians that
preserve the spin state of a particle.

2.1

identity of particles

Contrary to classical mechanics, quantum particles do not follow well-defined
paths. We consider the following scenario:
1. We measure the positions of two identical particles at position r1 and
r2 ,
2. The particles are allowed to evolve, undisturbed, for a certain length of
time,
3. We measure the positions of the two particles again, finding one particle
at position r01 and the other at position r02 .
There is no experimental procedure for discerning which of the particles in
the original measurement is now at r01 , as demonstrated in Fig. 1.
If the particles are identical, the following condition can therefore be imposed on the probability density,
|Ψ(r1 , r2 )|2 = |Ψ(r2 , r1 )|2 .

(4)

2 We follow the common convention of defining the Hamiltonian operator in the position
representation, but any choice of basis would be suitable in principle.
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Therefore, for identical particles, Ψ(r1 , r2 ) and Ψ(r2 , r1 ) must be identical
up to a phase factor, Ψ(r1 , r2 ) = eiθ Ψ(r2 , r1 ).
We define the particle exchange operator P̂ which swaps the position of the
two particles in the wavefunction,
P̂ Ψ(r1 , r2 ) = Ψ(r2 , r1 ) .

(5)

Clearly, applying P̂ twice must return the original wavefunction,
P̂ 2 Ψ(r1 , r2 ) = e2iθ Ψ(r1 , r2 ) = Ψ(r1 , r2 ) ,

(6)

which implies that θ ∈ {0, π} or some multiple thereof, such that,
Ψ(r1 , r2 ) = ±Ψ(r2 , r1 ) .

(7)

The wavefunction is said to be symmetric or antisymmetric under particle
interchange. The nature of the symmetry depends on the type of particles.
One can show, from quantum field theoretic arguments, that the symmetry
is intimately tied to the spin of the particle. In this thesis, we will only
consider particles with half-integer spin, called fermions. A valid fermionic
wavefunction must be antisymmetric with respect to particle exchange.

2.2

hilbert space

The Hamiltonian is, by assumption, a linear operator on a Hilbert space H.
The exact nature of the Hilbert space depends on the system and the Hamiltonian. For a particle evolving in an external potential, for instance, it is the
space of all square integrable functions that satisfy the appropriate boundary
conditions. For the spin degree of freedom of a spin 1/2 fermion, it is the
space of two-dimensional spinors. In this section, we elucidate the nature
of the Hilbert space of wavefunctions that describe a system of interacting
fermions.
We start by considering a one-particle system. The Hilbert space H of this
one-body Hamiltonian ĥ is spanned by any complete set of functions {φi } that
obey the correct spatial symmetry imposed by the external potential and are
square integrable. We can use this set as a building block for the construction
of a basis in a many-body system. The one-particle basis functions φi are
frequently called orbitals.
We now turn to a system of N independent particles. The evolution of
these particles is described by a sum of N one-particle Hamiltonians, Ĥ =
PN
⊗N
, is spanned by the
i ĥi . The largest Hilbert space for this system, H
basis |φi i ⊗ |φj i ⊗ . . . ⊗ |φk i of N outer products of any set of orbitals that
spans the Hilbert space of the one-particle Hamiltonian ĥ.
We are, in general, interested in interacting systems. We will only consider
interaction operators Vint which are linear in the Hilbert space H⊗N . The full
interacting Hamiltonian therefore remains a linear operator on the Hilbert
space H⊗N constructed by taking the outer product of N orbitals.
One can show from quantum field theoretic arguments [5] that fermionic
wavefunctions must be anti-symmetric with respect to the interchange of two
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identical particles. Thus, the space of solutions to eq. (2) that describes
fermionic wavefunctions is smaller than the Hilbert space H⊗N .
It is convenient to define the antisymmetrization operator

Â =

1 X
(−1)Π(P ) P̂ ,
N!

(8)

P

where the sum runs over all permutations in the system and Π(P ) denotes
the parity of permutation P [6]. Application of this operator to a many-body
state will turn it into a valid fermionic state. Thus, any valid fermionic state
|Ψi is an eigenstate of the antisymmetrization operator, Â|Ψi = |Ψi with
eigenvalue 1. The space of valid N -particle fermionic wavefunctions, often
denoted H∧N , is therefore the non-trivial subspace of the Hilbert space H⊗N
that contains all functions which are antisymmetric with respect to particle
interchange,
H∧N ⊂ H⊗N : |f i ∈ H∧N ⇐⇒ |f i ∈ H⊗N and Â|f i = |f i .

2.2.1

(9)

Slater determinants and the exclusion principle

In the previous section, we compared the full N -particle Hilbert space H⊗N
and its subset H∧N of wavefunctions with the correct symmetry to represent
fermions. The former is spanned by the set {|φP1 i ⊗ |φP2 i ⊗ . . . |φPN i} of outer
products of all the N -permutations P of a set of basis functions {|φi i} of H.
A basis for H∧N can be constructed by antisymmetrizing every vector in the
basis of H⊗N .
We quickly find that not all states thus constructed are independent. As a
minimal example, we consider the two states Â[|φ1 i ⊗ |φ2 i] and Â[|φ2 i ⊗ |φ1 i].
By explicitly expanding the antisymmetrization operator, we can verify that
these two states are identical, up to a factor of −1. By extension, one can
show that all states in H∧N that contain a different permutation of the same
orbitals are linearly dependent, and are therefore physically identical. This is
no surprise, since the antisymmetry condition arises from the indistinguishable
nature of independent particles.
We further find that permutations which contain the same index twice correspond to states that cannot be antisymmetrized. An orbital can therefore
contain, at most, a single fermion. This is commonly referred to as the Pauli
exclusion principle. Remarkably, Pauli postulated this purely from a knowledge of the magic numbers exposed by the shell structure of atoms.
Having eliminated linear dependencies and unphysical states, we find that
the remaining vectors can be constructed from the set of all N -combinations
of basis functions spanning H,
{ Â [|φC1 i ⊗ |φC2 i ⊗ . . . |φCN i] } ,
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where C is an N -combination. These vectors form a basis for H∧N . They are
called Slater determinants, since, in the position representation, they can be
expressed compactly as determinants,
hr1 r2 . . . rN | Â [|φC1 i ⊗ |φC2 i ⊗ . . . |φCN i] =
1
√
N!

2.2.2

φC1 (r1 ) φC2 (r1 ) · · ·
φC1 (r2 ) φC2 (r2 ) · · ·
..
..
.
.
φC1 (rN ) φC2 (rN ) · · ·

φCN (r1 )
φCN (r2 )
..
.
φCN (rN )

. (10)

Creation and annihilation operators

The subspace of antisymmetric functions H∧N is of paramount importance in
condensed matter physics, since it contains all valid fermionic wavefunctions.
It is therefore useful to define operators that preserve the antisymmetry of
functions that they are applied to,
Ô|f i ∈ H∧N

∀

|f i ∈ H∧N ,

(11)

To this effect, we first define the creation operator c†i [6],
c†i |f i = Â[|f i ⊗ |φi i] ,

(12)

which transforms a state |f i ∈ H∧N into a state Â[|f i ⊗ |φi i] in H∧N +1 that
contains an additional particle in orbital φi . We also define the annihilation
operator ci ,
ci (Â[|φi i ⊗ |f i]) = |f i ,
(13)
which transforms a state in H∧N +1 to a state in H∧N by removing the particle in orbital φi . Any operator H∧N → H∧N can now be constructed as
a balanced product (or a linear combinations of products) of creation and
annihilation operators.
It is straightforward to show that creation operators can only maintain the
correct antisymmetry if they anticommute, c†i c†j + c†j c†i = δij , and similarly for
annihilation operators.
Creation operators are well suited for constructing many-body fermionic
states: repeated application of creation operators to the vacuum state |vaci
will create a valid fermionic state. In the previous section, we introduced
Slater determinants as a basis for H∧N . These can be expressed as a product
of creation operators,
Â[|φC1 i ⊗ |φC2 i ⊗ . . . |φCN i] = c†C1 c†C2 . . . c†CN |vaci .
2.3

(14)

quantum mechanical spin

Quantum mechanical spin is an intrinsic property of fundamental particles
with no classical analogue. It manifests itself as an intrinsic magnetic moment
of the particle, entirely independent of the environment. The spin S is defined
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in relation to the concomitant magnetic moment µ = (gs /2)S, for a particle
of charge q = 1 and mass m = 1, where gs ' 2 is called the g-factor.
The existence of spin can be inferred from experiments, most famously the
Stern-Gerlach experiment [7]. It is known to exist only in half-integer or
integer multiples of Planck’s constant. This thesis concerns itself exclusively
with elementary particles of spin ~/2.
Spin is a vector quantity, and as such has both magnitude and direction.
The magnitude is typically characterized by the operator Ŝ, whose eigenvalues
are, in natural units (~ = 1),
Ŝ 2 |si = s(s + 1)|si ,

(15)

where s takes on half-integer values. The direction of spin is characterized
by its projection along a particular direction, normally chosen to be z, with
eigenvalue equation,
Ŝz |s, mi = m|s, mi ,

(16)

where m ∈ {s, s − 1, s − 2, . . . −s}. The operators Ŝ 2 and Ŝz form a complete
set of commuting observables for the spin degrees of freedom of a state.

2.3.1

Spinors and spin orbitals

For the wavefunction to completely describe a particle or a set of particles, it
must encode spin information. The spin states for a s = 1/2 particle form
a two-dimensional Hilbert space, reflecting the two eigenvalues of m. The
m = 1/2 eigenstate of Sz is normally called the up-spin eigenstate, and the
m = −1/2 eigenstate is called the down-spin eigenstate. Arrows pointing up
and down are frequently used to denote an up-spin and down-spin eigenstate,
respectively.
A wavefunction in this two-dimensional Hilbert space is conveniently written as a complex two-vector with fixed magnitude, a spinor,
!
a↑
Ψspin =
,
(17)
a↓
where a↑ and a↓ are the complex weights of the up-spin and down-spin components in Ψspin , respectively.
The full wavefunction is, in general, a function of both spatial and spin
coordinates. The most general one-body wavefunction one can construct with
definite spin 1/2 is then,
!
Ψ↑ (r)
Ψ(r) =
,
(18)
Ψ↓ (r)
where Ψσ (r) is the complex weight of the wavefunction in the σ-spin channel
when the particle is at position r.
This can be simplified if the spin and spatial part of the wavefunction are
separable. In that case,
Ψ(r) = Ψ(r)Σ ,
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where Σ is a spinor. If the Hamiltonian does not couple spatial and spin
degrees of freedom, it is always possible to write eigenstates of the Hamiltonian
in this form. When Σ = |↑i, where |↑i = ( 1 0 )T , we call the particle an
up-spin particle. Similarly, when Σ = |↓i, where |↓i = ( 0 1 )T , we call the
particle a down-spin particle3 .
When choosing a basis for the Hilbert space Hspatial ⊗ Hspin , one normally
chooses a basis {φi } ⊗ {|↑i, |↓i}, where {φi } is a basis of Hspatial . These
basis functions, which we will denote by φσi , where the subscript indicates the
spatial index and the superscript the spin index, are commonly called spin
orbitals.

2.3.2

Spatial and spin operators

An operator can act on both the spatial and space components of the wavefunction. Thus, making use of the basis described in the previous section, a
one-body operator Ô can be written as,
Ô =

X

X

β
α† β
hφα
i |Ô|φj i ci cj ,

(20)

ij αβ∈{↑,↓}

with cβj denoting the annihilation operator for spin orbital φβj . This generalizes
readily to two-body operators, with each sum running over four indices.
Most operators that we will consider act either on the spin degrees of freedom or the spatial degrees of freedom, but not on both simultaneously. These
operators take the form:
Ôspatial =

X X

σ
hφσi |Ô|φσj i cσ†
i cj ,

ij σ∈{↑,↓}

Ôspin =

2.3.3

X

X

i

αβ∈{↑,↓}

β
α† β
hφα
i |Ô|φi i ci ci .

(21)

SU(2) symmetry

The special unitary group of degree 2, more commonly known as SU(2), is the
set of 2 × 2 complex matrices with determinant 1. The relevance of this group
to condensed matter physics lies in its description of the set of operations on
a spinor: all valid operators acting on a spinor wavefunction must belong to
the SU(2) group. Operators in SU(2) change the direction of the spin of a
spinor (the value of hŜz i), but leave the total spin hŜ 2 i unchanged.
An operator Ĥ is said to be SU(2) symmetric if its transformation by any
operator Ô ∈ SU(2) leaves the results unchanged: Ô† Ĥ Ô = Ĥ.
SU(2) symmetry becomes particularly relevant when considering manybody systems. If the Hamiltonian is SU(2) symmetric, its many-body eigen3 Ascribing a definite value of m to a particle is, of course, erroneous. Spin is a dynamical
property, so there are no such things as up-spin “particles”, only particles whose spin state
happens to be up on the time-scales considered. Nevertheless, treating the spin direction
as a property of the particles is conventional and convenient. We therefore follow this
convention in this work.
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states will be eigenstates of Ŝ 2 and, as such, will have a well-defined value of
the total spin.
A sufficient (though not, as we shall see later, necessary) condition for
SU(2) symmetry is that the operator act identically on all spin channels. The
following one- and two-particle operators are SU(2) symmetric,

ĥ =

X X

V̂ =

X

σ
hφi |ĥ|φj i cσ†
i cj ,

ij σ∈{↑,↓}

X

0

0

σ † σ σ
hφi φj |V̂ |φk φl i cσ†
i cj ck cl ,

ijkl σ 0 σ∈{↑,↓}

where hφi |ĥ|φj i = hφ↑i |ĥ|φ↑j i = hφ↓i |ĥ|φ↓j i, and similarly, the four-centre matrix
elements of V̂ depend only on the spatial part of the spin orbitals.

2.3.4

Spatial Hamiltonians and simplified Slater determinants

The majority of the Hamiltonians considered in this work act only on the
spatial degrees of freedom of the wavefunction. In that case, both Ŝz and Ŝ 2
commute with the Hamiltonian, and are invariant. This allows the treatment
of opposite spin particles as effectively distinguishable. We can then treat the
system as a two-component system. The Hilbert space is therefore reduced
↑
↓
from H∧N to a tensor product H∧N ⊗ H∧N of individual Hilbert spaces for
each spin channel. This space is spanned by the basis |D↑ i|D↓ i of products
of a determinant for each spin channel. We will often loosely use the term
“Slater determinant” to describe a product of an up-spin and a down-spin
Slater determinant.
The Hamiltonian can also be separated into terms acting on each spin channel and a term that couples the channels together:



X X
X
σ† σ† σ σ
σ
σσ
Ĥ =
hφi |ĥ|φj i cσ†
c
+
hφ
φ
|
V̂
|φ
φ
i
c
c
c
c
i j
k l
j
i
i
j k l


ij
ijkl
σ∈{↑,↓}
X
↓† ↓ ↑
+
hφi φj |V̂ ↑↓ |φk φl i c↑†
i cj ck cl . (22)
ijkl

2.4

inter-particle interactions

The interaction between quantum particles is an integral part of collective
phenomena, providing the main driving force for the emergence of superconducting order or magnetic correlations. These are characterised by the
operator V̂int in the Schrödinger equation. We will study two qualitatively
different types of interactions in this work, Coulomb and contact interactions.
We give a brief introduction to these interactions in this section. The contact
interaction is described in more detail in section 4.3.
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2.4.1

Coulomb interaction

The Coulomb interaction, ubiquitous in real materials, takes the form,
V̂int =

N
X
i<j

1 X
1
σ0 † σ0 σ
=
hαβ|V̂int |γδi cσ†
α cβ cγ cδ ,
|ri − rj |
2

(23)

αβγδ
σ,σ 0 ∈{↑,↓}

with the four-centre matrix element,
ZZ
α∗ (r1 )β ∗ (r2 )γ(r1 )δ(r2 )
hαβ|V̂int |γδi =
dr1 dr2
,
|r1 − r2 |

(24)

where α, β, γ and δ are spatial orbitals.

2.4.2

Contact interaction

The contact interaction is a model interaction that is commonly used to represent the interaction between particles in an ultracold atomic gas. The potential vanishes everywhere apart from when two particles coalesce. The contact
interaction is commonly defined as the zero-radius limit of a square well: for
two interacting particles separated by a distance r = |r1 − r2 |, the contact
potential is, for a three-dimensional system,
(
−V0 r < rc
Vcont (r) = lim
,
(25)
rc →0
0
r ≥ rc
3
V0 rc =const.

We discuss the form of the operator, and techniques for using it in calculations,
in section 4.3.
The potential energy operator for the contact interaction is,
V̂int =

N
X

Vcont (|ri − rj |) =

i<j

1 X
σ0 † σ0 σ
hαβ|V̂int |γδi cσ†
α cβ cγ cδ ,
2

(26)

αβγδ
σ,σ 0 ∈{↑,↓}

with the four-centre matrix element,
ZZ
hαβ|V̂int |γδi =
dr1 dr2 α∗ (r1 )β ∗ (r2 )γ(r1 )δ(r2 )Vcont (|r1 − r2 |) .

(27)

The wavefunction must be zero when any two same-spin atoms coalesce.
Since the contact interaction acts only at coalescence point, it cannot couple
same spin atoms. Without incurring a loss in generality, we can therefore take
the contact interaction to act only between particles with anti-parallel spin,
↑

V̂int =

↓

N X
N
X
i

j

Vcont (|r↑i − r↓j |) =

X

↓† ↓ ↑
hαβ|V̂int |γδi c↑†
α cβ cγ cδ .

(28)

αβγδ

We note that this does not break SU(2) symmetry.

2.5

the hartree-fock wavefunction

As stated in the introduction, this thesis concerns itself with the calculation
of the eigenstate of the Hamiltonian with lowest eigenvalue that satisfies the
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antisymmetry condition necessary for describing fermionic systems. In this
section, we describe a simple wavefunction commonly used to approximate
the ground state: the Hartree-Fock wavefunction. This wavefunction can be
calculated inexpensively, and is used as a base for the construction of more
powerful approximations.
As described previously, the space of fermionic wavefunctions is spanned
by the set of Slater determinants. The simplest wavefunction one could then
consider constructing is a single Slater determinant. Clearly, there is a huge
amount of freedom in choosing the one-particle orbitals that make up this
determinant.
The Hartree-Fock wavefunction |HFi is, by definition, the single-determinant
wavefunction expanded over a set of orbitals such that EHF = hHF|Ĥ|HFi is
minimized. The orbitals that satisfy this criterion are termed the Hartree-Fock
orbitals.

2.5.1

Fock Operator

It can be shown that [8], while the Hartree-Fock determinant is an approximation to the true ground state wavefunction4 , it is also the exact ground
PN ↑
PN ↓
state of a different, one-body Hamiltonian5 ĤHF = i fˆ↑ + i fˆ↓ ,
p̂2
σ
+ V̂ext + V̂int
[ρ↑ , ρ↓ ] ,
fˆσ =
2m

(29)

σ
where p̂ is the momentum operator, V̂ext is the external potential and V̂int
is an operator that accounts for the inter-particle interaction in a mean-field
manner. This bijection allows for the easy construction of the Hartree-Fock
wavefunction, as we describe below.
σ
The interaction operator is commonly split into two components, V̂int
=
σ
σ
σ
σ
ˆ
ˆ
J + K̂ , where J and K̂ are called the direct and exchange operators,
respectively:
Z
Jˆσ (r) = V ↑σ (r − r0 )ρ↑ (r0 , r0 ) + V ↓σ (r − r0 )ρ↓ (r0 , r0 ) d3 r0 ,
(30)
Z
K̂ σ (r)φ(r0 ) = ρσ (r, r0 )V σσ (r − r0 )φ(r) d3 r ,
(31)

where ρσ (r, r0 ) denotes the one-particle density matrix for spin channel σ,
Z
ρσ (r, r0 ) = N σ Ψ∗ (rσ , R)Ψ(r0σ , R) dR ,
(32)
where the integration runs over all particle positions but one particle of spin σ,
and Nσ is the number of particles with spin σ. The diagonal elements ρσ (r, r)
represent the density of σ-spin particles at r.
4 We assume the interaction does not couple spin and spatial components of the wavefunction,
so that the separation described in eq. (22) is justified.
5 In the discussion that follows, we consider an “open-shell” system: we do not mandate that
each basis function be either doubly-occupied or not at all. This leads to the unrestricted
Hartree-Fock method (UHF). The discussion is simplified somewhat by considering closed
shell systems, leading to the restricted Hartree-Fock method (RHF). A lucid discussion of
RHF is presented in [8, 9]
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The Coulomb operator Jˆ calculates the interaction of the particle it acts
on with two fixed charge densities, ρ↑ and ρ↓ . The exchange operator K̂
corrects this to account for the same-spin correlation inherent in the HartreeFock wavefunction due to antisymmetry with respect to exchange of any two
same-spin particles.
In the case of an electronic system interacting by Coulomb forces, the
Fock operator is non-local due to the non-locality of the exchange operator.
However, for the contact interaction, particles of like spin do not interact6 ,
V ↑↑ = V ↓↓ = 0 such that the exchange operator is always zero. The Fock
operator is therefore entirely local, with the shape of the orbitals at point r
depending only upon the particle density at r.

2.5.2

Self-consistency

The Fock Hamiltonian differs from traditional one-electron Hamiltonians in
that it is a functional of the particle density, and hence of the wavefunction.
We are therefore seeking the solution Ψ to the following non-linear equation,
ĤHF [Ψ]Ψ = EΨ ,

(33)

where ĤHF [Ψ] is constructed from the densities associated with the wavefunction Ψ as outlined above. This leads to the conundrum that one needs the
wavefunction to construct the Hamiltonian, but the wavefunction can only be
calculated once the Hamiltonian is known.
This is resolved by sequentially constructing the Hamiltonian from a trial
ansatz, then proposing a new ansatz from the constructed Hamiltonian and
iterating until self-consistency is achieved [8–12]. The ansatz is a product of an
up-spin and a down-spin determinant expanded over the sets of orbitals {φ↑i }
and {φ↓i }, respectively. These are, in turn, expressed as a linear combination of
P
basis functions {χj }, such that |φσi i = j aσij |χj i. We start with an initial set
of coefficients aσij , which can be taken to be aσij = δij , thus defining an initial
wavefunction. We use this wavefunction to construct the one-particle Fock
operators for each spin channel defined in eq. (29) and construct the matrices
hχi |fˆσ |χj i. Diagonalizing these two matrices yields a new set of variational
coefficients aσij which can be used to construct a new ansatz. The procedure
is repeated until the coefficients aσij that are used to build the Hamiltonian
are the same (or sufficiently similar) to the ones obtained by the subsequent
diagonalisation. The orbitals {φσi } defined by the coefficients aσij are the
orbitals which minimize the energy of a single determinant wavefunction. The
first N σ orbitals (where N σ is the number of particles with spin σ) are called
occupied orbitals. The remainder are called virtual orbitals.

2.6

correlation

In the electronic structure community, the correlation energy is defined as the
amount by which the Hartree-Fock wavefunction overestimates the ground
6 Or rather, the same-spin component of the Coulomb term cancels exactly with the exchange
term.
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state energy [13]. Most electronic structure methods endeavour to estimate
this correlation energy. A good understanding of fermion correlation is therefore critical to understanding methods that go beyond Hartree-Fock theory.
To intuit the meaning of correlation, it is instructive to look at a simple twosite system, such as two hydrogen atoms. We consider a system of one up-spin
and one down-spin fermion. We label the sites by the subscripts L and R (left
↑† ↓† ↓†
and right), giving us four spin-orbital creation operators: {c↑†
L , cR , cL , cR }.
If the sites are identical, the Hartree-Fock spin orbitals are, by symmetry,
↑†
↓†
↓†
(c↑†
L + cR ) |vaci and (cL + cR ) |vaci.
The Hartree-Fock wavefunction for this system then takes the form,
↑†
↓†
↓†
|HFi = (c↑†
L + cR )(cL + cR ) |vaci
↓†
↑† ↓†
↑† ↓†
↑† ↓†
= (c↑†
L cL + cL cR + cR cL + cR cR ) |vaci .

(34)

It is in the limit of weak inter-site interaction that the deficiencies of HartreeFock become exposed (or rather, that the need to account for correlation
becomes evident).
From eq. (34), one notes that, in the Hartree-Fock wavefunction, one is
equally likely to find both fermions on the same site as to find one fermion per
site. This is clearly nonsensical, and arises from the inability of the HartreeFock wavefunction to express the fact that, if there is a fermion present on a
site, the probability of finding another fermion of opposite spin on the same
site should be reduced. In other words, the probability of finding the downspin fermion on a site is conditional on the location of the up-spin fermion,
and vice-versa. Correlation arises from this conditional dependence7 .

2.6.1

Static and dynamic correlation

The quantum chemistry community frequently differentiates between static
and dynamic correlation. Static correlation refers to those cases where there
are several determinants degenerate, or nearly degenerate, with the ground
state. This is the case for the two-site system described in the previous section: the ground state can only be defined correctly by a two-determinant
↓†
↑† ↓†
wavefunction Ψ = (c↑†
L cR + cR cL )|vaci. Another well-known example is the
benzene molecule, where the ground state is a hybrid of the two different ways
of having alternating double and single carbon-carbon bonds.
Dynamic correlation identifies correlation arising from temporary fluctuations in particle density: if an electron is observed at r, the probability of
observing another electron at a position near r is reduced.
Static correlation can be trivially retrieved by building a ground state composed of a few different configurations. Dynamic correlation, on the other
hand, is much more difficult to calculate, and most methods that aim to
7 We note that this problem can be resolved without resorting to explicitly correlated methods: had we assumed the particles were in a triplet state, the unrestricted Hartree-Fock
↓†
wavefunction is c↑†
L cR |vaci, which correctly places one-electron on each site. This serves
to illustrate that Hartree-Fock methods do retrieve “correlation” that arises from the Pauli
exclusion principle: if a fermion occupies one site, the probability of another fermion of the
same spin occupying the same site is zero.
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improve on Hartree-Fock seek to represent dynamic correlation. The distinction between static and dynamic correlation disappears in systems with many
low-lying excited states, such as metals.

2.6.2

Pair correlation and exchange-correlation hole

The pair correlation function g(r, r0 ) is commonly used as a quantitative measure of dynamic correlation. It denotes the probability of finding a particle at
r0 given a particle at r,
0

g σσ (r, r0 ) =

1
ρσ (r)ρσ0 (r0 )

0

0

σ † σ σ
hΨ|cσ†
r cr0 cr0 cr |Ψi ,

(35)

σ
where ρσ (r) = hΨ|cσ†
r cr |Ψi is the density of σ-spin particles at r. The operator
cσ†
r is a field operator denoting the creation of a particle of spin σ at r. The
normalisation is chosen such that the number of particles of spin σ 0 in the vol0
0
ume dΩ around r0 , given a particle of spin σ at r, is dN = ρσ (r0 ) g σσ (r, r0 ) dΩ.

As shown in Fig. 2, for repulsive systems, we expect g(r, r0 ) to be reduced
as the particles approach coalescence. The particles are therefore surrounded
by a “hole” in charge density, called the exchange-correlation hole. HartreeFock theory predicts a hole in the same-spin correlation function g σσ (r, r0 )
but fails to predict a reduction in the pair-correlation function for opposite
spins g ↑↓ (r, r0 ).

2.7

configuration interaction

Configuration interaction is a natural way to improve on Hartree-Fock calculations. As stated in section 2.2, the space of allowed N -fermion wavefunctions
↑
↓
H∧N ⊗ H∧N is spanned by the N -particle Slater determinants expanded in
any one-particle basis that satisfies the boundary conditions of the system.
We can therefore construct any wavefunction as a linear combination of determinants expanded in terms of the Hartree-Fock orbitals:
|Ψi = cHF |HFi +

X

ci |Di i ,

(36)

i

where |Di i represents an arbitrary determinant that is not the Hartree-Fock
determinant. In the configuration interaction method, the eigenspectrum of
the Hamiltonian operator is calculated by constructing the Hamiltonian matrix in the basis set of the Slater determinants and diagonalising it.
The Hamiltonian matrix elements between Slater determinants hDi |Ĥ|Dj i
can be expressed in terms of matrix elements of orbitals using the SlaterCondon rules [16, 17]. Hamiltonians used in electronic structure normally
involve one and two-particle operators. The Slater-Condon rules demonstrate
that these Hamiltonians couple determinants that differ by two orbitals or
fewer. The Hamiltonian matrix is therefore very sparse.
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Figure 2. Pair-correlation function for three-dimensional electron gases. Increasing
values of rs correspond to increasing interaction strengths (or increasing
relative importance of the interaction), as described in chapter 3. We
note that the dip in the pair correlation function near coalescence becomes increasingly pronounced as the interaction strength increases, denoting the increased importance of correlation.
The data points are quantum Monte Carlo data taken from [14], and
the dashed line is an analytic fit performed by [15]. The image is taken
from [15].

34

2.7 configuration interaction

2.7.1

Full Configuration Interaction

In full configuration interaction (FCI), the determinant expansion presented
in eq. (36) is truncated by choosing a certain number of Hartree-Fock orbitals and including all the determinants that can be generated using those
orbitals [18–20]. For a system of N ↑ up-spin electrons and N ↓ down-spin electrons, with a basis set size of n↑orbs and n↓orbs up and down spin-orbitals, this

n↑  n↓
orbs
involves generating Norbs
distinct pairs of determinants. Since FCI is
↑
N↓
↑
↓
a linear combination over all Slater determinants in H∧N ⊗ H∧N , it reproduces the exact eigenspectrum of the Hamiltonian, limited only by the number of Hartree-Fock orbitals (n↑orbs , n↓orbs ). The accuracy of the eigenspectrum
therefore depends only on the size of the Hartree-Fock basis. Several efficient
algorithms have been developed to take advantage of the sparse nature of
the Hamiltonian matrix, using iterative methods to effect the diagonalisation.
This allows the efficient treatment of systems with O(1015 ) determinants to
give effectively exact results for molecules with 10 to 15 electrons, like NH2
or (HF)2 [21–24]. Nevertheless, FCI has traditionally been regarded as prohibitively expensive for calculations beyond the highly accurate benchmarking
of small systems, due to the exponential dependence of the size of the Hilbert
space on the number of particles.
This has changed recently with the development of the full configuration
interaction quantum Monte Carlo (FCIQMC) method [25–30]. In FCIQMC,
the Hamiltonian matrix is not constructed explicitly. Rather, the variational
parameters in the determinant expansion are evaluated through a stochastic
process to obtain the ground state wavefunction. This is achieved by introducing a population of walkers which spawn and die on a lattice in which each
site corresponds to a Slater determinant. The number of walkers at each site
represents the weight of the determinant for that site in the FCI wavefunction.
Since weights can be positive or negative, each walker has an associated sign.
The walker population is allowed to evolve through discretized time-steps until
a steady state is achieved. Each step involves three stages:
1. Each walker is allowed to spawn another walker on a different determinant. The probability of a walker on determinant Dj spawning on a site
Di is proportional to the Hamiltonian matrix element hDi |Ĥ|Dj i. If the
matrix element is positive, the spawned walker will have the same sign
as the parent. Otherwise, it will be spawned with opposite sign.
2. Each walker is allowed to die or clone itself with probability proportional
to hDi |Ĥ|Di i − S, where Di is the determinant corresponding to the site
the walker is occupying, and S is a constant that is used to control the
total walker population. If hDi |Ĥ|Di i − S > 0, this quantity is interpreted as the probability of a spawning event, otherwise it is interpreted
as the probability of annihilation.
3. Positive and negative walkers on the same site are allowed to annihilate.
After an equilibration period, the distribution of walkers reaches an equilibrium configuration, with the number of walkers on each site corresponding
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to the weight of the determinant represented by that site. FCIQMC has obtained very accurate results for larger systems, including periodic systems [31,
32]. We note that, while there have been proposals for extending FCIQMC
to calculate excited states, they still pose a significant challenge.

2.7.2

Truncated Configuration Interaction

We introduced the Hartree-Fock orbitals in section 2.5, noting that they could
be divided into two sets:
• The set of occupied spin-orbitals, O, corresponding to spin-orbitals occupied in the Hartree-Fock state,
• The set of virtual orbitals V , corresponding to spin orbitals that are not
occupied in the Hartree-Fock state.
The set of occupied orbitals contains the (N ↑ , N ↓ ) spin-orbitals that are
lowest in energy in each spin channel. We can make use of this partition to
classify determinants according to the number of virtual orbitals they contain.
Singly-excited determinants occupy one virtual orbital and thus differ from the
Hartree-Fock determinant by a single orbital. Doubly-excited determinants
occupy two virtual orbitals, and so on for higher excitations. This allows the
determinant expansion presented in eq. (36) to be re-cast as,


X
X pq
0
σ
σ† σ † σ 0 σ
|ΨFCI i = cHF +
spa cσ†
c
+
d
c
c
c
c
+
.
.
.
|HFi , (37)
a p
p q
ab a b
a∈V
p∈O
σ∈{↑,↓}

a,b∈V
p,q∈O
σ,σ 0 ∈{↑,↓}

where cσ†
a is the creation operator corresponding to the creation of a particle
in spin orbital φσa , and s and d are variational coefficients.
In weakly-correlated systems, it is not unreasonable to assume that most
of the correlation energy can be recovered by including determinants that
contain only a few virtual orbitals. In truncated configuration interaction
methods, we take advantage of this by truncating the expansion presented
above at a certain level of excitation.
Experience dictates that, beyond the Hartree-Fock determinant, one should
start by including the doubly-excited determinants, followed by the singlyexcited determinants. One may then include quadruply-excited determinants,
followed by triply-excited determinants, followed by determinants that contain
increasingly more virtual orbitals.
The inclusion of the doubly-excited determinants before the singly-excited
determinants is a consequence of Brillouin’s theorem [8], which states that
the matrix element hHF|Ĥc†a cp |HFi is always zero. Thus, the singly-excited
determinants can only contribute to the ground state energy if they have a
non-zero matrix element with a determinant representing a higher excitation
which is itself coupled to the Hartree-Fock state. Of course, if one is interested
in the low-lying excited states as well as the ground state, the singly-excited
configurations must be included.
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Excitation level
Singles and doubles
Triples
Quadruples
Quintuples
Sextuples
Total

Minimal basis
−0.030513
−0.000329
−0.000340
0
0
−0.031182

Double zeta
−0.074033
−0.000428
−0.001439
−0.000011
−0.000006
−0.075917

% in double zeta
97.5
0.6
1.9
0
0
100

Table 1. Correlation energy contribution (in Hartrees) from different levels of excitation in BeHa2 , for two different basis sets. This is a six electron system,
so that the sextuple excitations are the highest available excitation level.
We note that the SDCI wavefunction retrieves about 98% of the correlation energy in both basis sets. The exact correlation energy is -0.14,
implying that the p and d orbitals not included in either basis sets are
important to attain an accurate description of the system.
In this case, the minimal basis corresponds to using the 1s and 2s atomic
orbitals on the Beryllium atom and the 1s on both hydrogen atoms. The
double-zeta basis introduces a second s-like orbital for each orbital in the
minimal basis, with a somewhat different exponent [20].
The data is taken from [8].

The most common truncated configuration interaction method is singlesdoubles configuration interaction (SDCI), which corresponds to truncating
the CI expansion presented in eq. (37) after the double excitations.

2.7.3

Size Extensivity

Truncated CI wavefunctions are not size extensive, meaning that they provide
less accurate results for large systems than for smaller systems.
This can be demonstrated using a toy model of two isolated hydrogen
molecules [33]. We start by considering a single hydrogen molecule. Using the
same notation as in section 2.6 with L and R denoting the two atoms in the

Figure 3. Two hydrogen molecules in the minimal basis of a bonding |σi and antibonding |σ ∗ i orbital.
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molecule and cα†
L denoting the creation operator for a α-spin particle in the
1s orbital of the molecule, we can construct, by symmetry, a bonding orbital
|σi and an anti-bonding orbital |σ ∗ i with creation operators,
1
α†
α†
cα†
σ = √ (cL + cR ) ,
2
1
α†
α†
cα†
σ∗ = √ (cL − cR ) .
2

(38)

These orbitals are shown schematically in Fig. 3. In the minimal basis
{|σi, |σ ∗ i}, the ground state (unnormalised) wavefunction will be |Ψ1 i =
↑† ↓†
↓†
(c↑†
σ cσ + aσ ∗ cσ ∗ cσ ∗ )|vaci, where aσ ∗ is a variational coefficients that can be
determined by diagonalising the many-body Hamiltonian matrix in this two↑†
determinant basis. Since the state c↑†
σ ∗ cσ ∗ |vaci corresponds to a doubly-excited
determinant, the double CI wavefunction can represent the true full CI ground
state exactly8 .
We now consider two independent hydrogen molecules. There are four
spatial orbitals {σ1 , σ1∗ , σ2 , σ2∗ }, where the index refers to the molecule. The
exact (unnormalised) wavefunction in this basis set will be,
↓† ↑† ↓†
|Ψ2 i = [c↑†
σ1 cσ1 cσ2 cσ2
↓† ↑† ↓†
↑† ↓† ↑† ↓†
+ aσ∗ (c↑†
σ ∗ cσ ∗ cσ2 cσ2 + cσ1 cσ1 cσ ∗ cσ ∗ )
1

1

2

↓† ↑† ↓†
+ a2σ∗ c↑†
σ ∗ cσ ∗ cσ ∗ cσ ∗ ] |vaci .
1

1

2

2

2

(39)

↓† ↑† ↓†
The term c↑†
σ1∗ cσ1∗ cσ2∗ cσ2∗ corresponds to a quadruply-excited determinant, and
therefore cannot be represented in a doubles CI wavefunction. Thus, a pair of
hydrogen molecules will be represented with less accuracy than a single hydrogen molecule. Adding more hydrogen molecules will exacerbate the problem.
One can demonstrate that the total correlation energy per electron retrieved
decreases as N −1/2 for this system, where N is the number of particles (or
molecules) [8]. We have found cases where the scaling of the correlation energy
with increasing particle number is much less bad, however: in section 6.1, we
show that, for a homogeneous electron gas with rs = 2, the fraction of correlacorr
corr
tion energy retrieved in a DCI calculation decreases as EDCI
/Etotal
∝ N −0.28 ,
where N is the number of electrons.
This lack of size extensivity poses problems when comparing systems of
different sizes, such as chemical reactions that lead to dissociation. It is also
problematic for solid state problems, where one often wants to extrapolate to
infinite system size.

2.8

coupled cluster

We have seen in the previous section that truncating the determinant series
leads to methods that are not size-extensive. One might surmise that some
of the correlation energy missing in truncated CI methods can be alleviated
by “guessing” appropriate values for the coefficients corresponding to higher
excitations.
8 The singles-doubles CI wavefunction is exact for any two particle system, since the true
wavefunction can contain, at most, two excitations.
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The toy system of non-interacting hydrogen molecules introduced in section
2.7.3 offers clues as to how to guess the weights of high order excitations. We
re-write the full CI wavefunction for two hydrogen molecules presented in
eq. (39) in terms of excitations from the Hartree-Fock determinant:
↑† ↓† ↑ ↓
↓† ↑ ↓
|Ψ2 i =[1 + aσ∗ (c↑†
σ ∗ cσ ∗ cσ1 cσ1 + cσ ∗ cσ ∗ cσ2 cσ2 )
1

2

1

2

↓† ↑† ↓† ↑ ↓ ↑ ↓
+ a2σ∗ c↑†
σ ∗ cσ ∗ cσ ∗ cσ ∗ cσ1 cσ1 cσ2 cσ2 ]|HFi .
1

1

2

2

(40)

We see that the coefficient of the quadruply-excited determinant is the product of the coefficients corresponding to the double excitations that constitute
it. Thus, one might surmise that, in general, coefficients corresponding to
higher excitations can be expressed as products of the individual excitations
that constitute them. This is the idea behind coupled cluster methods, which
were originally developed for nuclear physics [34, 35] and applied to the electronic structure problem by Čížek [36, 37].
The full configuration wavefunction expressed in eq. (40) can be re-written
purely in terms of the double excitations as follows. We first define the operator T̂2 that represents the sum of all the possible double excitations available
to this system:
↓† ↑ ↓
↑† ↓† ↑ ↓
T̂2 = aσ∗ (c↑†
σ ∗ cσ ∗ cσ1 cσ1 + cσ ∗ cσ ∗ cσ2 cσ2 ) .
1

1

2

2

(41)

The full CI wavefunction can be expressed entirely in terms of T̂2 :
1
Ψ = (1 + T̂2 + T̂22 )|HFi ,
2
= exp(T̂2 )|HFi .

(42)

This extends naturally to larger systems. For the minimal basis system of
non-interacting hydrogen molecules, coupled cluster doubles (CCD) will always recover the full CI wavefunction. Errors are introduced if the molecules
interact, such that the coefficient of the quadruple excitation is not an exact
product of coefficient of the double excitations. In practice, the CCD wavefunction remains a viable method, normally achieving results far superior to a
double CI wavefunction. The two methods are compared in Fig. 4 for a water
molecule, and extensively throughout the literature [38–41].

2.8.1

Coupled-cluster singles doubles

In the previous section, we introduced the coupled cluster wavefunction for a
pair of hydrogen molecules. We formalize this description, concentrating on
the widely-used coupled cluster singles doubles (CCSD) wavefunction [36, 37,
40, 42, 43].
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Figure 4. Error in total energy (in Hartrees) for a water molecule at the equilibrium geometry. We compare the performance of truncated configuration
interaction wavefunctions and coupled cluster wavefunctions as the number of excitation levels is increased. The calculation was carried out in
the double-zeta basis set with polarization functions.
As expected, the coupled cluster wavefunction consistently outperforms
the truncated configuration excitation wavefunctions.
Data taken from [41].

We define the excitation operator T̂1 as the sum of all single excitations
available to a system. Similarly, we take T̂2 to be the sum of all double
excitations available to the system,
X pσ
σ
T̂1 =
saσ cσ†
a cp ,
a∈V
p∈O
σ∈{↑,↓}

T̂2 =

1 X
4

σ σ0

0

0

σ † σ σ
dapσ qbσ0 cσ†
a cb cp cq ,

(43)

a,b∈V
p,q∈O
σ,σ 0 ∈{↑,↓}

where we have used O and V to denote the set of occupied and virtual orbitals,
respectively, and s and d are variational coefficients. The factor of 1/4 in the
definition of T̂2 serves to avoid double-counting. We denote by T̂ = T̂1 + T̂2
the sum of all excitations that we describe explicitly. The CCSD wavefunction
is then,
|ΨCCSD i = exp(T̂ )|HFi ,


1 2 1 2
= 1 + T̂1 + T̂2 + T̂1 T̂2 + T̂1 + T̂2 + . . . |HFi .
2
2

(44)

We see that the coefficients of the triples are written as antisymmetrized
products of the coefficients of the single and double excitations or of three sinσ0 † σ0 † σ σ0 σ0
gle excitations. For instance, the weight of a triple excitation cσ†
a cb cc cp cq cr
σ

σ0 σ0

σ

σ0

σ0

is Â[sapσ dbqσ0 crσ0 ]+ 61 Â[sapσ sbqσ0 scrσ0 ] where the antisymmetrizing operator Â acts
over the subscripts and superscripts. Similar expressions can be derived for
the weights of quadruple and higher excitations.
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The CCSD wavefunction is non-linear, complicating significantly the search
for values of the excitation coefficients s and d. To find a solution, we start by
noting that the wavefunction, as defined in Eq. (44), is normalised such that
hHF|ΨCCSD i = 1. We then calculate ECCSD and the coefficients of |ΨCCSD i
that satisfy eigenvalue equation,
Ĥ|ΨCCSD i = ECCSD |ΨCCSD i .

(45)

To solve this equation, we take the inner product of both sides with the
Hartree-Fock state and singly and doubly excited determinants to form a set
of non-linear equations,
hHF|Ĥ|ΨCCSD i = ECCSD ,
hµ|Ĥ|ΨCCSD i = ECCSD hµ|ΨCCSD i ,

(46)

where we use µ to denote any singly or doubly excited determinant. Replacing
|ΨCCSD i by exp (T̂ )|HFi, we finally get the CCSD equations,
hHF|Ĥ exp(T̂ )|HFi = ECCSD ,
hµ|Ĥ exp(T̂ )|HFi = ECCSD hµ| exp(T̂ )|HFi .

(47)

Since µ is, at most, a doubly excited configuration, the inner product
hµ|Ĥ exp(T̂ )|HFi will couple together configurations which are quadruply excited or below. This system of equations is usually solved iteratively: an
initial set of coefficients is considered, allowing for the calculation of an energy ECCSD . This energy is used to construct the system of equations (47),
which can be solved by matrix inversion, yielding a new set of coefficients.
These coefficients can be used to calculate a new value of ECCSD , and the
procedure can be iterated until convergence is achieved. CCSD calculations
scale as O(N 6 ) in the number of particles N . The method described here is
not variational, though results are normally sufficiently accurate that this is
not a problem.

2.8.2

Perturbative corrections

While CCSD methods are size-extensive and give very good results in many
cases, adding triple excitations can often lead to a significant improvement
in the percentage of correlation energy retrieved. For the water molecule at
equilibrium geometry, CCSDT is about one hundred times more accurate than
CCSD, as demonstrated in Fig. 4. Unfortunately, CCSDT scales as O(N 8 ) in
the number of electrons N [20], precluding its use for anything but the smallest
molecule. Triple excitations are instead included perturbatively: their contribution is estimated by first estimating the CCSD energy and then calculating
a correction based on a perturbative calculation that includes a subset of the
triples. This process is called CCSD(T), and is commonly referred to as the
“gold standard” of quantum chemical techniques, obtaining highly accurate
results at a cost of O(N 7 )9 .
9 The CCSD calculation scales as O(N 6 ), and the perturbative triple excitation correction
scales as O(N 7 ). However, the estimation of the correction does not involve an iterative
step, making CCSD(T) significantly cheaper than CCSDT.
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Both CCSD and CCSD(T) have been widely used in the quantum chemistry
community and, to a lesser extent, in the condensed matter community [44–
47].

2.8.3

Stochastic solutions to the coupled cluster equations

A stochastic method for solving the coupled cluster equations has recently
been developed [48]. Much like FCIQMC, coupled cluster Monte Carlo (CCMC)
represents the wavefunction by a set of walkers evolving on a lattice. Unlike
FCIQMC where lattice points denote determinants, in CCMC they represent
excitations from the Hartree-Fock state.

2.9

quantum monte carlo

In the two preceding sections, we gave an overview of quantum chemistry
methods. These methods rely on the ability to decompose the matrix element
of any one- and two-particle operator into a sum of three-dimensional and
six-dimensional integrals, provided the wavefunction can be explicitly written
as a sum of determinants. They therefore derive their tractability from the
particular functional form of the wavefunction.
Quantum Monte Carlo (QMC) is based on a radically different idea, and
sets no precondition on the functional form of the wavefunction10 . This allows the wavefunction to be written in a much more compact manner, but
requires the explicit evaluation of the high-dimensional integrals underpinning the calculation of expectation values. Quantum Monte Carlo methods
and applications are reviewed in [49–53].
Thanks to their favourable scaling with system size, quantum Monte Carlo
methods have become the method of choice when modelling extended strongly
correlated systems. They have been used with incredible success in the condensed matter community to model,
• The homogeneous electron gas in three [14, 49, 54–60] and two [54, 61–
66] dimensions,
• Electron-hole systems [67, 68],
• Cohesive energies of solids [69–79],
• Equations of state of solids [73, 74, 80–87],
• Phase transitions and phase diagrams of solids [73, 80, 87]
• Point defect energies and properties [71, 72, 88, 89],
• Molecular dynamics [90–92],
• Band gaps [84, 93–95],
10 This is not entirely true. Quantum Monte Carlo methods will have enormous numerical
difficulties if the wavefunction is divergent, a situation that arises for particles interacting
with contact interactions, as discussed in chapter 11.
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• The BEC-BCS crossover for an attractive fermionic gas [96–98],
• The upper branch of the Feshbach resonance for fermionic gases [99–
101].
We now give a brief overview of the theory underlying commonly used zerotemperature QMC methods.

2.9.1

Prelude: a variational approach to the Helium atom

Before diving into quantum Monte Carlo, we consider a variational approach
to finding the ground state of the helium atom. We assume two anti-parallel
spin electrons orbiting a helium nucleus. Using the Aufbau principle we surmise that the electrons occupy the 1s orbital, giving the non-interacting wavefunction,
Ψ(r1 , r2 ) ∼ e−Z(r1 +r2 ) ,
(48)
where ri = |ri | is the distance of electron i from the nucleus and Z = 2
is the nuclear charge. We use natural units ~ = me = a0 = 1, where me
is the electron mass and a0 is the Bohr radius. The quantum chemistry
methods described in previous sections would model the effect of inter-electron
repulsion by adding additional configurations. Alternatively, we can include
the effects of inter-electron repulsion by assuming that each electron sees a
nuclear charge that is screened by the other electron. We therefore replace Z
by some effective nuclear charge Zeff , which we determine by minimizing the
energy hΨ|Ĥ|Ψi variationally.
We find that the energy is minimised for Zeff = 1.69, giving a total electronic energy of −2.85 Hartrees, remarkably close to the experimental value
of −2.90 Hartrees, considering the simplicity of the model [102]. More accurate values can be obtained by introducing further parameters into the trial
wavefunction. One could, for example, try to account for electron-electron correlations explicitly by including terms of the type |r1 − r2 | [103]. Variational
calculations of the helium ground state are reviewed in [104].

2.9.2

Variational quantum Monte Carlo

The method outlined in the previous section can be summarised as follows:
1. Generate a physically meaningful trial wavefunction ΨT with sufficient
variational freedom to represent the true wavefunction (or a good enough
approximation to the true wavefunction).
2. Find the values of the variational parameters that minimise the expectation value of the Hamiltonian hΨT |Ĥ|ΨT i.
By the variational principle, this corresponds to the best approximation to
the true ground state, within the space of functions representable by the trial
wavefunction ΨT .
To expand this method to a large number of electrons and parameters, we
need an efficient way of calculating the expectation value of the Hamiltonian
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and of performing the optimization, necessitating the use of Monte Carlo
integration.
2.9.2.1

Monte Carlo integration

Consider a function f (r) acting over a domain D. Intuitively, sampling f at
many randomly chosen, uniformly distributed points ri ∈ D, and averaging
those samples will yield an estimate of the mean value of f . Furthermore,
taking more samples will lead to a more accurate estimate of the average.
This is formalised by the central limit theorem [105], which states further
√
that the error in the estimate of the mean is ∼ 1/ M in the limit of large M ,
where M is the number of points chosen11 .
We can therefore estimate the integral of f (r) over D:
M

Z
f (r) dr '
D

|D| X
f (rm ) ,
M m

(50)

where {rm } is a set of M uniformly distributed points in D, and |D| is the
hypervolume of the domain of integration D. The error12 in this estimate is
p
proportional to var(f )/M , where var(f ) is the variance of f over D.
Choosing the points uniformly is not optimal if f is a rapidly varying function (more precisely, if var(f ) is large). We may, instead, decompose the
integrand f (r) = w(r)g(r), where w(r) is a probability distribution chosen to
leave |g(r)| as smooth as possible13 . We can then draw samples from w(r)
and evaluate the integral as:
M
1 X
g(rm ) ,
f (r) dr =
w(r)g(r) dr '
M m
D
D

Z

Z

(51)

where the samples {rm } are distributed according to w(r). The error will, in
p
the limit of large M , tend to var(g)/M . This is called importance sampling.
The error is independent of dimensionality, making Monte Carlo integration
a viable choice for high-dimensional integrals. By contrast, the error in gridbased methods like the Simpson’s rule scales as M d , where d is the number
of dimensions [106].
2.9.2.2

Local energy

In variational Monte Carlo (VMC), we propose a trial wavefunction ΨT (R; α),
where R is a vector containing all d × N components of the positions of all the
particles and α is a vector of variational coefficients. We then minimise the
11 More generally, without having to go to the limit of large M , the probability that the
estimate I of the mean differs from the true value µ by more than a certain amount may
be estimated using the Chebyshev inequality [50]:
P



(I − µ)2 ≥

var(f )
M ·δ



≤ δ,

(49)

where var(f ) is the variance in the function f , and δ is the accuracy we aim to achieve.
12 The error is defined as the standard deviation of the estimates of hf i Rgiven M samples.
13 One can show that the optimal weighting function is w(r) = |f (r)|/
|f (r)| dr[106]. In
D
general, calculating the denominator is as complex a problem as the original integral, so
that finding the optimal weighting function makes little sense.
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expectation value of the Hamiltonian operator to obtain values for the coefficients α corresponding to the best approximation to the ground state. We use
Monte Carlo integration to evaluate the expectation value of the Hamiltonian,
R
hΨT |Ĥ|ΨT i =

Ψ∗ (R) Ĥ ΨT (R) dR
R T∗
.
ΨT (R)ΨT (R) dR

(52)

The integral runs over all all d × n components of this vector. For a typical VMC calculation, d = 3 and 14 ≤ n ≤ 500. The high dimensionality
of this problem precludes the use of any method other than Monte Carlo
integration14 .
In the previous section, we described how to use importance sampled Monte
Carlo to integrate a function f (r) by re-writing it as the product f (r) =
w(r)g(r) of a density distribution w(r) and another (smooth) function g(r),
then evaluating g(r) at points {r} selected according w(r).
To use importance sampling in VMC, we write the integrand in eq. (52) as,

R

|Ψ(R)|2
ĤΨ(R)
Ψ∗ (R)Ĥ Ψ(R)
=R ∗
= ρ(R)EL (R) ,
∗
ΨT (R)ΨT (R) dR
ΨT (R)ΨT (R) dR Ψ(R)

(53)

where
ρ(R) = R

|Ψ(R)|2
|Ψ(R)|2 dR

(54)

ĤΨ(R)
Ψ(R)

(55)

is a probability distribution and
EL (R) =

is called the local energy. In the simplest implementation of variational Monte
Carlo, we draw samples from ρ(R) and average the local energy over all the
samples to calculate an estimate for the expectation value of the Hamiltonian
hΨ|Ĥ|Ψi.
If ΨT is an eigenstate of the Hamiltonian with eigenvalue E, the local
energy is a constant E over the whole integration domain. Thus, the variance
of EL (R) is zero. This is called a zero-variance condition. If ΨT is not an
exact eigenstate, the variance of the local energy is approximately linear in
E − E0 , where E = hΨT |Ĥ|ΨT i and E0 is the eigenvalue closest to E [107–
109].
It is worth noting that the local energy can be divergent along the nodal
surface of the trial function (points for which ΨT = 0), since the kinetic energy
there need not be zero. This can lead to a “heavy-tailed” distribution of errors,
such that the central limit theorem does not hold in general [110]. Alternative
sampling strategies have been devised to work around this problem [111, 112].
14 Clearly, this integral is calculated by means other than Monte Carlo integration in the
quantum chemistry methods described in previous sections. However, in those methods,
the trial wavefunction ΨT is chosen specially to allow for “easy” integration: if ΨT is a
determinant or a sum of determinants, we can write the integration as a sum of three and
six-dimensional integrals using the Slater-Condon rules.
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2.9.2.3

The Metropolis algorithm

In the previous section, we outlined how to obtain an estimate for the expectation value of the Hamiltonian by averaging the local energy over points disR
tributed according to ρ(R) = |Ψ(R)|2 / |Ψ(R)|2 dR. In general, the function
ρ(R) can be complicated. The Metropolis algorithm allows us to efficiently
draw random configurations from this probability distribution [113, 114].
In the context of VMC simulations, the Metropolis algorithm generates
a random walk through the space of all possible configurations, such that,
asymptotically, the set of generated configurations {Ri } is distributed according to ρ(R). The configuration Ri+1 is generated from Ri :
1. Propose a move Ri → Ri0 . This is typically done by moving an electron
rm → rn , where rm −rn is picked from a normal distribution T (Ri0 −Ri ).
2. Calculate the ratio q = ρ(Ri0 )/ρ(Ri ).
3. If q > 1, accept the move. If q < 1, accept the move with probability q.
It can be verified that this move satisfies the detailed balance condition:
P (Ri → Ri0 )ρ(Ri ) = P (Ri0 → Ri )ρ(Ri0 ) .

(56)

The algorithm is normally initialized with a configuration R0 . For uniform
systems, the initial distribution R0 is commonly selected at random from a
uniform distribution in the space of configurations. When modelling electronatom systems, R0 is normally chosen on physical grounds. In casino, for
instance, the electrons are distributed in spheres centred on the nuclei, in
proportion to valence charges. Unless the initial distribution is pathological,
the asymptotic limit of the configurations being distributed according to ρ(R)
is, in practice, quickly achieved.
In general, configurations generated by the Metropolis algorithm are correlated, as demonstrated in Fig. 5: configuration Ri+1 is likely to be within
√
√
τ of Ri , where τ is the characteristic width of the normal distribution
used to generate the moves. The error estimates outlined in section 2.9.2.1
depend on successive samples being uncorrelated, however. Thus, a naïve
implementation would underestimate VMC errors. This can be circumvented
by only evaluating the local energy (and other expectation values) every n
√
moves, where 1 < n . 10, such that nτ should correspond to a characteristic length of the system (such as the inter-atomic distance in a crystal, or the
Wigner-Seitz radius in a homogeneous electron gas). A reblocking procedure,
discussed in the context of DMC in section 2.9.4.4 and in [115] can be used
for a more rigorous analysis.
The only parameter in a VMC calculation is the width τ of the distribution
T (Ri − Ri0 ) used to propose the moves in the random walk. Too small a value
√
of τ means that the number of moves nτ necessary to achieve decorrelation is
large. Conversely, too large a value of τ implies that most suggested positions
Ri0 will fall in regions of very low density ρ(Ri0 ), so that the probability of
acceptance drops to zero. The time-step is usually optimized as part of the
equilibration procedure to obtain a mean acceptance ratio of 50% [109].
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Figure 5. The local energy for two Metropolis random walks. The top image corresponds to an uncorrelated random walk (τ is large), the second corresponds to a correlated random walk (small τ ).
Reproduced with permission from [109].

2.9.2.4

Other expectation values

The discussion of the previous section can be trivially extended to the estimation of the expectation value of operators other than the Hamiltonian. To
estimate hΨ|Ô|Ψi, where Ô is some (possibly non-local) operator, we accumulate ÔΨ(R)/Ψ(R), rather than the local energy.
Unless Ô is trivially related to the Hamiltonian, ÔΨ(R)/Ψ(R) does not
satisfy the zero-variance property. Often, this leads to larger errors.
2.9.2.5

Optimizing the wavefunction

In the previous sections, we delineated how to calculate an approximation
to the ground state wavefunction by building a trial wavefunction with parameters that we optimize variationally. There are many different objective
functions one can minimize to obtain approximations to the ground state. If
the trial wavefunction contains the true ground state wavefunction (that is,
if there are values of the variational parameters for which the trial wavefunction is the ground state wavefunction), most objective functions will produce
identical results. We describe three commonly used objective functions here:
P
unreweighted variance minimization Minimize i |EL (Ri )−Ē|2 ,
where Ē is the unreweighted sample average of the local energies Ē =
P
1
i EL (Ri ) and NC is the number of configurations. Since, for the
NC
true ground state wavefunction, EL (Ri ) = E ∀ Ri , the unreweighted
variance should tend to zero [116–118]. We note that the variance in
local energy can be obtained from the unreweighted variance by reweight-
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ing the set of local energies to reflect changes in |Ψ(R)|2 as the parameters in the trial wavefunction are varied. Empirical evidence suggests
that minimizing the unreweighted variance, as proposed here, leads to
better numerical stability than simply minimizing the variance [119].
mean absolute deviation Minimize the mean absolute deviation of
P
the local energies i |EL (Ri ) − Em | , where Em is the median local
energy. As for variance minimization, the objective function tends to
zero as the trial wavefunction tends to the true ground state.
energy minimization Minimize Ē, the estimate of the energy. By the
variational principle, Ē is an upper bound on the true ground state
energy [120–122].
All these optimization methods take advantage of correlated sampling: a
set of configurations is generated according to ρα0 , where α0 is the initial set
of parameter values. The objective function is then optimized over these configurations, resulting in a new set of parameter values α1 . Configurations may
then be re-generated to follow a distribution ρα1 to re-optimize the objective
function.
2.9.2.6

Limitations

VMC is simple and elegant. There are no restrictions on the form of the
wavefunction15 . Its accuracy is, however, ultimately limited by the functional
form of the trial wavefunction. This is alleviated by diffusion Monte Carlo
(DMC), which we discuss in section 2.9.4. We note only that the accuracy
of a DMC calculation is limited by the quality of the nodal surface of an
input trial wavefunction (the locus of points such that ΨT (R) = 0). This
trial wavefunction is commonly generated using VMC. Thus, the quality of
the VMC wavefunction, or at least of the wavefunction nodes, will determine
the accuracy of a DMC calculation.

2.9.3

Trial functions

In the previous section, we described how variational Monte Carlo could be
used to generate an approximation to the ground state by optimizing variational parameters in a trial wavefunction. The functional form of the wavefunction will determine the ultimate accuracy of the VMC algorithm. Furthermore,
the optimized trial wavefunction is usually used to initialize a DMC calculation, whose accuracy will then be controlled by the nodal surface of the trial
wavefunction. Developing trial wavefunctions with the variational freedom to
accurately represent the physics of the system is therefore key to improving
VMC and DMC calculations.
15 The Metropolis algorithm described above is likely to encounter severe numerical difficulties
if the wavefunction is divergent, as might occur for quantum particles interacting with
contact interactions. The Metropolis algorithm is also known to converge slowly if the
wavefunction is discontinuous [123].
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2.9.3.1

Slater determinants

The trial wavefunctions must be anti-symmetric with respect to the exchange
of two particles to accurately represent fermionic particles.
The simplest antisymmetric trial wavefunction is a Slater determinant,
|Ψi =

Y

c↑†
i

i∈↑

Y

c↓†
j |vaci .

(57)

j∈↓

If the Hamiltonian is not spin-dependent, it will act independently on the
up- and down-spin channels of |Ψi, allowing us to separate |Ψi into |Ψi =
|Ψ↑ i|Ψ↓ i, where
|Ψ↑ i =

Y

c↑†
i |vaci ,

i∈↑
↓

|Ψ i =

Y

c↓†
i |vaci .

(58)

i∈↓

This allows us to treat up- and down-spin particles as distinguishable, as
described in section 2.3.4.
The orbitals used to construct the Slater determinant are typically the
Hartree-Fock orbitals or Kohn-Sham orbitals calculated using density functional theory.

2.9.3.2

Jastrow Factor

In the previous section, we proposed using a single Slater determinant as a
basic trial wavefunction. Many-body wavefunctions in real systems, however,
are correlated. The trial wavefunction should therefore have the variational
freedom to represent the effect of correlation. As demonstrated in section
2.6, a wavefunction composed of a single determinant cannot represent interparticle correlation (beyond correlation arising from exchange interactions).
We therefore need to modify our trial wavefunction.
Consider, as an example of correlation, a set of interacting electrons in
a uniform compensating background. If any two electrons coalesce, the behaviour of either of these two electrons will depend predominantly on the
other electron. These electrons will be unaffected, to a first approximation,
by the other electrons in the system. We can separate out their relative wavefunction Ψ(r1 , r2 , R) ' φ(r1 − r2 )Φ(r1 + r2 , R), where r1 and r2 denote the
positions of the two coalescent electrons and R denotes the position of all the
other electrons in the system. The relative wavefunction φ(r1 − r2 ) embodies
the correlation between the two electrons. To construct a physically accurate
wavefunction, we need a way of introducing variational freedom to model the
dependence of Ψ on the relative position of any two particles.
The most common way to express this variational freedom is through the
Slater-Jastrow wavefunction [124]:
Ψ = expJ(R) D(R) ,

(59)
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where, for the homogeneous systems considered in this thesis, the Jastrow
factor J(R) takes the form:
J(R) =

N
X

u(|ri − rj |) ,

(60)

i6=j

where the sum runs over all electrons. We note that the Jastrow factor is symmetric with respect to particle exchange, preserving the overall antisymmetry
of the wavefunction. The function u is a polynomial designed to go smoothly
to zero at some cutoff length,
 r m

X
r C
Θ(L − r)
am
,
u(r) = 1 −
L
L
m

(61)

where the coefficients {am } and the cutoff length L are optimized variationally,
and C is 2 or 3, controlling the number of continuous derivatives at the cutoff.
Often, one will use different u terms to model same-spin and opposite-spin
correlation.
To see how the Jastrow factor describes correlation, we turn back to the
system of electrons described above. A graphical representation of a typical
Jastrow factor is shown in Fig. 7. We assume that electrons r1 and r2 are
within a distance |r1 − r2 | < L, where L is the cutoff length of the Jastrow
factor, and all other electron pairs are separated by a distance larger than L.
The wavefunction is then,
ΨSJ = exp[u(|r1 − r2 |)]D(r1 , r2 , R) ,

(62)

so that terms describing the coalescence of electrons r1 and r2 can be explicitly
factored out. This allows the accurate description of the short-range behaviour
when any two particles are near each other.
The coefficients in the polynomial u(r) can be constrained to reproduce the
correct analytical cusp behaviour when any two particles coalesce [125, 126].
This is typically achieved by constraining a1 ,
a1 =

Γ
+ a0 ,
(−L)C

(63)

with Γ = (dΨ/dr)r=0 /Ψ is the logarithmic derivative of the wavefunction
when two particles of equal mass coalesce. In particular, for the interactions
considered here, we have,
Interaction
Coulomb, same spin
Coulomb, opposite spin
Non-divergent

Γ
1/4
1/2
0

where non-divergent refers to any interaction V (r) that remains finite as r →
0.
The Jastrow factor can be extended by adding terms that model the coalescence of three or more particles. In inhomogeneous systems, terms can be
added to model the coalescence of electrons and nuclei [127]. Adding more
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Figure 6. Difference between calculated VMC energy and exact ground state energy for a singlet hydrogen molecule. The different points denote Jastrow factors of increasing complexity. “HF” is the Hartree-Fock energy.
Points labelled “e-e” denote a Jastrow term that depends on the distance
between all pairs of electrons. Points labelled “e-N” denote a Jastrow
factor that depends on the relative distance of each electron from each
nucleus. Points labelled “e-e-N” correlate the relative distances between
each pair of electrons and each nucleus, etc.
Figure reproduced, with permission, from [52]

terms leads to a systematic improvement in the VMC energy and variance, as
demonstrated in Fig. 6.
Finally, we note that the Jastrow factor is positive everywhere. Thus, the
nodal surface of the Slater-Jastrow wavefunction is determined entirely by
the Slater determinant. A good Jastrow factor is still found to improve DMC
calculations by preventing pathological numerical behaviour. We compare
Slater-Jastrow calculations to FCIQMC data for the homogeneous electron
gas in table 2.

2.9.3.3

Backflow transformation

The Slater-Jastrow wavefunction described in the preceding section is the most
commonly used trial wavefunction in VMC calculations. The Slater determinant encodes the antisymmetry and recovers the exchange energy, while the
Jastrow factor models the inter-particle correlation.
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Figure 7. Jastrow factor for opposite spin correlations in a three-dimensional homogeneous electron gas with 54 electrons at rs = 2. L denotes the unit
cell size.
The reduction in the wavefunction when opposite spin electrons coalesce
is evident from this figure. The Jastrow factor gives the wavefunction the
flexibility to create correlation holes around electrons, as demonstrated
in Fig. 2.

Backflow transformations have been used to successfully add variational
freedom to Slater-Jastrow trial wavefunctions. Backflow transformations were
originally conceived by Feynman to model the ground state wavefunction of
liquid helium [128, 129]. To motivate the use of backflow, we consider an
electron in a Fermi sea. The electron will carry a correlation hole that excludes other electrons as it moves through the quantum fluid: other electrons
will move aside to “make way” for the electron and its exclusion region as it
moves. Most of this correlation effect is accounted for in the Jastrow factor.
However, the Jastrow factor is always positive. It will therefore not alter the
nodal surface of the trial wavefunction. Backflow transformations add variational freedom to the antisymmetric part of the trial wavefunction, permitting
adjustments to the nodal surface to minimize the energy. This is achieved by
replacing electron positions in the Slater determinant by an effective position
P
that depends on the other electrons, ri → ri + j6=i η(|ri − rj |)(ri − rj ), with,

η(r) =

r
L

C
X
− 1 Θ(r − L)
cm rm ,

(64)

m

where L is a cutoff length, the {ci } are variational coefficients and C is 2 or
3. The coefficients and cutoff lengths are optimized variationally [130, 131].
In inhomogeneous systems, a similar transformation can be applied to model
the electron-nucleus correlation and three-body correlations involving two electrons and a nucleus.
Backflow transformations affect the nodal surface, normally leading to improved DMC energies, as demonstrated in table 2.
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Wavefunction
SJ
SJ3
SJB
FCIQMC

VMC
0.0417(2)
0.0420(2)
0.04401(7)
0.045(1)

VMC (%)
93(2)
93(2)
98(2)
100

DMC
0.04288(9)
−
0.04421(4)

DMC (%)
95(2)
−
98(2)

Table 2. Correlation energy (in Hartrees per electron) retrieved by different trial
wavefunctions in VMC and DMC, for a 54-electron homogeneous electron gas at rs = 1/2. SJ denotes a Slater-Jastrow wavefunction, SJ3 is
the same wavefunction, with the addition of a three-particle term, and
SJB adds a backflow transformation. The number in brackets is a confidence interval in the last quoted significant figure of the estimate. Thus,
0.0417(2) ≡ 0.0417 ± 0.0002. The percentages are calculated with respect
to the FCIQMC data. The error estimates for the percentages depend on
the FCIQMC error, hence the large error estimate.
The QMC data is reproduced from [130]. The FCIQMC data is taken
from [31]. When estimating QMC correlation energies, we used the exact
Hartree-Fock energy per particle E = 3.265329Ha., rather than the QMC
estimate quoted in [130].

2.9.3.4

Multi-determinant wavefunction

The quantum chemistry community uses sums of determinants to retrieve
correlation energy beyond Hartree-Fock, as described in section 2.7.
Replacing the single determinant in a Slater-Jastrow wavefunction by a sum
of determinants will, inevitably, lead to an improvement in the quality of the
wavefunction. Clearly, it will also increase the computational cost. It will
also introduce size inconsistency in the wavefunction: while a Slater-Jastrow
wavefunction recovers the same fraction of correlation energy for different
system sizes, we have seen that truncated determinant expansions are less
accurate for larger systems.
Multi-determinant expansions are necessary for systems with degenerate or
nearly degenerate ground states (leading to strong static correlation effects,
as described in section 2.6.1). For example, in [132], the authors calculate
the ground state and electronic properties of a neutral vacancy in diamond
using a sum of three determinants multiplied by a Jastrow factor. Multideterminant expansions are also important when electron correlation can lead
to symmetry breaking and the formation of a new ground state. This has been
used successfully to describe transition metal oxide molecules [133]. Finally,
multi-determinant expansion have been used for highly accurate calculations
on atoms and small molecules [134, 135].
Recently, a compression algorithm has been developed to take advantage of
the multi-linear nature of determinants to construct orbital transformations
that reduce the total number of determinants [136].
2.9.3.5

Pairing wavefunctions

In the preceding sections, we have motivated the use of the Slater determinant as a trial wavefunction by appealing to the necessary antisymmetry of
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the wavefunction under particle exchange. When faced with more than one
particle species, we used a product of determinants, such that, in the absence
of a Jastrow factor, particles of different species are completely uncorrelated.
It has been suggested that correlation between particles of different species
could be accounted for by replacing the Slater determinant with a determinant
of pairing functions. Consider a strongly interacting cold atom gas. Due to
the short range nature of the interactions, atoms only interact with atoms
of the opposite spins. The following antisymmetric wavefunction has been
proposed to handle this case [68, 98]:
|Ψi =(Φ† )N |vaci ,
hr↑ r↓ |Φ† |vaci =φ(|r↑ − r↓ |) ,

(65)

where φ(r) is typically a bell-shaped function with width approximately equal
to the inter-particle distance. Parameters in φ can be optimized variationally.
Modifying the parameters will lead to changes in the nodal surface, which
might lead to improved DMC results.
Pairing wavefunctions have been used successfully to describe strong interspecies correlation [67, 68]. However, a study of their performance in DMC has
shown little improvement over a simple product of Slater determinants. We
will demonstrate in part II of this thesis that these functions cannot, at least
in the forms proposed to date, appropriately model inter-species correlation
arising from repulsive interactions.

2.9.3.6

Antisymmetrized geminal power and Pfaffian wavefunctions

A natural extension for dealing with inhomogeneous systems is to use a pairing
function φ(r1 , r2 ) that depends explicitly on the positions of the two particles,
rather than merely on their relative position. This “antisymmetrized geminal
power” (AGP) wavefunction has been used effectively for small systems [137–
140]. We will demonstrate in part II that the AGP wavefunction is no better
than a Slater determinant for larger systems (at least for repulsive interactions).
The Pfaffian wavefunction extends the AGP wavefunction by defining additional pairing functions to retrieve same-spin correlations [141, 142].

2.9.4

Diffusion Monte Carlo

In the previous section, we described how VMC could be used to optimize parameters in a wavefunction, thus obtaining an approximation to the ground
state. While VMC has been used successfully, recovering 90-95% of the difference between a Hartree-Fock calculation and the true ground state energy,
it is ultimately limited by the quality of the trial wavefunction.
Fixed-node diffusion Monte Carlo (DMC) alleviates this by foregoing a functional form for the wavefunction, allowing all variations that do not change
the nodal surface (the surface defined by ΨT (R) = 0) [143]. We now proceed
to a derivation of the DMC method.
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In the Schrödinger picture of time-dependent quantum mechanics, any solution of the time-dependent Schrödinger equation (with a stationary potential)
can be expanded in the eigenfunctions of the Hamiltonian {Φn (R)},
Ψ(R, t) =

X

cn Φn (R) e−iEn t ,

(66)

n

where En is the eigenvalue corresponding to Φn . We effect the variable substitution τ = it (by analytic continuation), such that:
Ψ(R, −iτ ) =

X

cn Φn (R) e−En τ .

(67)

n

In the limit of τ → ∞, this tends to
Ψ(R, −iτ → −i∞) ' c0 Φ0 (R) e−E0 τ ,

(68)

which is just the ground state wavefunction of the time-independent Schrödinger
equation, up to a multiplicative constant c0 e−E0 τ . Therefore we can, formally
at least, solve the Schrödinger equation by picking an arbitrary trial wavefunction ΨT (R) and propagating it in imaginary time for long enough.
To realise this propagation in imaginary time, we consider the time-dependent
Schrödinger equation with the substitution τ = it:
∂
1
(69)
− ∇2 Ψ(R, τ ) + [V (R) − ET ]Ψ(R, τ ) = − Ψ(R, τ ) ,
2
∂τ
P
where ∇2 = i ∇2i acts over all coordinates in vector R, and ET is a constant
energy offset that we have introduced for convenience. This equation is exactly
equivalent to a diffusion equation in d × n dimensions with an absorption
term V (R) − ET . In the context of a diffusion equation, Ψ(R) represents the
density of particles at point R. The particles diffuse with diffusion coefficient
D = 1/2, and are absorbed with rate V (R) − ET . If we could interpret the
wavefunction Ψ(R, τ ) as a probability density, we could take advantage of this
correspondence to effect the imaginary time propagation of the wavefunction
from an arbitrary trial function ΨT (R): we distribute an initial set of walkers
with probability density given by ΨT (R). We then let the walkers diffuse
randomly while destroying them according to V (R) (or creating them where
V (R) < 0). This could be done by a classical Monte Carlo algorithm. In the
limit τ → ∞, the walkers would be distributed according to the ground state
wavefunction.
2.9.4.1

Fixed-node Diffusion Monte Carlo

However, for a fermionic system, the trial wavefunction ΨT (R) must have both
positive and negative regions to be antisymmetric with respect to particle exchange. We therefore cannot use it as a probability density. This difficulty can
be overcome by using a guiding function f (R, τ ) = ΨT (R)Ψ(R, τ ). Provided
ΨT (R) and Ψ(R, τ ) have the same nodal surface, f (R, τ ) has the same sign
over all space, and can therefore be interpreted as a probability distribution
function.
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We multiply both sides of the imaginary-time Schrödinger equation by ΨT
to obtain, as derived in appendix A.1:
−

1
∂f
= − ∇2 f + ∇ · [f v] + [EL − ET ]f ,
∂τ
2

(70)

where v(R) = ∇ΨT (R)/ΨT (R) and EL (R) = ĤΨT (R)/ΨT (R). If we treat
f as a probability distribution, this equation is the Fokker-Planck equation
describing the diffusion of non-interacting classical particles, with an imposed drift velocity v(R, τ ) and absorption coefficient [EL (R) − ET ]. We
can therefore distribute a set of particles according to an initial distribution
f (R, 0) = ΨT (R)2 , and evolve them according to the Fokker-Planck equation.
In the limit τ → ∞, the walkers will be distributed according to the minimal
energy wavefunction with the same nodal surface as the trial wavefunction.
The wavefunction evaluated by a fixed-node DMC algorithm will be the
wavefunction with lowest energy and the same nodal surface as the trial wavefunction. The quality of the nodal surface of the trial wavefunction therefore
determines the uncontrolled error in DMC. Typically, the trial wavefunction
is optimized in VMC before being used in DMC, with the heuristic that a
lower VMC energy will, in general imply a better nodal surface.
2.9.4.2

Imaginary time propagation

We define a drift-diffusion operator D̂f = − 21 ∇2 f +∇·[f v] and an absorption
operator Âf = [EL − ET ]f . These two operators can be combined into a
Hamiltonian Ĥ = D̂ + Â, so that (70) becomes
−

∂f
= Ĥf .
∂τ

(71)

This can be re-written as an integral,
Z
f (R, τ ) = G(R, R0 , τ )f (R0 , τ )dR0 ,

(72)

where the Green’s function G(R, R0 , τ ) = hR0 |e−τ Ĥ |Ri denotes the probability of a configuration evolving from R to R0 in time τ . Green’s function
Monte Carlo (GFMC) developed by Kalos, allows the sampling of the Green’s
function [144, 145].
GFMC is computationally expensive. To proceed further, we approximate
the Green’s function using the Trotter-Suzuki formula
e−τ Ĥ = e−τ Â/2 e−τ D̂ e−τ Â/2 + O(τ 3 ) .

(73)

We also take advantage of the fact that the absorption term corresponding
to the local energy of the trial function Â = EL (R) is diagonal in the position
representation, such that e−τ Â/2 |Ri = e−τ [EL (R)−ET ]/2 |Ri. Then:
0

G(R, R0 , τ ) ' e−τ [EL (R)−ET ]/2 hR|e−τ D̂ |R0 i e−τ [EL (R )−ET ]/2 .

(74)

The matrix element hR|e−τ D̂ |R0 i is the Green’s function for walkers diffusing with an additional drift current f v, with the solution for small τ :


(R − R0 − τ v)2
1
−τ D̂
0
hR|e
|R i =
exp −
.
(75)
2τ
(2πτ )3N/2
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In the limit of small time step τ , the Green’s function is therefore


1
(R−R0 −τ v)2
G(R, R , τ ) =
exp −
×
2τ
(2πτ )3N/2
0

0

e−τ /2(EL (R)+EL (R )−2ET ) . (76)
2.9.4.3

The fixed node DMC algorithm

In the previous section, we gave a functional form for the Green’s function G(R, R0 , τ ) describing the probability of the system propagating from
configuration R to configuration R0 in (short) time τ . Repeated application of this propagator to a set of configurations distributed according to
f (R, 0) = ΨT (R)2 will evolve the guiding function f (R, τ ) = Ψ(R, τ )ΨT (R),
such that, in the limit of large τ , Ψ(R, τ ) is the lowest energy wavefunction
with the same nodal surface as ΨT (R). Having given a broad overview of the
methodology, we now turn to the implementation of the DMC algorithm. We
will follow the algorithm described in [52].
To initialize the DMC algorithm, we generate a set of configurations {Ri }
distributed according to f (R, 0) = ΨT (R)2 . The trial wavefunction ΨT (R)
will normally have been calculated using VMC. We can therefore use some of
the VMC samples as the initial set of configurations. We then need to propagate the configurations in imaginary time. To propagate the configurations
through the (short) time interval τ , we first apply the drift-diffusion step, selecting the move R − R0 to satisfy the Green’s function presented in eq. (76).
We then apply the absorption factor by letting the configuration branch or
die out according to exp[−τ (EL (R) + EL (R0 ) − 2ET )/2], where ET is varied
to control the population of configurations.
The initial few time-steps serve to eliminate the contribution of the excited
states from the wavefunction Ψ(R). This phase is called the equilibration
phase, and lasts until the walkers have settled into their equilibrium distribution. After the equilibration phase, one may start accumulating data.
The separation of the Green’s function into the drift-diffusion and branching term is only valid in the limit of small time-step τ . The time-step bias
introduced by using a finite time-step can be controlled and removed by running two DMC calculations with different τ and extrapolating to τ = 0. For
small τ , the time-step bias error is proportional to τ [52, 146].
2.9.4.4

Serial correlation

In the previous section, we discussed the need to keep the time-step short to
avoid introducing time-step bias. However, using a small time-step will result
in serial correlation. The energy of the configurations at step i + 1 will be similar to the energy at step i because the walkers will only have travelled a short
distance. Thus, the samples obtained from a DMC calculation are not independently distributed, as illustrated in Fig. 5. In other words, adding another
step does not result in a full data point’s worth of information. Calculation of the error caused by the incomplete sampling of a population requires
the samples to be independently distributed. Thus, naïvely calculating the
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sample variance of the DMC data will result in large underestimation of the
errors. This infelicity becomes obvious when considering the limit of zero
time-step. The walkers will never move from their initial configuration, so
that all samples will measure the same energy, resulting in a sample variance
of 0.
Serial correlation could be dealt with by discarding all but one data point
in every n steps, where n is progressively increased until the error bars stop
changing, indicating that the correlation time is nT . In practice, we use the
reblocking mechanism in which strings of energies are averaged, rather than
just discarded [115]. The correlation time corresponds approximately to the
time a particle takes to drift by the characteristic length of the system.

2.9.5

Implementations

Both variational and diffusion Monte Carlo are well-established methods that
can, at least with simple trial wavefunctions, be used in an almost “black-box”
manner. There are many practical implementations of these methods [147,
148]. We use casino, developed predominantly at Cambridge [52, 119].
2.10

the pseudopotential approximation

Pseudopotentials are very commonly used to approximate the nuclear potential in calculations of solids and molecules. To introduce the pseudopotential
approximation, we consider a toy problem consisting of two lithium atoms in
their ground state. The atoms are known to bind to form a dilithium molecule,
in a manner somewhat similar to the hydrogen molecule [149].
Lithium has chemical configuration 1s2 2s1 . We may use our chemical intuition to surmise that the 2s electron is responsible for the bonding, while the
two core electrons contribute very little to the chemical properties, besides
providing a screening effect to the nuclear charge and keeping the valence
electron out of the core region to satisfy the Pauli exclusion principle. Further, we know that the wavefunction of the molecule differs from that of two
isolated atoms only in the region between the two nuclei. The wavefunction
near the core is unaffected by the presence of the other lithium atom. We
might therefore guess that, to accurately represent bonding, we only need to
reproduce the 2s orbital correctly at some distance from the nucleus, while
the exact behaviour at the core is relatively unimportant.
These considerations lead quite naturally to the pseudopotential approximation: instead of modelling the 1s electrons explicitly, we replace the combined
effect of the nuclear potential and core electrons by a pseudopotential, which
accounts for the screening effect of the inner electrons. We seek to construct
the pseudopotential such that it has, as its ground state, an orbital that has
the same energy as the 2s orbital in lithium and mimics it outside of some
cutoff radius, as demonstrated in Fig. 8.
Using pseudopotentials offers two main advantages over all-electron calculations:
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2s

1s

1s

(a) Lithium atom

(b) Pseudo lithium atom

Figure 8. Schematic of a pseudopotential for the lithium atom.
(a) The true Coulomb potential (green) with core electrons in the 1s
orbital. These electrons contribute little to the electronic properties.
(b) Lithium atom with a pseudopotential whose lowest orbital (labelled
1s) has the same energy eigenvalue as the 2s orbital of the true potential. The pseudopotential is chosen such that the pseudo-orbital maps
exactly on top of the real orbitals outside of the core region. Using a
pseudopotential is valid provided the effect of bonding on the core regions
is negligible.

• Only the valence electrons are treated explicitly. Since electronic structure methods become more expensive as the number of electrons is increased, using a pseudopotential decreases the computational cost considerably.
• The true electronic wavefunction oscillates rapidly in the core region to
maintain orthogonality to the core orbitals. Conversely, the wavefunction is quite smooth between nuclei, where we need to describe orbitals
accurately to model bonding. Accurately describing both these regions
is difficult due to this difference in length scales. For instance, diffusion Monte Carlo calculations scale as O(Z 5.5 ) with increasing atomic
number Z [150–152]16 . The pseudo-wavefunction is smooth in the core
regions, obviating this problem.

2.10.1

Norm conservation

In the previous section, we demonstrated the usefulness of pseudopotentials
to approximate the combined effect of the nuclear potential and screening
provided by the core electrons. We now turn to methods for constructing
accurate pseudopotentials.
Following scattering theory [153], we can characterize the effect of a potential by considering the phase shift δ` (E) it imparts on an electron incident
with energy E in the angular momentum channel `. A knowledge of the value
of δ` (E) for every E and ` is sufficient to completely define the potential.
We turn back to our example of the lithium dimer. We denote by EV
the energy of the valence orbital in an isolated lithium atom. This energy
16 The scaling depends on the quantity measured. The figure of O(Z 5.5 ) refers to the computational cost to obtain the same accuracy in estimates of the energy per electron. However
one measures the cost of quantum Monte Carlo, the scaling with increasing Z is much worse
than the scaling with increasing particle number in a homogeneous system.
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is readily calculated in an all-electron calculation. If we were to build a
pseudopotential for an isolated atom, it would be sufficient to construct a
potential that generates the correct phase shift δ0true (EV ) (modulo 2π) in
the s-wave channel at the valence energy EV , since a bound electron (in
the ground state) will always have energy EV and zero angular momentum
about the nucleus. Clearly, generating a pseudopotential is redundant if we
are only interested in modelling isolated atoms, since we need an all-electron
calculation to calculate EV and δ0true (EV ) anyway.
The addition of a second lithium atom will perturb the energy, such that
the energy of the bonding orbital Eσ is somewhat lower than EV . However, if
the pseudopotential displays the correct δ0 (EV ) (modulo 2π) and the correct
(∂δ0 /∂E)EV , the phase shift δ0 (Eσ ) for electrons in the bonding orbital will
be approximately correct since, by the Taylor expansion of δ0 about EV ,

δ0 (Eσ ) = δ0 (EV ) +

∂δ0
∂E



(Eσ − EV ) + O([Eσ − EV ]2 ) .

(77)

EV

Thus, if we can generate pseudopotentials with the correct δ0 (EV ) (modulo
2π) and (∂δ0 /∂E)EV for the isolated lithium atom, we will be able to transfer
these potentials to the lithium dimer, or lithium crystals, without incurring
too great a loss in accuracy.
One can show that guaranteeing the correct (∂δ0 /∂E)EV is equivalent to
demanding norm conservation 17 [154, 155]:
Z

rc

r
0

2

|R0true (r)|2

Z
dr =

rc

r2 |R0PP (r)|2 dr ,

(78)

0

where R0true is the radial component in the s-wave channel of the true wavefunction calculated on an isolated atom, R0PP is the radial component in the
s-wave channel of the pseudo-wavefunction, and rc is a cutoff beyond which
R0PP (r) = R0true (r).
2.10.2

Generating norm-conserving pseudopotentials

Having underscored the importance of norm-conservation in the construction
of pseudopotentials, we can now propose an algorithm for generating these
norm-conserving pseudopotentials. We assume that we want to create a pseudopotential whose ground state approximates an atomic orbital ϕtrue
, where
`
` denotes the angular momentum channel. This orbital has energy EV in
an isolated atom. We assume we have a highly accurate description of ϕtrue
`
calculated from an all-electron calculation. We can separate the orbital into
radial and angular components,
ϕtrue
(r, θ, φ) = R`true (r)Y`m (θ, φ) ,
`

(79)

where Y`m (θ, φ) is the spherical harmonic.
17 Norm-conservation is frequently called “shape consistency” in the quantum chemistry community.
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We follow the algorithm described by Troullier and Martins [156]. They
suggest constructing a pseudo-wavefunction,
PP
m
ϕPP
` (r, θ, φ) = R` (r)Y` (θ, φ) ,
(
r` e p(r) r < rc
R`PP (r) =
R`true (r) r ≥ rc

p(r) =

6
X

,

ci r2i .

(80)

i=0

The coefficients ci are calculated by demanding the pseudo-wavefunction
satisfy the following conditions:
• norm-conservation,
Z rc

r2 |R`PP (r)|2 dr =

Z

rc

r2 |R`true (r)|2 dr ,

(81)

0

0

• the pseudo-wavefunction must have the correct energy EV ,
Ĥ`PP ϕPP
`
= EV ,
ϕPP
`

(82)

where Ĥ`PP = T̂ + V`PP (r), where V`PP (r) is the pseudopotential,
• the pseudo-wavefunction must be continuous at the cutoff rc ,
• the pseudo-wavefunction must have four continuous derivatives at the
cutoff rc ,
• the pseudo-wavefunction must correspond to a pseudopotential V`PP
that has zero-curvature at the origin.
These conditions are readily translated into equations, which can be solved
iteratively, as described in [156]. The pseudopotential V`PP can be calculated
from the pseudo-wavefunction,
(
p00 (r)+[p0 (r)]2
0
EV + `+1
r < rc
PP
r p (r) +
2
V` (r) =
,
(83)
V`true (r)
r ≥ rc
where p0 (r) and p00 (r) denote the first and second derivatives of p(r) with
respect to r. A more complete derivation is given in appendix G, where
we focus predominantly on adapting the formalism to interactions between
particles of equal mass.

2.10.3

Non-local pseudopotentials

In the previous section, we described how to generate a pseudopotential that
produces the correct phase shift for an incident electron with energy E ∼ EV
and well-defined angular momentum about the nucleus. For isolated atoms,
the angular momentum of an electron is conserved, but, in general, incoming
electrons will not have a well-defined angular momentum quantum number
about the nucleus. It is therefore not sufficient to merely reproduce the correct
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behaviour of the potential for the angular momentum channel of the orbital we
seek to describe. Indeed, to be accurate, the pseudopotential must reproduce
the correct behaviour for all values of `, at energies E ∼ EV .
To construct a pseudopotential that gives an accurate description of the
phase shifts and their derivatives for several angular momentum channels, we
must use projector methods. The potential is written as a sum of components
that act over the different channels [157],
X
PP
V̂ PP (r) = Vlocal
(r) +
|`miV`PP (r)h`m| ,
(84)
`m

where |`mih`m| serves to project out the component of the incident wavefunction with orbital angular momentum quantum numbers ` and m:
Z
h`m|Ψi = Ψ(r)Y`m (r) dΩ ,
(85)
where the integration runs over all solid angles. Each component of the pseudopotential V`PP (r) can be calculated using the Troullier-Martins procedure
PP
outlined in the previous section. The choice of local potential Vlocal
is arbitrary, but the summation is normally truncated for small `, and the action of
the potential on electrons with higher angular momentum is then encoded in
PP
Vlocal
.
Many norm-conserving pseudopotentials have been developed [158–169], allowing electronic structure methods to treat heavier elements accurately.

2.10.4

Non-local pseudopotentials in quantum Monte Carlo

The projection of the wavefunction onto a particular angular momentum channel is somewhat more complicated in QMC than in one-electron methods. The
contribution to the local energy from the non-local part of the pseudopotential
is [170],
V nl (r) =

X V̂ PP Ψ
`

`

Ψ

,

(86)

where Ψ is the many-body wavefunction, and,
V̂`PP Ψ X PP
2` + 1
=
V` (ri )
Ψ
4π
i
Z
Ψ(r1 , . . . , ri−1 , r0i , ri+1 , . . . , rN )
P` [cos(θi0 )]
dΩr0i , (87)
Ψ(r1 , . . . , ri−1 , ri , ri+1 , . . . , rN )
where P` denotes the Legendre polynomial of order `, positions ri are measured with respect to a single atom placed at the origin, and the integration
runs over all solid angles on a sphere centred around the origin. The evaluation
is typically evaluated numerically using a grid on the surface of a sphere.

2.10.5

Modern pseudopotentials

The norm-conservation framework described above has been extended by
Blöchl [171, 172] and Vanderbilt [173], who defined ultrasoft pseudopoten-
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tials. These, complemented with the projector augmented wave method [174,
175], are widely used in density functional theory calculations.
Pseudopotentials appropriate for correlated electron calculations have recently been developed for use with many-body methods like quantum Monte
Carlo [176].
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THE HOMOGENEOUS ELECTRON GAS

The homogeneous electron gas (HEG), or jellium, is a model system commonly
used to study electron correlation in solids [177, 178].
In most electronic systems, the electron mass is much less than the nuclear
mass. This allows for a separation of energy scales effected by the BornOppenheimer approximation: the ionic potential is treated as a fixed external
potential against which the electrons move [179]. This neglects coupling between electron and ionic motion.
In many crystals, this ionic potential combined with the tightly bound core
electrons results in a weakly varying potential. The jellium approximation
abstracts this potential by assuming it is uniform over all space, providing
exactly enough charge to maintain electrical neutrality. This abstraction allows the theorist to focus on the effects that arise due to electron correlation
without worrying about the atomic lattice.
The jellium model reproduces many of the features of real metals, such
as spin and charge density waves [180, 181], ferromagnetism [182], Wigner
crystallisation [183] and Friedel oscillations [184, 185]. We will focus on the
three-dimensional electron gas in this discussion, though we note in passing
that research in both the two-dimensional and one-dimensional HEG has uncovered a multitude of collective phenomena that have captivated theorists’
interest over the last few decades (quantum Hall physics [186, 187], stripe
phases [188] and Luttinger liquid physics [189] to name but three).

3.1

formalism

We assume N electrons confined to a cubic box of volume V . The compensating background charge density is ρback = N/V . In the thermodynamic
limit, both N and V tend to infinity such that ρback remains constant. The
Hamiltonian is [6, 178]:
Ĥ = Ĥel + Ĥback + Ĥel−back ,
N
X
X
p2
1
+
,
2m i<j |ri − rj |
i
Z
Z
ρ2
1
= back
dR
dR0
,
2
|R
−
R0 |
V
V
N Z
X
1
= − ρback
dR
.
|ri − R|
i

Ĥel =
Ĥback
Ĥel−back

(88)

Much to the computational scientist’s chagrin, each of these components
diverges. Their sum is, however, finite. The divergences are effectively dealt
with by performing calculations in Fourier space. We assume periodic bound-
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ary conditions at the edge of the box, and therefore use a plane wave basis:
1
φk (r) = √ exp(ik · r)
V

k=

2π
(nx , ny , nz ) ,
L

(89)

√
with nx , ny , nz all integers bigger than or equal to zero and L = 3 V is the
length of a side of the box. The system is not sensitive to the choice of
boundary conditions in the thermodynamic limit. In this plane wave basis,
the Hamiltonian becomes,
Ĥ =

X

k,σ∈{↑,↓}

|k|2 σ† σ
1
ck ck +
2m
2V

X

4π σ† σ0 † σ0 σ
c
c 0 c 0c ,
|q|2 k+q k −q k k

(90)

k,k0
q6=0
σ,σ 0 ∈{↑,↓}

where we denote by cσ†
k the operator that creates a particle in orbital k with
spin σ. The homogeneous part of the electron-electron interaction, corresponding to a momentum transfer q = 0, is exactly cancelled by the homogeneous
positive background.

3.2

density as a fundamental parameter

At zero temperature, the energy of the homogeneous electron gas is governed entirely by the electron density, which is normally characterised by
the Wigner-Seitz radius rs corresponding to the average distance between
electrons.
The kinetic energy contribution can be trivially calculated from independent electron theory, yielding a contribution KE ∝ kF2 ∝ 1/rs2 , where kF is
the Fermi wavevector. A mean-field estimate of the inter-particle interaction
yields a contribution from the Fock exchange proportional to 1/rs . Thus, we
see that kinetic energy dominates for dense gases, while the potential energy
becomes more important at lower densities.
Random phase approximation calculations lead to the following expansion
for small rs [190]:
E(rs ) =

1.11 0.458
−
+ 0.0311 ln(rs ) − 0.048 + O(rs ln rs ) ,
rs2
rs

(91)

where the energy is expressed in Hartrees.

3.3

ferromagnetic transition

In the previous section, we described the dependence of the energy on the
density. At low densities, the dominance of the potential energy can drive a
phase transition, resulting in itinerant ferromagnetism.
This ferromagnetic transition can be understood in terms of the competition
between kinetic and potential energy. A spin polarized system will have higher
kinetic energy, since higher k-states must be occupied in the majority spin
channel. However, the potential energy is reduced as electrons of the same
spin are naturally kept apart by Pauli exclusion.
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A mean-field calculation of the energy for a polarised gas determines the
following expression for the energy as a function of rs and the polarisation
p [178],
EHF (rs , p) =

(1 + p)5/3 + (1 − p)5/3 A
(1 + p)4/3 + (1 − p)4/3 B
−
,
4
rs2
4
rs

(92)

where A = (3/5)(9π/4)2/3 and B = (3/2π)(9π/4)1/3 , suggesting a first-order
phase transition at rs = 5.45 Bohr radii. A diffusion Monte Carlo calculation
finds a second order phase transition at rs = 50 ± 2 [57].
3.4

wigner crystallisation

In the low-density limit, the dominant contribution to the energy comes from
the inter-particle interaction. The ground state wavefunction will be the one
that minimizes overlap between electrons. The system therefore crystallizes
into a periodic array, with the electrons highly localised on lattice sites [183,
191]. In three dimensions, the ground state is a body-centred cubic arrangement of the electrons. The transition from a ferromagnetic fluid to a Wigner
crystal is thought to occur at rs = 106 ± 1 [108].
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U LT R A C O L D AT O M I C G A S E S

The experimental observation of a Bose-Einstein condensate in 1995 propelled
ultracold atomic gases into the limelight [192–194]. The lure of experimental
insight into collective phenomena has drawn many physicists to cold atoms,
resulting in a plethora of experimental and theoretical work.
By allowing experimentalists to control the inter-particle potential, the Feshbach resonance gives cold atoms systems their extraordinary flexibility. In
the sections that follow, we will concentrate on fermionic gases.
We give a brief description of the experimental realization of ultracold
atomic gases before turning to a detailed study of the Feshbach resonance.

4.1

experimental realization

All elements apart from helium freeze at low temperatures. We can, however,
prepare a dilute metastable gas using laser cooling [195, 196] and evaporative
cooling [197]. The decay rate from a gaseous state to a solid is slow enough
that experiments on the gas are possible [198]. Fermionic alkali metals (6 Li or
40
K) are typically used, due to the ease with which they can be laser cooled.
The gas is created to contain atoms in two different hyperfine states, leading
to a two-component Fermi gas.
The atoms must be confined in a trap to stop them escaping. The atoms
are neutral, precluding the use of electric charge as a trapping mechanism.
However, atoms have been trapped successfully using optical dipole traps [199].
The atoms are illuminated by a laser, setting up a time-dependent electric field
which induces a dipole. This creates a potential proportional to the intensity
of the driving field, Udip (r) ∝ −I(r). The external potential experienced by
the atomic gas Udip (r) can therefore be controlled by altering the profile of
laser beam.
Optical traps have recently been used to create very narrow trapping potentials, affording a high degree of control over the number of atoms in the
trap and suppressing loss processes [200].

4.2

feshbach resonance

Besides providing an extremely controlled environment, the major attraction
of ultracold atomic gases is the ability to enhance inter-particle interactions
by means of the Feshbach resonance [201–203].
We describe the mechanism behind the Feshbach resonance in the following
sections. The description given here largely follows that proposed by Ketterle
and Zwierlein in their review of ultracold Fermi gases [204].
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4.2.1

Background

Before proceeding further, we briefly review quantum mechanical scattering
between two particles evolving in a vacuum. We assume the particles interact
with an idealized square well interaction of depth V0 and radius R,
(
V0 |r1 − r2 | ≤ R
V (r1 , r2 ) =
.
(93)
0
|r1 − r2 | > R
The problem amounts to the scattering of a single particle with reduced
mass in a fixed central external potential V (0, r1 − r2 ). We consider a particle incident on the potential well with wavevector1 k. This particle will
be described by a plane wave ψ = eik·r which gets scattered by the square
well potential. We assume that the particle scatters elastically, so that the
magnitude of the wavevector |k| is conserved. At distances k · r  1, the
scattered wavefunction will then be described by an outgoing spherical wave
fk (θ)eikr /r, where θ is the angle to the incident wavevector k, r = |r| and
k = |k|. To further simplify the problem, we decompose f (θ) into spherical
harmonics,
X
fk (θ) =
(2` + 1) ck` P` (cos θ) ,
(94)
`=0

where P` is the Legendre polynomial of degree `. We can analyse the scattering
power of the potential on each angular momentum channel `. To give a more
intuitive spin to the weight of each channel c` in the scattered wave, we can
re-write it in terms of the phase shift δ` ,
ck` =

1 ` iδ` (k)
i e
.
2k

(95)

The phase shifts δ` (k) can be calculated by solving the Schrödinger equation explicitly and calculating the phase difference with the non-interacting
wavefunction for r  R [153].
For sufficiently small kR, we find that δ` (k) is small for all ` > 0 because
the effective potential is dominated by the centrifugal term `(` + 1)/r2 . Low
energy particles are therefore only scattered in the ` = 0 channel. We simplify
the analysis by only considering scattering in this channel.
When considering scattering of incoming waves with small incident wavevector k, we can use a Taylor expansion for the phase shift,
k cot δ0 = −

1
+ O(k 2 ) ,
a0

(96)

where a0 is called the s-wave scattering length. This leads to the powerful
result that, for sufficiently low incident wavevector k, the potential can be
defined by a single number a0 , the scattering length in the ` = 0 channel. The
short-range detail of the potential has no effect on the long range behaviour
of the scattered waves. We note that a negative scattering length results in a
R
ik·r

1 More complicated scenarios, such as an incident wave packet ψ = A(k)e
dk, can be
decomposed into individual components with a well-defined k, thanks to the linear nature
of the Hamiltonian. Thus, the imposition of a specific k for the incident wavevector does
not result in any loss of generality.
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Figure 9. The evolution of the wavefunction with increasing well depth γ = R V0 .
(left) The well is not deep enough to bind an incident atom. The interparticle potential is weakly attractive, with a negative scattering length.
(centre) The well is just deep enough to bind an incident atom. The
scattering length diverges, tending to +∞ as γ tends to π/2 from below
or −∞ as γ tends to π/2 from above.
(right) γ > π/2, such that the bound state ψb is deep within the well.
Atoms with energy E > 0 experience an effective repulsion which arises
from the need to maintain orthogonality to the bound state. Thus, the
scattering wavefunction ψs is pushed out of the well.

positive phase shift, corresponding to an attractive interaction. Conversely, a
positive scattering length denotes a repulsive potential.
For the square well potential, the scattering length is


p
tan γ
a0 = R 1 −
γ = R V0 .
(97)
γ
For γ < π/2, a0 is negative. The scattering length diverges at γ = π/2,
just as the potential is deep enough to acquire its first bound state. Beyond
that, incident particles with energy E > 0 must maintain orthogonality to the
bound state, resulting in an effective repulsive interaction which persists up
to γ = π. We demonstrate this behaviour in Fig. 9.
In the context of ultracold atomic gases, we are chiefly interested in the
region around γ = π/2, corresponding to the zero-energy resonance. We
can expand expression (97) about γ = π/2 to obtain an expression for the
scattering length as a function of the detuning, V − VR where VR is the well
depth at which resonance occurs:
2
.
(98)
R(V − VR )
We shall see in the next section that, in a cold atom gas, the detuning can
be controlled by varying an external magnetic field, offering a unique degree
of control over the scattering power of the inter-particle potential.
a0 =

4.2.2

Feshbach resonances in ultracold atomic gases

In the previous section, we used a model spherical well potential to describe
the variation of the scattering length with the detuning of a potential away
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Figure 10. Origin of Feshbach resonances.
(left) We consider a collision between two up-spin atoms. The interatomic potential, as a function of particle separation, for those two
atoms is shown in orange. The two atoms are in a triplet state, but the
hyperfine interaction allows for the possibility of a spin flip to a singlet
state. For that to happen, there needs to be a singlet state available at
the same energy as the triplet state that the atoms currently occupy.
(right) By manipulating an external magnetic field B, we can tune
the energy of the triplet state with respect to that of the singlet by
exploiting the difference in magnetic moment ∆µ. When the magnetic
field is B0 , the energy of the incident atoms is in resonance with that
of a singlet state and the atoms may scatter into that state, with the
hyperfine interaction effecting the spin flip.
Reproduced from [204].

from resonance. We now turn to a gas of fermionic alkali atoms to see how
the resonance condition might arise. In the discussion that follows, we use
~ = m = 1, where m is the mass of a single atom.
A simple model that showcases the emergence of a Feshbach resonance is
shown in Fig. 10. The essential ingredients are,
• An inter-particle potential that is attractive for some values of the interparticle separation. In neutral alkali atoms, this is provided by the van
der Waals forces that arise naturally due to the correlations between the
electron clouds of atoms in close proximity.
• An open channel in which the particles are free (the triplet channel in
Fig. 10), and a closed channel in which the particles are bound (the
singlet channel in Fig. 10). There must be a difference in magnetic
moment ∆µ between the two channels, such that the difference in energy
between the two channels can be tuned by an external magnetic field.
• Some form of coupling that allows atoms to scatter from the open channel to the closed channel. This is normally provided by the hyperfine
interaction [205].
If the magnetic field is tuned such that the energy of the bound and open
channels are nearly identical, particles in the open channel will, upon coales-
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Figure 11. Band structure for a model Feshbach resonance with a single bound
state |mi in the closed channel and a quasi-continuous set of scattering states |ki in the open channel. The dashed lines show the states
in the absence of hyperfine coupling between the two channels. Introducing coupling between the two channels leads to the formation of a
P
linear combination |φi = cm |mi + k ck |ki. Taken from Ketterle and
Zwierlein [204].

cence, couple to the closed channel, form a bound state for a short while and
scatter back out into the open channel. The phase shift acquired during the
collision process depends on the degree to which the open and closed channel
are coupled, which is controlled by the energy difference between the two channel. Coupling between the open and closed channels can therefore be used
to greatly enhance the scattering behaviour of the van der Waals interaction
between the particles.
Models of the Feshbach resonance coupling a bound state |mi in the closed
channel and continuum states |ki in the open channel are fairly straightforward to solve [204, 206, 207]. We present a band structure in Fig. 11. For
scattering states, one can demonstrate that the coupling to the closed channel
is equivalent to the presence of an effective potential scattering length [204],
a=

p

2E0

1
,
δ0 − δ

4p
E0 ER ,
π
 2
1 g02
E0 =
.
8 2π
δ0 =

(99)

where ER = 1/R2 , R is the characteristic size of the potential, and g0 is
the coupling strength between the open and closed channel g0 = hm|Vhf |ki
effected by the hyperfine interaction Vhf , and δ − δ0 is the detuning, the
energy difference between the closed and open channel. The detuning depends
linearly on the applied magnetic field, which is under experimental control.
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Figure 12. Variation of the scattering length a as a function of applied magnetic
field B. The detuning δ − δ0 presented in eq. (99), depends linearly
on B. The green dots are experimental data, and the black line is a
theoretical curve.
Figure taken from [207] who used data from [208].

Provided the ultracold atom gas is dilute, so that kF R  1, we can therefore
ignore the details of the two channels and just use an effective potential with
the correct scattering length.
This reproduces the correct phase shifts up to O(k 2 ), where k is the relative
wavevector of two interacting particles, as demonstrated in eq. (96).
A
more careful analysis reveals that the coefficients of the high order terms are
very small, and the behaviour is well recovered by a contact potential, as
demonstrated in Fig. 12[208].

4.3

the contact interaction

In the previous section, we described how the Feshbach resonance could be
approximated by the contact potential. We find it instructive to elaborate
further on the form of this contact interaction.

4.3.1

Functional form of the contact interaction

There are several equivalent descriptions of the contact interaction. We merely
state the forms here, without seeking to prove their equivalence.
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4.3.1.1

Limit of a top-hat potential

The contact interaction can be interpreted as the zero-radius limit of a square
well,
(
V0 r < R
,
(100)
Vcont. (r) =
lim
V0 Rd =const.
0
r≥R
where d denotes the dimensionality of the system.
4.3.1.2

Scattering properties

The contact interaction can be defined by the scattering phase shift it imparts
upon collision. For a contact interaction, the phase shift is,
(
− a1 ` = 0
cont
,
(101)
k cot(δ` (k)) =
0
` 6= 0
where k is the incident wavevector and a is the s-wave scattering length associated with the contact potential.
4.3.1.3

Regularized delta function

The contact potential can also be written explicitly in real space, using a
regularized delta function [209, 210],
2
δ(x)ψ(x) ,
ma 
 r  ∂ψ 
2π
2D
V̂cont.
ψ(r) =
δ(r) 1 − r ln
,
m
ae ∂r
4πa
∂
3D
V̂cont.
ψ(r) =
δ(r)
[rψ(r)] ,
m
∂r

1D
V̂cont.
ψ(x) = −

(102)
(103)
(104)

where m denotes the mass of a single particle interacting with an external
contact potential centred at the origin, and r = |r|.

4.3.2

Branches of the contact interaction

The Feshbach resonance is typically divided into three regimes, defined according to the scattering length and the nature of the state.
For a < 0, the inter-atomic potential is weakly attractive. This region is
typically referred to as the attractive branch. As the inter-atomic attraction
is increased, the scattering length will eventually diverge: a → −∞ at the
confinement induced resonance (CIR). Beyond the CIR, the contact potential
supports a bound state (sometimes called the closed channel). The scattering
length beyond the CIR is positive, such that atoms colliding elastically with
E > 0 will experience an overall repulsive inter-atomic potential, thus identifying the third region, the repulsive branch (also sometimes called the open
channel).
These branches persist even when the atoms are embedded in an external
potential, as demonstrated in Fig. 23 and Fig. 29.
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4.3.3

Bound state

We now consider two atoms of mass m in a vacuum, interacting with a contact potential. The contact interaction supports exactly one bound state for
positive scattering lengths. The energy of this bound state is EB = −~2 /2a2 .
Thus, for positive scattering lengths, a cold atom gas will, in general, form
dimers.
The bound state relative wavefunction is,
ψ(r) = A

exp(−κr)
,
κr

(105)

p
where κ = m|EB |, A is a normalization constant and r = |r1 − r2 | is the
distance between the two atoms.

4.3.4

Scattering states

If two atoms collide with relative incident wavevector k, the relative wavefunction will be,
ei[kr+δ(k)]
,
(106)
kr
with δ(k) = arctan(−ka) is the s-wave scattering phase shift.
Both the bound state and the scattering wavefunction are divergent at coalescence. This pathology can be attributed to the unphysical description of
the short-range behaviour of the potential by contact interaction. The divergence precludes the use of contact interactions in many numerical techniques.
For instance, in quantum chemistry methods, the correct behaviour of the
wavefunction near particle-particle coalescence cannot be recovered with a finite basis set. We discuss a pseudopotential that eliminates this divergent
behaviour in chapter 11.
ψk (r) =

4.4

conclusion

In this section, we gave a brief overview of ultracold atomic gases, describing
the experimental flexibility afforded by the ability to tune interactions by
means of the Feshbach resonance and to confine atoms in a dipole trap.
We gave a short introduction to Feshbach resonances, stating that, for dilute
gases, they could be adequately described by contact interactions.
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Part II
PA I R I N G WAV E F U N C T I O N S F O R Q U A N T U M
MONTE CARLO

5

ANTISYMMETRIZED GEMINAL POWER
WAV E F U N C T I O N S

We introduced the antisymmetrized geminal power wavefunction in section
2.9.3 as a replacement for the Slater determinant in QMC trial functions.
In this chapter, we investigate the suitability of this ansatz for modelling
extended systems.
I start by giving a short derivation of the antisymmetrized geminal power 1
(AGP) ansatz. A brief discussion of the historical background that culminated
in the development of the AGP wavefunction follows. We then discuss the
quality of the AGP wavefunction by itself, without prefixing it with a Jastrow
factor. We conclude by discussing results, concentrating particularly on the
size extensivity of the AGP wavefunction.

5.1

antisymmetrized geminal power ansatz

We motivate the AGP ansatz by considering a system of two up-spin and two
down-spin electrons.
The AGP wavefunction can be viewed as a modified Hartree-Fock wavefunction. The Hartree-Fock wavefunction for our model four electron system
can be written as the product of an up-spin and a down-spin determinant,
Ψ=

φ1 (1)
φ1 (2)

φ2 (1)
φ2 (2)

φ1 (3)
φ1 (4)

φ2 (3)
,
φ2 (4)

(107)

where φ1 (2) denotes the value of orbital φ1 at position r2 . We can multiply
the determinants out to get:
Ψ=

Φ(1, 3)
Φ(2, 3)

Φ(1, 4)
,
Φ(2, 4)

(108)

where
Φ(a, b) = φ1 (a)φ1 (b) + φ2 (a)φ2 (b) .

(109)

A good trial wavefunction for systems dominated by opposite-spin correlation should represent this correlation explicitly. The function Φ(a, b) in equation (109) seems a likely candidate for the explicit representation of pair-wise
correlations. In the AGP wavefunction, this Φ(a, b) is replaced by a pairing
function with full variational freedom in a given two-electron basis set:
X
Φ(a, b) =
gij φi (a)φj (b) .
(110)
i,j

These pairing functions, or geminals are combined into a determinant as in
(108).
1 The term geminal, cognate of the Latin gemini, twins, has been attributed to Shull.
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The formalism is more elegant in second quantized form. We have a pair
P
↑† ↓†
creation operator Φ† =
i,j gij ci cj , with the sum running over all basis
functions. The pair creation operators are then combined, for the four particle
2
system described above, to give the AGP wavefunction |ΨAGP i = Φ† |vaci.
The argument above generalises straightforwardly to a 2N electron problem,
with N spin-up electrons and N spin-down electrons.
N

|Ψi =Φ† |vaci ,
Φ† =

N
orbs
X

↓†
gij c↑†
i cj ,

(111)

i,j

where Φ†

N

is the N -th power of the pair creation operator,
Φ†

N

= |Φ† Φ†{z. . . Φ}† .

(112)

N

In the position representation, the AGP wavefunction can be expressed as
a determinant of pairing functions. For a system with N up-spin electrons at
positions {r↑ } and N down-spin electrons at positions {r↓ }, the AGP wavefunction in determinant form is:

ΨAGP ({r↑ }, {r↓ }) =

Φ(r↑1 , r↓1 )
Φ(r↑2 , r↓1 )
..
.
Φ(r↑N , r↓1 )

Φ(r↑1 , r↓2 )
Φ(r↑2 , r↓2 )
..
.
Φ(r↑N , r↓2 )

···
···
···

Φ(r↑1 , r↓N )
Φ(r↑2 , r↓N )
..
.
Φ(r↑N , r↓N )

.

(113)

This allows for the rapid evaluation of the evaluation of the AGP wavefunction for a particular spatial configuration of electrons.

5.2
5.2.1

historical background
Antisymmetrized products of geminals

The first important use of a geminal wavefunction can be traced back to
work by Hurley, Lennard-Jones and Pople, who suggested such a wavefunction
could lead to the accurate representation of correlation effects in chemical
bonds [211]. The wavefunction suggested by Hurley differs somewhat from the
one we discussed above. He suggests writing the wavefunction as a product
of different pairing functions:
|ΨHLP i = Φ†1 Φ†2 . . . Φ†n |vaci ,
with each pairing function Φ†i expanded over pairs of basis functions,
X
i ↑† ↓†
Φ†i =
gab
ca cb .

(114)

(115)

a,b

Such a wavefunction, called antisymmetric product of geminals 2 , generated considerable interest in the quantum chemistry community due to its
2 This wavefunction is occasionally abbreviated APG. To avoid confusion with the AGP
wavefunction which we consider in this chapter, we will identify the antisymmetric product
of geminals by the acronym HLP, after the authors of the original paper.

80

5.2 historical background

perceived ability to incorporate the concept of the chemical bond explicitly in the wavefunction. Consider, for example, a linear molecule of type
B − A − C, where A, B and C are two different atomic species. In a
quantum chemical interpretation, we assume that σ bonds exist between A
and B and between A and C. If the two bonds are independent (B and
C might be so electronegative that they draw all the electrons to themselves, such that the electron density of a particular bond overlaps minimally with that of the other bond), the wavefunction can be written as
Ψ = ΦAB (r↑1 , r↓1 )ΦAC (r↑2 , r↓2 ), where ΦAB (r↑1 , r↓1 ) = hr↑1 r↓1 |Φ†AB |vaci is the exact wavefunction for bond A − B and ΦAC is the exact wavefunction for
bond A − C. The geminal wavefunction suggested by Hurley et al. goes a
step further by antisymmetrizing same spin electrons across different pairs:
Ψ = Â[ΦAB (r↑1 , r↓1 )ΦAC (r↑2 , r↓2 )] = hr↑1 r↓1 r↑2 r↓2 |Φ†AB Φ†AC |vaci.
A mean-field theory for Hurley’s ansatz was developed by Parks el al. [212].
Each pair is treated as evolving in a mean field provided by all other pairs,
much like, in Hartree-Fock theory, each electron evolves in a mean-field provided by the other electrons. This ansatz was successfully applied to molecular systems [213–217]. It is known to be size-consistent under some circumstances [218].

5.2.2

BCS wavefunction

A rather different interpretation of geminal pairings is given in Bardeen,
Cooper and Schrieffer’s and Bogoliubov’s seminal papers describing the mechanism underpinning type I superconductivity [219, 220]. The premise is similar,
namely, that most of the correlation energy can be retrieved by treating pairwise interactions exactly, and everything else in a mean-field manner. The
Bardeen-Cooper-Schrieffer (BCS) ansatz is
|ΨBCS i =

o
Yn
↓†
uk + vk c↑†
c
k −k |vaci ,

(116)

k

where c↑†
k creates an up-spin particle in plane wave state |ki, such that hr|ki =
3/2
1/(2π) exp(ik · r). The coefficients uk and vk are determined variationally.
The BCS state does not have fixed particle number: it is not an eigenP ↑† ↑
↓† ↓
state of the particle number operator
k (ck ck + ck ck ). Projecting the
BCS wavefunction onto a Hilbert space with fixed particle number recovers the antisymmetrized geminal power wavefunction with pairing function
P
↓†
Φ† = k gk c↑†
k c−k , where gk = vk /uk , as demonstrated in appendix A.2 and
in [221].
Very soon after its initial exposition, BCS theory was successfully applied
to nuclear physics to describe the attractive correlations between nuclei [222,
223].
A first attempt at applying BCS theory to quantum chemistry was made by
Bratož and Durand [224–226] and Coleman [227–229]. Following earlier work
by Nakamura [230], they developed a formalism for the calculation of expectation values of operators involving AGP wavefunctions, akin to the SlaterCondon rules for Slater determinants. They also investigated the relationship
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between the AGP wavefunction and a determinant expansion. We summarize and extend their results in appendix B. Coleman [229] generalized this
procedure to systems with spin-polarisation, creating the Generalized-AGP
(GAGP) wavefunction. The AGP and GAGP wavefunctions and concomitant
formalism have been successfully applied to small molecules [231–233].
Bratož and Durand suggested an iterative procedure for finding the ground
state parameters in an AGP wavefunction. We have found that re-casting the
minimization as a non-linear eigenvalue problem does not prove substantially
more efficient than using a good optimization method like conjugate gradient
to minimize EAGP = hΨAGP |Ĥ|ΨAGP i, as proposed by Weiner and Ortiz [234].

5.2.3

Geminal wavefunction in quantum Monte Carlo

In section 2.9.3.6, we described how the anti-symmetrised geminal power wavefunction could be combined with a Jastrow factor to use as a trial wavefunction
for variational and diffusion Monte Carlo.
The first use of an AGP-Jastrow wavefunction in QMC dates back to work
by Bouchaud and Lhuillier [235, 236]. They noted that the AGP could be
expressed as a determinant, as presented in eq. (113), and applied the wavefunction to attractive interactions in superfluid Helium-3 and the Hubbard
model.
Casula and Sorella were the first to apply the AGP-Jastrow wavefunction to
an electronic structure problem [137], using it as a QMC trial function to calculate the ground state energy of atoms in the first two rows of the periodic table.
The authors expanded the pairing function into pairs of Slater-type orbitals.
While the Geminal-Jastrow wavefunction certainly gets accurate results, these
are not significantly better than the simple Slater-Jastrow wavefunction, apart
from the lighter atoms. In, particular, in DMC, the AGP-Jastrow wavefunction does not offer a significant improvement over the Slater-Jastrow wavefunction. The authors additionally claim that the AGP wavefunction is exact
for an ensemble of non-interacting two particle systems. This claim is incorrect, as the authors themselves note in a subsequent paper [237], in which they
correctly identify that the AGP wavefunction includes strong charge fluctuations between the isolated systems that are not present in the true ground
state wavefunction. We discuss the failure of the AGP to model ensembles of
isolated two particle systems in more detail in section 5.6.1.
Casula, Sorella and Attacalite go on to apply the AGP-Jastrow wavefunction to small molecules, retrieving between 87% and 100% of the correlation
energy [138]. The AGP wavefunction seems to model multi-reference ground
states particularly efficiently. They also obtain accurate values of bond lengths
and bond angles. Unfortunately, the authors fail to provide equivalent SlaterJastrow results, precluding a comparison of the two trial functions.
Casula, Sorella et al. went on to study van der Waals forces [139, 238] and
dimers [140, 239]. Bajdich, Wagner and Mitas extended the AGP concept
using Pfaffians [141, 142], which we discuss in chapter 7.
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Neuscamman has recently proposed an alternative Monte Carlo approach
based on the AGP-Jastrow wavefunction [240, 241]. He suggests sampling
the wavefunction in Hilbert space, rather than real space as is normally done
in VMC and DMC. The energy of the AGP-Jastrow wavefunction is calculated by performing a Metropolis-Hastings random walk through the space
of Slater determinants. For each determinant sampled, the energy and relative weight in the AGP-Jastrow wavefunction is calculated. These are then
summed together to calculate the expectation value of the energy. Sampling
the wavefunction in configuration space, rather than real space, facilitates
writing the Jastrow factor in terms of the occupation of orbitals. This allows
the suppression of the erroneous charge fluctuations that plague the AGP
wavefunction: high-energy configurations can be penalised in the Jastrow factor. Neuscamman obtains extremely accurate results for small molecules and
dimers. The size consistency of this method remains to be investigated. We
do not pursue this Hilbert space sampling further in this work.

5.3

comparison with ci wavefunction

Before diving into the analysis of AGP wavefunctions, we first project the
wavefunction into the Slater determinant basis spanning the Hilbert space of
fermion wavefunctions. This transformation proves fruitful, since the expected
weights of different Slater determinants in the ground state has been studied
extensively, for instance in Ref. [8].
We consider, for simplicity, a non spin-polarised system with 2N electrons.
P
↑† ↓†
The AGP wavefunction is ΨAGP = (Φ† )N |vaci, where Φ† =
ij gij ci cj .
↑† ↑†
↑† ↓† ↓†
↓†
Let Dα = c ↑ c ↑ . . . c ↑ c ↓ c ↓ . . . c ↓ |vaci be a Slater determinant, where α
α1 α2

αN α1 α2

αN

denotes a string of N up-orbitals and N down-orbitals that enter into determinant Dα .
We show in appendix A.3 that the weight of determinant Dα in ΨAGP is,
gα↑ α↓

gα↑ α↓

···

gα↑ α↓

gα↑ α↓
2 1
..
.
gα↑ α↓

gα↑ α↓
2 2
..
.
gα↑ ,α↓

···

gα↑ α↓
2 N
..
.
gα↑ ,α↓

1

hDα |ΨAGP i =

N

1

1

1

N

2

1

···

2

N

N

.

(117)

N

That is, the weight of Dα in the AGP wavefunction is the determinant of
the sub-matrix of the AGP coefficient matrix g, made up by selecting the rows
of g that correspond to orbitals in α↑ and the columns of g that correspond
to orbitals in α↓ .
This is best illustrated by an example. We consider a four-particle system,
with two up-spin electrons and the two down-spin electrons. The weight of
configuration Dij;mn that places the two up-spin electrons in orbitals i and j
and two down-spin electrons in orbitals m and n is:
hDij;mn |ΨAGP i =

gim
gjm

gin
gjn

.

(118)

The AGP wavefunction will therefore reproduce all determinants in the
Hilbert space. Their coefficients are not independent, however, unlike a con-
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figuration expansion. We can therefore always construct a determinant expansion from an arbitrary geminal wavefunction. The converse is not true in
general: a determinant expansion can only be converted to a geminal expansion if the weights of the determinants can be written as in eq. (117). We
note the similarity with the coupled cluster wavefunction: the coupled cluster wavefunction also reproduces all determinants in the Hilbert space, but
couples configurations to each other.
The AGP will be a good wavefunction for representing the ground state if
the coupling imposed on the coefficients is “physical”, that is, if we find that
the coefficients of the true ground state can be well-approximated by the form
shown in eq. (117).
We will demonstrate in section 5.6 that the coupling imposed by the AGP
is very far from the coupling that occurs physically in the ground state wavefunction, thus explaining why the AGP is not size extensive. By contrast, the
coupling inherent in the coupled-cluster wavefunction is physical, at least in
many cases.

5.4

exact calculations with the agp wavefunction

As described in the previous section, Casula, Sorella et al. have had some
success in investigating some systems with the AGP wavefunction, calculating
the ground state properties of atoms and dimers. The benefits of the AGP
wavefunction seem to tail off for larger systems.
In this chapter, we investigate whether the AGP wavefunction can be applied to extended systems by benchmarking its performance in the homogeneous electron gas (HEG). Besides the obvious simplifications afforded by the
absence of a lattice, the HEG is a natural choice as it has been extensively
studied.
We will first investigate how well an AGP wavefunction performs by itself
(with no Jastrow factor). Isolating the AGP wavefunction allows for exact
(non-stochastic) calculations of ground state energies. We then test the AGPJastrow wavefunction in VMC and DMC and interpret the results, rooting
the argument in well accepted and intuitive quantum chemistry principles.
We can exploit the scheme elaborated by Bratož and Durand [225] and
refined by Weiner and Ortiz [234] to solve systems with an AGP ansatz. We
calculate the expectation value of the Hamiltonian hΨAGP |Ĥ|ΨAGP i exactly
for a particular set of AGP coefficients, and optimize these coefficients using
the conjugate gradient method, taking advantage of the variational principle.
The formalism is detailed in appendix B.7.
We have performed calculations on systems with the same number of up
and down-spin electrons N↑ = N↓ = N , with N ∈ {7, 19, 27}, on a cubic
lattice of side L with inter-electron spacing rs = 2. We use a plane wave basis
set,
1
(119)
φk (r) = √ exp(ik · r) ,
L3
where k =
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2π
L (nx , ny , nz )

is a reciprocal lattice vector.
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Figure 13. The ground state energy of an AGP wavefunction for the three dimensional homogeneous electron gas with mean particle separation rs = 2.
(left) Correlation energy retrieved by an AGP wavefunction as a fraction of the Slater-Jastrow-Backflow DMC energy, plotted for increasing basis set size Nk . The dashed lines denote extrapolations to the
complete basis set limit. The three lines correspond to systems with
N↑ = N↓ ∈ {7, 19, 27}, respectively.
(right) Decrease in fractional correlation energy retrieved for increasing
system size. The points correspond to the complete basis set limit extrapolation shown in the left-hand graph. We fit a power law through
the points and note that the correlation energy retrieved, per particle,
decreases as ∼ 1/N↑ .

The pairing function is,
Φ(r↑ , r↓ ) =

X

gkk0 φk (r↑ )φk0 (r↓ ) .

(120)

k,k0

We show in appendix B.7 that, to maintain translational invariance, gkk0 =
gk δk,−k0 . The pairing function therefore simplifies to:
Φ(r↑ , r↓ ) =

X

gk exp[ik · (r↑ − r↓ )] .

(121)

k

As demonstrated in Fig. 13, results show that the quality of the AGP wavefunction decreases rapidly with increasing system size. We find that the correlation energy per particle retrieved decreases as approximately 1/N . This is
perhaps unsurprising given that, in the complete basis set limit, the number
of variational coefficients in a geminal wavefunction is independent of system
size (with one independent coefficient per star)3 .
3 The number of variational coefficients in the Jastrow factor is also independent of the size of
the system and a Slater-Jastrow wavefunction is, nevertheless, size consistent. The Jastrow
factor can, however, be written as a product over all pairs of particles to represent the shortrange behaviour of the wavefunction when that pair coalesces. This short-range behaviour
is, to a first approximation, unaffected by the total number of particles in the system. By
contrast, the AGP term is responsible for maintaining anti-symmetry as well as representing
the behaviour of the wavefunction when particles coalesce. This precludes writing it as a
simple product of pairwise terms and therefore prevents the separation of length scales that
makes the Jastrow factor size consistent.
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Figure 14. Fraction of correlation energy retrieved beyond Slater-Jastrow by an
AGP-Jastrow wavefunction, compared to a Slater-Jastrow-Backflow
wavefunction.
(a) VMC results: the AGP-Jastrow wavefunction retrieves about 1%
more correlation energy than a Slater-Jastrow wavefunction for a 14
electron system, and about 0.1% for a 54 electron system, highlighting the size inconsistency of the AGP ansatz. By comparison, the
Slater-Jastrow-Backflow wavefunction consistently retrieves an additional ∼ 5% correlation energy. Fractional correlation energies are measured with respect to a Slater-Jastrow VMC calculation.
(b) DMC results: the AGP-Jastrow wavefunction performs even less
well in DMC. For the 54 electron system, correlation energies obtained
by an AGP-Jastrow calculation are comparable to those obtained with
a Slater-Jastrow wavefunction, within tolerances set by stochastic error.
Fractional correlation energies are measured with respect to a SlaterJastrow DMC calculation.

5.5

agp in quantum monte carlo

In the previous section, we showed that a single AGP performed no better
than the Hartree-Fock wavefunction for large systems, recovering 2% of the
correlation energy in a homogeneous electron gas with 54 electrons.
Casula et al. claim the AGP provides a substantial improvement to the
nodal surface, leading to lower DMC energies [137]. We investigate how an
AGP-Jastrow wavefunction performs in a homogeneous electron gas, looking in particular at size-consistency. We describe the implementation of an
AGP wavefunction in quantum Monte Carlo in appendix C. As demonstrated
in Fig. 14, the AGP-Jastrow wavefunction yields no improvement over the
Slater-Jastrow wavefunction in a diffusion Monte Carlo on a 54 electron system. Investigating the values of the AGP coefficients shows that the wavefunction becomes increasingly like the Hartree-Fock determinant, with the weight
of excited configurations tending to zero as the system size increases. We will
discuss this further in the following section.
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5.6

interpretation

In the previous sections, we demonstrated that the AGP wavefunction was
not size extensive in the homogeneous electron gas. For large systems, the
AGP-Jastrow wavefunction performs no better than the Slater-Jastrow wavefunction in a quantum Monte Carlo calculation. We now seek to interpret why
the AGP wavefunction fails so spectacularly to retrieve dynamic correlation.
In previous sections, we demonstrated that all the determinants in the
Hilbert space were represented in the geminal wavefunction, but they were
coupled to each other. This coupling differs markedly from the coupling between configurations in the exact ground state wavefunction, and is the reason
for the AGP’s lack of size extensivity. We will demonstrate this using two examples.

5.6.1

Chain of hydrogen molecules

The hydrogen dimer is the canonical system used to demonstrate that restricted Hartree-Fock theory cannot model bond breaking, as demonstrated
in section 2.6. We can proceed analogously to demonstrate that the AGP
wavefunction fails to model a pair of hydrogen molecules.
We first consider a single hydrogen molecule in the minimal basis. A
Hartree-Fock calculation will output a bonding orbital |bi and an anti-bonding
orbital |ai. These orbitals are shown schematically in Fig. 15. Let c↑†
b denote
the operator creating an up-spin electron in the bonding orbital. Similarly,
c↑†
a is the creation operator for an up-spin electron in the anti-bonding or↓†
bital, and c↓†
b and ca denote the operators creating a down-spin electron
in the bonding and anti-bonding orbitals respectively. In this basis set, the
↓†
↑† ↓†
full configuration interaction wavefunction is |ΨFCI i = c↑†
b cb + α ca ca |vaci,
where α is a variational parameter (we ignore normalisation for the sake of
convenience).
Clearly, for this simple case, the AGP wavefunction |ΨAGP i = Φ† |vaci is
exact since it has the variational freedom to reproduce the exact ground state:
↓†
↑† ↓†
we can write Φ† = c↑†
b cb + α ca ca .
We now consider adding a second hydrogen molecule, sufficiently far from
the first that interactions between the two can be neglected. Let |b1 i and
|a1 i denote the bonding and anti-bonding orbitals in molecule 1, and |b2 i and
|a2 i denote the bonding and anti-bonding orbitals in molecule 2, as shown in
Fig. 15. The full configuration interaction ground state wavefunction for this
system can be written as an antisymmetrized product of the wavefunction for
↓†
↑† ↓†
each individual molecule: |ΨFCI i = Φ†1 Φ†2 |vaci, where Φ†i = c↑†
bi cbi + α cai cai
creates two electrons on molecule i.
We demonstrate that this wavefunction cannot be represented exactly using
an AGP wavefunction. The AGP pair operator is
↓†
↑† ↓†
↑† ↓†
↑† ↓†
Φ† = c↑†
b1 cb1 + cb2 cb2 + g (ca1 ca1 + ca2 ca2 ) .

(122)
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Figure 15. Bonding and anti-bonding orbitals in a minimal basis system of two H2
molecules.

↑†
We have deliberately left out terms c↑†
bi caj , for clarity. We show in appendix
A.4 that they have zero weight in the ground state, based on symmetry considerations. We have also used symmetry to group terms together.
Using this pair operator, we can derive the AGP wavefunction for the system
consisting of two independent hydrogen molecules:
2

Ψ†AGP = Φ† ,
=

↓† ↑† ↓†
c↑†
b1 cb1 cb2 cb2
↓† ↑† ↓†
↑† ↓† ↑† ↓†
+ g (c↑†
b1 cb1 ca2 ca2 + ca1 ca1 cb2 cb2 )
↓† ↑† ↓†
↑† ↓† ↑† ↓†
+ g (c↑†
b1 cb1 ca1 ca1 + ca2 ca2 cb2 cb2 )
↓† ↑† ↓†
+ g 2 c↑†
a1 ca1 ca2 ca2

.

(123)

This expression would factorise into a product of separate operators corre↓† ↑† ↓†
sponding to each molecule, were it not for the term g c↑†
b1 cb1 ca1 ca1 that represents all four electrons being on one molecule and none on the other. This
configuration is absent in the true ground state, but it bears the same weight
↓† ↑† ↑†
in ΨAGP as the configuration c↑†
b1 cb1 ca2 ca2 , corresponding to one molecule being in its ground state while the other is in an excited state. These two double
excitations are represented graphically in Fig. 16. By giving these two physically very different configurations equal weight, the AGP wavefunction fails
to describe the system accurately.
The problem is very much exacerbated by additional molecules. We consider
a set of n independent hydrogen molecules. The pair operator is still the same
as above. All double excitations (that is, all excitations corresponding to the
↓† ↑ ↓
operator c↑†
aj caj cbi cbi ) will have the same weight g. However, in n−1 of those
cases, i 6= j, such that the excitation corresponds to a system with four
electrons on one molecule and zero on another. In the limit n → ∞, these
excitations will force the doubles coefficient g to tend to zero. Thus, in the
limit n → ∞, the AGP wavefunction tends to the Hartree-Fock state.
We note that the reader may attribute this deficiency to a poor choice of
orbitals. However, the AGP is invariant under a change of basis, as demonstrated in appendix A.5.

88

5.6 interpretation

Figure 16. Two double excitations in the minimal basis system of two hydrogen
molecules.
These double excitations have equal weight in the AGP wavefunction,
which is evidently incorrect for a ground state wavefunction since the
2−
right-hand system corresponds to an ionized H2+
configuration.
2 − H2

A corollary of this derivation is that Hurley’s ansatz,
|ΨHLP i = Φ†1 Φ†2 . . . Φ†n |vaci ,

(124)

as described in section 5.2.1, is exact for this system. Unfortunately, the cost
of evaluating this wavefunction in the position representation scales factorially
with particle number, making its use in quantum Monte Carlo prohibitively
costly [142].

5.6.2

Homogeneous electron gas

In the previous section, we demonstrated that the AGP wavefunction fails
to model a system of non-interacting hydrogen molecules. In this section,
we discuss the failure of the AGP wavefunction to model the homogeneous
electron gas. As with the hydrogen chain, the poor performance of the AGP
wavefunction can be attributed to the erroneous coupling it imposes between
configurations.
We have shown in section 5.4 and appendix B.7 that the pairing function for a translationally invariant homogeneous electron gas is Φ(r↑ , r↓ ) =
P
↑
↓
k gk exp[ik(r − r )]. Additionally, the minimisation procedure reveals that
the set of coefficients gk identifying wavevectors k belonging to the same star4
are identical.
The geminal wavefunction is pathological in two separate manners. We will
focus on the double excitations when describing the pathologies, describing
how the geminal wavefunction imposes an incorrect coupling between different
configurations.
We have shown that the AGP geminal coefficients must have the form
gkk0 = gk δk,−k0 . This poses severe limitations on the double excitations that
4 A star is an equivalence class of lattice vectors identical up to a transformation by any
symmetry operator of the reciprocal lattice. For instance, the wavevectors
{k} = {(0, 0, k), (0, k, 0), (k, 0, 0), (0, 0, −k), (0, −k, 0), (−k, 0, 0)} ,
where k = 2nπ/L, make up a star for a simple cubic lattice with unit cell side L (for integer
n). In the cubic lattice, two wavevectors are in the same star if they are identical up to a
permutation of the indices and a sign change of one or more individual components.
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Figure 17. Two different doubly excited configurations.
Since both configurations have zero total momentum, both will have
finite weight in the ground state of the homogeneous electron gas. However, the configuration shown on the right has zero weight in the AGP
wavefunction, since it contains singly-occupied pairs of (k, −k) points.

can be represented: only excitations of the type k, −k → k0 , −k0 will have
non-zero weight (where k is any occupied wavevector and k0 is any virtual
wavevector). By contrast, in the true ground state wavefunction, all double
excitations that do not change the momentum have finite weight. Thus, all
excitations of type k, −k+q → k0 , −k0 +q are present in the true ground state,
for any q. For instance, the excitation (0, 0, 1), (0, 1, 0) → (1, 0, 1), (−1, 1, 0)
has non-zero weight in the true ground state of homogeneous electron gas, but
must have zero weight in the AGP wavefunction.
Since the Hartree-Fock ground state for a homogeneous electron gas with
no spin polarisation only contains doubly occupied orbitals, and since only
excitations that take a pair of electrons from a pair of states (k, −k) and put
them in a pair of virtual states (k0 ,−k0 ) have finite weight in the AGP wavefunction, the configurations with non-zero weight in the AGP wavefunction
are limited: only those configurations
{k1 , k2 , . . . kN ; −k1 , −k2 , . . . −kN }
where, for each up-spin wavevector k, its negative is present as a down-spin
wavevector −k are allowed. This is shown graphically in Fig. 17.
This precludes the accurate representation of large swathes of the Hilbert
space. For larger systems, the fraction of excited configurations that do not
follow this schema grows much faster than those that do, implying that an
increasingly large fraction of the Hilbert space is not represented in the AGP
wavefunction.
We now highlight a second type of pathology inherent in the representation of the HEG by an AGP wavefunction. In the previous paragraph, we
demonstrated that the only double excitations that could be represented in
the geminal wavefunction were of the type k, −k → k0 , −k0 . However, even
these are incorrectly represented. Since the geminal coefficients have the
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Wavefunction
AGP
DCI-reduced
DCI

DMC
Ecorr /Ecorr
10.8%
19.7%
83.4%

Table 3. Correlation energy retrieved by restoring freedom missing in an AGP
wavefunction, for a homogeneous electron gas with N ↑ = N ↓ = 7. “DCIreduced” refers to a double CI wavefunction where only double excitations
k, −k → k0 , −k0 present in an AGP wavefunction are represented.

form gkk0 = gk δk,−k0 , the weight of a particular configuration {k1 , k2 , . . . kN ;
−k1 , −k2 , . . . −kN } is just the product gk1 gk2 . . .gkN . We can simplify this by
taking the weight of the Hartree-Fock configuration to be 1. This leads to a
particularly simple representation of the coefficient of a particular double excitation k, −k → k0 , −k0 : gk0 /gk . Since all pairs of k, −k vectors in a star are
equivalent, all double excitations which appear in the geminal wavefunction
will have identical weight. By contrast, those same doubly-excited configurations have different weight in the true ground state wavefunction, depending
on the angle between k and k0 .
Thus, the AGP wavefunction only represents a fraction of the double excitations, and, for that fraction, imposes a coupling between configurations that
is incorrect for a ground state wavefunction.
Having discussed these pathologies from a theoretical point of view, one
is naturally drawn to the question of their importance. To answer this, we
compare the AGP results with a double configuration interaction calculation5
for the N↑ = N↓ = 7 homogeneous electron gas with rs = 2. To isolate the
two pathologies, it is instructive, in the first instance, to limit the double
CI calculation to those excitations that appear in the geminal wavefunction:
k, −k → k0 , −k0 . The results are summarized in Table 3. A double CI calculation with these configurations retrieves twice as much correlation energy
as the AGP wavefunction, implying that, even for those excitations present
in the geminal calculation, the weights are significantly wrong. Restoring all
the double excitations missing in the AGP leads to an additional four-fold
improvement in correlation energy retrieved, suggesting the AGP misses most
of the Hilbert space.
Adding a Jastrow factor will help reduce the occupation of the wrong determinants in the AGP ground state. However, as the results shown in Fig. 14
demonstrate, the AGP-Jastrow wavefunction does not perform better than
the Slater-Jastrow wavefunction for large system sizes. This implies that,
while the AGP can retrieve some fraction of dynamic correlation if one uses a
Jastrow factor to alleviate its pathological behaviour, this dynamic correlation
can be retrieved nearly as effectively by a Jastrow factor (in a Slater-Jastrow
wavefunction) for sufficiently large systems. The additional freedom provided
by the AGP is therefore redundant.
5 In principle, it would make more sense to compare to a full CI calculation. A DCI calculation
recovers 83% of the correlation energy retrieved by DMC, however, and is therefore good
enough for useful comparisons with the geminal wavefunction.
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5.7

implications for the bcs wavefunction

So far, we have concentrated on modelling electronic systems with the AGP
wavefunction. These systems fall far outside the original remit of the BCS
wavefunction, which was developed to represent pairing in type I superconductors. These systems are characterised by a net effective attraction between
quantum particles, mediated by phonons. The BCS wavefunction is known
to model these systems correctly, at least qualitatively [219, 220].
We postulate that many of the pathologies discussed in this chapter apply
only to repulsive interactions. For instance, if one were to consider the ensemble of isolated hydrogen molecules discussed in section 5.6.1, one would note
that the dominant double excitation present in an AGP wavefunction, corresponding to a net charge transfer from one molecule to another (such that one
molecule contains four electrons and another zero), will also have significant
weight in the true ground state wavefunction, if we assume the interaction
between electrons is attractive.

5.8

conclusion

In this chapter, we demonstrated that a single AGP wavefunction, in the form
presented by Sorella et al. and Bajdich et al. is not size extensive. We explained this behaviour by demonstrating that the AGP wavefunction imposes
incorrect constraints on the weights of different configurations. We therefore
conclude that the AGP-Jastrow wavefunction is not useful for modelling large
electronic systems.
The AGP wavefunction may still be useful to retrieve static correlation. It
may, for instance, be possible to replace a ground state made of a few determinants by a single AGP wavefunction. It may also be useful for modelling
systems with attractive interactions.
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M U LT I - A G P WAV E F U N C T I O N S

In the previous chapter, we demonstrated that a wavefunction composed of
a single antisymmetrized geminal power could not retrieve any significant
amount of correlation energy in large systems. We ascribed this failure to
the erroneous coupling that the AGP wavefunction imposed on configuration
space.
In this chapter, we propose a multi-AGP (MAGP) wavefunction that is a
sum of ngems AGP’s,
ngems

|ΨMAGP i =

X

|Ψαβ i ,

αβ

|Ψ

αβ

†

i =(Φαβ )N |vaci ,

(125)

where N = N ↑ = N ↓ is half the number of electrons in a system that is not
†
spin polarised. We will propose a form for the pairing function Φαβ that
alleviates some of the coupling between configurations that plagued the single
geminal wavefunction.
We will see that the proposed MAGP wavefunction is strongly inspired by
the doubles configuration interaction wavefunction. We start by describing an
investigation of the homogeneous electron gas using doubles CI, confirming
that, while this wavefunction is not size extensive, it nevertheless manages to
retrieve a significant fraction of the correlation energy, even for large systems.

6.1

doubles ci study of the heg

We calculate the energy of the 3-dimensional homogeneous electron gas at
mean inter-particle separation rs = 2 for systems with no spin polarisation
and N ↑ = N ↓ ∈ {7, 19, 27, 33, 57}, using a determinant expansion composed
of the Hartree-Fock determinant and all doubly-excited determinants.
To reduce the computational cost, we group configurations into configuration state functions that are eigenstates of the symmetry operators of the
simple cubic lattice and have total spin hŜi = 0. The Hamiltonian matrix is
constructed using the Slater-Condon rules. We use a sparse matrix solver [242]
to handle the diagonalisation and extrapolate the results to the complete basis
set limit.
As Fig. 18 demonstrates, the CI calculation retrieves 83% of the correlation
for a fourteen electron system. This number drops to 46 % for a 114 electron
system. The DCI calculation is thus not size-extensive. Nevertheless, it fares
much better than the AGP wavefunction. The two systems obey the following
power laws:
corr
corr
EAGP
/EDMC
∝ N −1.1 ,
corr
corr
EDCI
/EDMC
∝ N −0.28 .

(126)
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Figure 18. Correlation energy retrieved by a double CI calculation of the HEG
for rs = 2. The system is not spin polarised, and the abscissa unit is
N ↑ +N ↓ . Though the DCI wavefunction is not size-extensive, its quality
decays relatively slowly with increasing number of electrons. Even for
114 electrons, the DCI wavefunction retrieves 46% of the correlation
energy.

6.2

magp wavefunction

The doubles CI wavefunction retrieves a significant fraction of energy, even for
large systems. The number of determinants, however, grows as O(N 2 n2virt. ),
where N = N ↑ = N ↓ is half the number of electrons and nvirt. is the number of virtual orbitals. In this section, we propose a MAGP wavefunction
that contains N 2 geminals and achieves results very similar to a double CI
wavefunction.
We consider a modified DCI wavefunction where we retain only excitations
that promote an up-spin and a down-spin particle from the Hartree-Fock state,
↓† ↑ ↓
c↑†
i cj cm cn |HFi. This wavefunction can be written as,

|ΨDCI i = |HFi +

X


X


mn∈O

↑† ↓†  ↑ ↓
aij
cm cn |HFi ,
mn ci cj

(127)

ij∈V

where aij
mn is a variational coefficient, O denotes the set of indices {1, 2 . . . N }
corresponding to orbitals occupied in the Hartree-Fock determinant and V
denotes the set of indices {N + 1, N + 2 . . . N + nvirt. } corresponding to virtual
orbitals.
By expanding |HFi, we can re-write c↑m c↓n |HFi as,
c↑m c↓n |HFi =

Y Y
p∈O q∈O
p6=m q6=n
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↓†
c↑†
p cq |vaci .

(128)
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We can re-write this product over operators as a sum,
Y Y
X
↓†
pq ↑† ↓† N −1
c↑†
gmn
cp cq )
|vaci ,
p cq |vaci = (
p∈O q∈O
p6=m q6=n

(129)

pq∈O
p6=m
q6=n

pq
where the coefficients gmn
are as yet undetermined. This is just a geminal for
an N − 1 system with pairing function:
X
pq
↓†
Φ†mn =
gmn
c↑†
(130)
p cq .
pq∈O
p6=m
q6=n

Using relation (117), we note that the projection of this geminal (Φ†mn )N −1 |vaci
onto the set of Slater determinants yields just the configuration
Y Y
↓†
c↑†
p cq |vaci .
p∈O q∈O
p6=m q6=n

This can easily be seen by noting that the sets O\{m} and O\{n} containing
all the orbitals occupied in the Hartree-Fock state apart from orbitals indexed
m and n, respectively, contain exactly N − 1 elements. There is therefore a
single way of forming an N − 1 combination of the indices. To reproduce the
pq
correct coefficient, the only constraint on the (N − 1) × (N − 1) matrix gmn
is that it is unitary.
We can use this geminal for a 2(N − 1) electron system to build doublyexcited configurations in the 2N electron system. We first consider adding a
single pair of excited orbitals to the pairing function presented in (130),
X
ij ↑† ↓†
pq
↓†
Φ†mn = gmn
ci cj +
gmn
c↑†
(131)
p cq ,
pq∈O
p6=m
q6=n

where i and j are indices corresponding to any pair of virtual orbitals. Taking
the N -th power of this pairing function Φ†mn will result in a wavefunction
↓† ↑ ↓
that is composed of the doubly excited configuration c↑†
i cj cm cn |HFi. The
coefficient matrix corresponding to this pairing function is,
N −1


g

mn



=



ij
gmn
0
..
.
0

z
0

}|
...
pq
gmn

{ 
0










N −1

,

(132)




ij
such that this doubly excited configuration has weight gmn
(since the subpq
matrix corresponding to gmn is unitary).
We now consider the addition of a second excitation to equation (131),
X
↓†
ij
i0 j 0 ↑† ↓†
pq
↓†
Φ†mn = gmn
c↑†
gmn
c↑†
(133)
p cq .
i cj + gmn ci0 cj 0 +
pq∈O
p6=m
q6=n

The wavefunction obtained by taking the N -th power of this wavefunc↓† ↑ ↓
tion will contain the two doubly-excited configurations c↑†
i cj cm cn |HFi and
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0 0

↓† ↑ ↓
ij
ij
c↑†
i0 cj 0 cm cn |HFi with weight gmn and gmn . It will also contain many quadruply↑† ↑† ↓† ↓† ↑ ↓ P
excited configurations, ci ci0 cj cj 0 cm cn pq∈O c↑p c↓q . If we assume, for simpq
plicity, that all sub-matrices gmn
corresponding to occupied orbitals are also
ij
i0 j 0
unitary, the quadruples all have identical weight gmn
gmn
. The wavefunction
is therefore linear in the weights of the doubly-excited determinants and expresses the weights of the quadruply-excited determinants as products of the
weights of doubles, not unlike the coupled cluster doubles wavefunction. We
will discuss the similarities and differences with the coupled cluster doubles
wavefunction in section 6.3.
If we add all pairs of creation operators corresponding to virtual orbitals to
the pairing function (133), we obtain,

Φ†mn =

X
ij∈V

↓†
ij
gmn
c↑†
i cj +

X

pq
↓†
gmn
c↑†
p cq ,

(134)

pq∈O
p6=m
q6=n

The coefficient matrix corresponding to this pairing function has the form,
nvirt. N − 1
z}|{ z}|{ !
ij
} nvirt.
g
0
mn
gmn =
.
(135)
pq
0
gmn
}N −1
This wavefunction can express all excitations that annihilate an up-electron
in orbital m and a down-electron in orbital n. The weight of double excitation
↓† ↑ ↓
pq
ij
c↑†
i cj cm cn |HFi is gmn , provided the sub-matrix gmn corresponding to p, q ∈
O is unitary. Thus, the energy is quasi-linear in the weights of the double
excitations, provided the weights of the doubles are small. The lack of true
linearity is caused by the coupling to the quadruple excitations, which have
i0 j 0
ij
, and similarly with higher excitations. We investigate this
gmn
weight gmn
coupling further in the next section.
The MAGP wavefunction contains O(N 2 ) geminals for a 2N electron system. The most expensive operation during a typical Monte Carlo run is updating the inverse of the matrix of pairing functions, with computational cost
scaling as O(N 2 ) per geminal. The total cost of a one-electron update for this
MAGP wavefunction is therefore O(N 4 ). By contrast, a DCI wavefunction
contains O(N 2 n2 ) determinants, where n is the number of virtual orbitals.
The cost of the inverse update for a DCI wavefunction therefore scales as
O(N 4 n2 ). We therefore expect that the MAGP wavefunction proposed here
is approximately O(n2 ) faster than the DCI wavefunction, for comparable accuracy. Using compression algorithms to reduce the number of determinants
in the DCI wavefunction would alleviate this [136].
The geminal wavefunction does not attempt to recover excitations that
involve the promotion of two same-spin particles. The Pfaffian wavefunction
is a natural extension that includes these excitations. In chapter 7, we propose
a multi-Pfaffian wavefunction that extends the MAGP ansatz proposed here.

6.3

comparison to coupled cluster

In the previous section, we proposed a multi-AGP wavefunction inspired by
the doubles CI wavefunction. Unlike the doubles CI wavefunction, the MAGP
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wavefunction has non-zero weight for the quadruple, sextuple and higher excitations. We can gain further insight into the behaviour of the wavefunction by
considering the weight of these excited configurations, and comparing them
to the coupled cluster doubles wavefunction.
We consider a system of two independent hydrogen molecules. We use the
same notation as in section 5.6.1, denoting by ai and bi the bonding and
anti-bonding orbital on molecule i ∈ 1, 2. The MAGP wavefunction is,
2

2

2

2

|ΨMAGP i = |HFi + (Φ†11 + Φ†22 + Φ†12 + Φ†21 ) |vaci ,
↑† ↓†
↓†
Φ†11 = gc↑†
a1 ca1 + cb2 cb2 ,
↑† ↓†
↓†
Φ†22 = gc↑†
a2 ca2 + cb1 cb1 ,

Φ†12 = 0 ,
Φ†21 = 0 ,

(136)

where we have used symmetry to reduce the total number of coefficients to
just one, g, corresponding to the weight of the excited configuration of a single
hydrogen molecule. This wavefunction reproduces double excitations exactly,
but assigns a weight of zero to the quadruple excitation. Coupled Cluster
doubles, on the other hand, correctly predicts the weight of this quadruple to
be g 2 , as demonstrated in section 2.8.
We may consider relaxing the independent molecule criterion, allowing for
excitations of a pair of electrons from the bonding orbital of one molecule to
2−
the anti-bonding orbital of the other, creating a H2+
2 , H2 system. The two
pairing functions are now,
↑† ↓†
↓†
↑† ↓†
Φ†11 = gc↑†
a1 ca1 + hca2 ca2 + cb2 cb2 ,
↑† ↓†
↓†
↑† ↓†
Φ†22 = gc↑†
a2 ca2 + hca1 ca1 + cb1 cb1 .

(137)

The double excitations will still be retrieved exactly, with g corresponding
to the weight of the excitation of a pair of electrons to the anti-bonding orbital
of the same molecule while h corresponds to the excitation of a pair of electrons
to the anti-bonding orbital of the other molecule. The quadruple will have
coefficient 2gh, which is incorrect: in the limit of large separation, we expect
h to tend to zero, while the quadruple configuration has finite non-zero weight.
The coupled cluster doubles wavefunction predicts a weight of g 2 + h2 for the
quadruple excitation, which is correct in the limit of large particle separation.
In conclusion, the proposed MAGP wavefunction will predict incorrect
weights for quadruple excitations and higher. The predicted weight of the
quadruples is of O(g 2 ), where g is the typical weight of a double excitation.

6.4

symmetry

The proposed MAGP wavefunction contains n2 N 2 variational coefficients,
where n is the number of virtual orbitals: there is one coefficient for each
double excitation that promotes two opposite spin electrons simultaneously.
Fortunately, provided the weights of the doubles are sufficiently small, the
wavefunction is nearly linear in the variational coefficients, facilitating op-
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timization considerably. Nevertheless, taking advantage of symmetry constraints greatly diminishes the computational cost of quantum Monte Carlo
optimization.
The symmetry properties of a system can be characterised by the set of
all operators {Ôi } that leave the properties unchanged when applied simultaneously to all particles. Each operator Ô commutes with the Hamiltonian.
i0 j 0
ij
Two coefficients gmn
and gm
0 n0 are equivalent if there exists any symmetry
operator Ô of the system such that
↓† ↑ ↓
↑† ↓† ↑
↓
Ôc↑†
i cj cm cn = ci0 cj 0 cm0 cn0 .

(138)

It is often possible to use symmetry to further constrain the system by
noting that, in the ground state wavefunction, some coefficients must be zero.
For instance, in a homogeneous electron gas, for a translationally invariant
wavefunction, all coefficients that correspond to an excitation that leaves the
system with non-zero momentum must be zero in the ground state.

6.5

results

In the previous sections, we proposed a new MAGP wavefunction which aims
to reproduce results similar to a DCI wavefunction, but allows for a more
compact representation.
We now test this wavefunction in diffusion Monte Carlo in the homogeneous
electron gas with N ↑ = N ↓ = 7, for values of rs ∈ {0.1, 0.5, 2, 5, 10}. We
compare the Geminal-Jastrow and the Geminal-Jastrow-Backflow wavefunction to existing Slater-Jastrow and Slater-Jastrow-Backflow wavefunctions, as
well as FCIQMC results [31]. The results are tabulated in appendix D, and
demonstrated graphically in Fig. 19 and Fig. 20. The MAGP wavefunction
outperforms the Slater-Jastrow-Backflow wavefunction consistently, retrieving
approximately twice as much of the remaining, post Slater-Jastrow correlation
energy. We find, as demonstrated in Fig. 20, that the MAGP-Backflow wavefunction predicts energies within error bars of FCIQMC results for rs = 0.5
and rs = 5.
6.6

conclusion and outlook

We have presented a wavefunction consisting of a sum of AGP wavefunctions
that is inspired by a doubles CI determinant expansion. The AGP format
allows for a highly compact representation of the determinant expansion, at
the cost of a weak dependence on higher excitations.
We have presented highly promising results for the fourteen particle homogeneous electron gas, obtaining results substantially better than existing QMC
trial wavefunctions. It is likely that the quality of the results will decrease
for larger systems, since the MAGP wavefunction is still not size-extensive.
Testing the wavefunction in such systems is therefore imperative.
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Figure 19. Convergence of MAGP QMC calculations with basis set size Nk in the
homogeneous electron gas at rs = 2 for N ↑ = N ↓ = 7. We find that
backflow transformations considerably accelerates convergence. The
acronyms used here denote the following wavefunctions:
SJ-VMC: Slater-Jastrow wavefunction in VMC,
SJB-VMC: Slater-Jastrow-Backflow wavefunction in VMC,
MAGP-J-VMC: MAGP-Jastrow wavefunction in VMC,
MAGP-J-BF-VMC: MAGP-Jastrow-Backflow wavefunction in VMC,
SJ-DMC: Slater-Jastrow wavefunction in DMC,
SJB-DMC: Slater-Jastrow-Backflow wavefunction in DMC,
MAGP-J-DMC: MAGP-Jastrow wavefunction in DMC,
MAGP-J-BF-DMC: MAGP-Jastrow-Backflow wavefunction in DMC,
FCIQMC: Full configuration interaction QMC results [31].
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Figure 20. Fraction of correlation energy retrieved beyond that retrieved by a
Slater-Jastrow wavefunction, for a three-dimensional homogeneous electron gas system in diffusion Monte Carlo for N ↑ = N ↓ = 7. The results
are normalised with respect to a Slater-Jastrow DMC calculation. The
MAGP and MAGP-backflow wavefunctions retrieve between 2% and
6% more correlation energy than the Slater-Jastrow, and consistently
outperform the Slater-Jastrow-Backflow wavefunction. The geminal results are obtained by extrapolating the results in appendix D to the
complete basis set limit. The acronyms used here denote the following
wavefunctions:
SJB-DMC: Slater-Jastrow-Backflow wavefunction in DMC,
MAGP-J-DMC: MAGP-Jastrow wavefunction in DMC,
MAGP-J-BF-DMC: MAGP-Jastrow-Backflow wavefunction in DMC,
FCIQMC: Full configuration interaction QMC results [31].
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P FA F F I A N WAV E F U N C T I O N S

In the previous chapters, we introduced the antisymmetrized geminal power
wavefunction,
N
|ΨAGP i = Φ† |vaci ,
(139)
where the pairing operator Φ† is a sum over all pairs of up-spin and down-spin
particles. The pair operator aims to represent correlation between particles
with anti-parallel spins. The Pfaffian wavefunction is an extension of the
AGP formalism that includes both same-spin and opposite-spin correlations.
Besides the obvious improvement in correlation energy obtained by adding
variational coefficients to model same-spin correlation, Pfaffian wavefunctions
allow for a fairer comparison of spin-polarised systems.

7.1

pairing in single component systems

Before introducing Pfaffian wavefunctions, we build our intuition by proposing
a pairing wavefunction for a single-component system. Following the prescription used to construct the AGP wavefunction, we start from a pair creation
operator with the variational freedom to describe a two particle system exactly,
Φ† =

X

gij c†i c†j .

(140)

ij

We can then construct a 2N -particle wavefunction by taking the N -th power
of the pair creation operator,
N

|Ψi = Φ† |vaci .

(141)

We can express |Ψi in the position representation by antisymmetrizing over
all particle positions,
Ψ({r}) = h{r}|Ψi = Â[Φ(r1 , r2 ) . . . Φ(r2N −1 , r2N )] ,

(142)

where {r} = r1 . . . r2N denotes the position of all 2N particles and the antisymmetrizing operator acts over all particles. Ψ({r}) can be succinctly expressed
as the square root of a determinant of a matrix whose element (i, j) is the
pairing function Φ(ri , rj ),

Ψ({r}) =

0
Φ(r2 , r1 )
..
.
Φ(rN , r1 )

Φ(r1 , r2 ) · · ·
0
···
..
.
Φ(rN , r2 ) · · ·

Φ(r1 , rN )
Φ(r2 , rN )
..
.
0

1/2

.

(143)

Since Φ(r1 , r2 ) = −Φ(r2 , r1 ), the matrix of pairing functions is skew-symmetric.
The determinant of a real skew-symmetric matrix is always non-negative, such
that Ψ({r}) is real if the pairing functions are real.
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7.2

bouchaud-lhuillier’s ansatz

Bouchaud and Lhuillier proposed an ansatz that extends the single-component
wavefunction described above to two-component systems. They sought to describe helium 3, which is known for the triplet pairing nature of the superfluid
state [243]. The helium atoms are strongly correlated within each spin channel, but the correlation between up-spin and down-spin atoms are (assumed)
weak. Bouchaud and Lhuillier took advantage of this by proposing a QMC
trial wavefunction that is a product of two single-component pairing wavefunctions of the type proposed in the preceding section, one for each spin channel,
†

†

ΨBL = (Φ↑ )N↑ (Φ↓ )N↓ |vaci ,

(144)

σ†

where Φ creates two atoms of spin σ [244]. We will refer to this wavefunction
as the Bouchaud-Lhuillier ansatz in what follows1 . The introduction of a
Jastrow factor allows the retrieval of additional correlation, both between
and within each spin channel.
In the position representation, the Bouchaud-Lhuillier wavefunction ΨBL
can be written as the square root of the product of determinants of the form
presented in eq. (143), one for each spin channel,
ΨBL ({r↑ }; {r↓ }) = Ψ↑↑ ({r↑ }) Ψ↓↓ ({r↓ }) ,

(145)

where,

Ψσσ ({r}) =

7.3

0
σσ
Φ (r2 , r1 )
..
.
Φσσ (rNσ , r1 )

Φσσ (r1 , r2 ) · · ·
0
···
..
.
Φσσ (rNσ , r2 ) · · ·

Φσσ (r1 , rNσ )
Φσσ (r2 , rNσ )
..
.
0

1/2

. (146)
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While Bouchaud and Lhuillier’s ansatz clearly includes correlations between
same-spin Helium atoms, it does not describe opposite-spin correlations. By
contrast, the AGP wavefunction only includes correlation between particles
of opposite spins. It would be desirable to “merge” the two wavefunctions to
create a wavefunction that includes correlation both between and within each
spin channel. To achieve this, we start by re-writing Bouchaud and Lhuillier’s
wavefunction as the (N↑ + N↓ )-th power of a single pairing function,
|Ψi = |N↑ N↓ ihN↑ N↓ | (Φ†↑↑ + Φ†↓↓ )(N↑ +N↓ ) |vaci ,

(147)

where |N↑ N↓ ihN↑ N↓ | is a projector that selects out configurations with N↑
up-spin particles and N↓ down-spin particles. This projector must be used as
(Φ†↑↑ + Φ†↓↓ )N↑ +N↓ creates a state with well-defined total number of particles,
1 Unfortunately, there does not seem to be a well accepted name for this ansatz, with the
literature referring to it alternatively as AGP or BCS. We avoid these names to prevent
confusion with the AGP wavefunction described in the previous chapter, which is based on
pairing of opposite spins.
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but that does not have a well-defined number of electrons in each spin channel.
In other words, it is not an eigenstate of Ŝz , the projection of the spin operator.
Having written Bouchaud and Lhuillier’s wavefunction in this form, adding
opposite-spin correlations arises quite naturally:
|ΨPf i = |N↑ N↓ ihN↑ N↓ | Φ†

(N↑ +N↓ )

|vaci

Φ† = Φ†↑↑ + Φ†↓↓ + Φ†↑↓
X
0
σσ 0 σ† σ †
.
Φ†σσ0 =
gij
ci cj

(148)

ij

This wavefunction is called a Pfaffian wavefunction since it can be written as
a Pfaffian in the position representation, as described in the next section.
As an example, for a system composed of two up-spin electrons and two
down-spin electrons, the wavefunction is,
2

|ΨPf i = (Φ†↑↑ Φ†↓↓ + Φ†↑↓ )|vaci .
| {z } | {z }
BL

(149)

AGP

The Pfaffian wavefunction for this four electron system is just the sum of
the Bouchaud-Lhuillier ansatz and the AGP wavefunction (the normalisation
is absorbed into the pairing function). However, in the general case, the
Pfaffian wavefunction cannot be decomposed into a simple sum of these two
wavefunctions. We give further examples of Pfaffian wavefunctions for small
systems:
|ΨPf i = [Φ†↑↑

2

2

Φ†↓↓ + Φ†↑↑ Φ†↑↓ ]|vaci

N ↑ = 4, N ↓ = 2

3

|ΨPf i = [Φ†↑↑ Φ†↓↓ Φ†↑↓ + Φ†↑↓ ]|vaci
|ΨPf i = [Φ†↑↑
7.4

2

Φ†↓↓

2

N ↑ = 3, N ↓ = 3
2

4

+ Φ†↑↑ Φ†↓↓ Φ†↑↓ + Φ†↑↓ ]|vaci N ↑ = 4, N ↓ = 4 (150)
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The AGP wavefunction and Bouchaud-Lhuillier’s ansatz have been used for
QMC calculations because they can be rapidly evaluated for a particular spatial configuration of particles. We find that the Pfaffian wavefunction can be
written as a Pfaffian,
ΨPf =


0
 ↑↑ ↑ ↑
 Φ (r2 , r1 )


..

.

 Φ↑↑ (r↑ , r↑ )

Pf  ↓↑ N↓ ↑1
 Φ (r1 , r1 )

 Φ↓↑ (r↓ , r↑ )

2 1

..

.

Φ↓↑ (r↓N , r↑1 )

Φ↑↑ (r↑1 , r↑2 )
0
..
.
↑↑ ↑
Φ (rN , r↑2 )
Φ↓↑ (r↓1 , r↑2 )
Φ↓↑ (r↓2 , r↑2 )
..
.
↓↑ ↓
Φ (rN , r↑2 )

. . . Φ↑↑ (r↑1 , r↑N )
. . . Φ↑↑ (r↑2 , r↑N )
..
.
...
0
. . . Φ↓↑ (r↓1 , r↑N )
. . . Φ↓↑ (r↓2 , r↑N )
..
.
↓↑ ↓
. . . Φ (rN , r↑N )

Φ↑↓ (r↑1 , r↓1 )
Φ↑↓ (r↑2 , r↓1 )
..
.
↑↓ ↑
Φ (rN , r↓1 )
0
Φ↓↓ (r↓2 , r↓1 )
..
.
↓↓ ↓
Φ (rN , r↓1 )

Φ↑↓ (r↑1 , r↓2 )
Φ↑↓ (r↑2 , r↓2 )
..
.
↑↓ ↑
Φ (rN , r↓2 )
Φ↓↓ (r↓1 , r↓2 )
0
..
.
↓↓ ↓
Φ (rN , r↓2 )


. . . Φ↑↓ (r↑1 , r↓N )

. . . Φ↑↓ (r↑2 , r↓N ) 


..

.

↓ 
↑↓ ↑
. . . Φ (rN , rN ) 
,
. . . Φ↓↓ (r↓1 , r↓N ) 

. . . Φ↓↓ (r↓2 , r↓N ) 


..

.

...
0

(151)
where Φ↓↑ (r↓ , r↑ ) = −Φ↑↓ (r↑ , r↓ ). The Pfaffian is a matrix operation defined
only on skew-symmetric matrices. We outline the mathematical properties
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of the Pfaffian in appendix E, mentioning here only that the Pfaffian of a
matrix with 2N × 2N elements can be evaluated in O(N 3 ), and updated
in O(N ) if a single row and column have changed2 . Thus, asymptotically,
a wavefunction composed of a single Pfaffian is not more expensive than a
Slater determinant3 .

7.5

size extensivity

The Pfaffian wavefunction will suffer from the same problems as the AGP
wavefunction. While we have not explicitly verified this, we expect that, at
least for repulsive interactions, the Pfaffian wavefunction will provide little
improvement over an AGP wavefunction. The arguments outlined in section
5.6 describing the deficiencies of the AGP wavefunction will also apply to
Pfaffian wavefunctions.

7.6

multi-pfaffian wavefunction

The multi-AGP wavefunction introduced in chapter 6 represented double excitations originating from the annihilation of two particles of opposite spins.
We can construct an analogous multi-Pfaffian wavefunction that will represent all double excitations. Alternatively, we can construct a wavefunction
that is a sum of Bouchaud-Lhuillier wavefunctions and AGP wavefunctions.
The Bouchaud-Lhuillier terms would have the variational freedom to describe
double excitations originating from the annihilation of two spin orbitals of the
same spin, while the AGP terms would describe excitations that annihilate
one spin orbital in each spin channel.
For instance, for a system containing N ↑ = N ↓ = N electrons in each spin
channel, we have,

Ψ = |HFi +

N
X

|Ψαβ
AGP i +

αβ

N
X

|Ψαβ
BL i ,

(152)

α6=β

where,
†

↑↓ N
|Ψαβ
AGP i = (Φαβ ) |vaci
†

†

↑↑ N
↓↓ N
↓
↑
|Ψαβ
BL i = (Φαβ ) |HF i + (Φαβ ) |HF i

,

(153)

2 As with determinants, the Pfaffian update relies on knowing the inverse matrix, which can
be updated in O(N 2 ) using the Sherman-Morrison update formula [106, 245].
3 We note here that the cost of evaluating the wavefunction for a Pfaffian wavefunction scales
as O(n3 ), where n is the total number of orbitals in the basis set used to construct the
pairing function. By contrast, the cost of evaluating a Slater determinant wavefunction
scales as O(N 3 ) in the number of electrons N . We expect that n = O(N ).
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where |HFσ i is the σ-spin component of the Hartree-Fock determinant. The
pairing functions are defined as,
X pq
X ij ↑† ↓†
†
↓†
gαβ c↑†
+
c
Φ↑↓
=
g
c
p cq
j
i
αβ
αβ
pq∈O
p6=α
q6=β

ij∈V

†

Φ↑↑
αβ =

X

↑† ↑†
uij
αβ ci cj +

†

X
ij∈V

↑† ↑†
upq
αβ cp cq

pq∈O
p,q6=α
p,q6=β

ij∈V

Φ↓↓
αβ =

X

↓† ↓†
dij
αβ ci cj +

X

↓† ↓†
dpq
αβ cp cq

,

(154)

pq∈O
p,q6=α
p,q6=β

where O denotes the set of orbitals occupied in the Hartree-Fock state, V
denotes the set of virtual orbitals and g, u and d are variational coefficients.
This wavefunction contains the MAGP wavefunction described in the previous
†
↓↓ †
chapter as the special case Φ↑↑
αβ = Φαβ = 0.
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Part III
F E W F E R M I O N S T U D I E S O F U LT R A C O L D
AT O M I C G A S E S

We have demonstrated in section 4 that ultracold atomic gases form an
ideal experimental test-bed to study collective quantum phenomena. Indeed,
the ability to trap, control and address a small number of fermions [200, 246],
coupled with the ability to tune the inter-fermion interaction by means of
the Feshbach resonance [201–204], opens up the possibility of studying a wide
range of fundamental problems.
In the chapters that follow, we will describe experimental protocols based
on the set-up of the Jochim group in Heidelberg [200, 247–250] that allow
the realisation of several of the mechanisms underpinning the emergence of
collective phenomena in condensed matter physics.
The few fermion nature of the experimental set-up enables the development
of intuitive descriptions of the system’s behaviour. We use configuration interaction as our main analytical tool to probe the behaviour of the atoms,
complementing it with perturbation and mean field analytical calculations
and quantum Monte Carlo studies of larger systems.
In chapter 8, we give a detailed review of the analytical methods we used
to determine and interpret the behaviour of the particles. In chapter 9, we describe how the experimentalists can build a model of the Stoner Hamiltonian,
then go on to study the direct exchange mechanism behind the emergence of
some types of antiferromagnetism in chapter 10.
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C O M P U TAT I O N A L P R O C E D U R E

8.1

experimental system

As described in the introduction, we focus on experimental systems that can
be realised by the Jochim group in Heidelberg. They can create a very narrow
harmonic trapping potential, allowing them to trap a very small number of
fermions (typically up to 5). In particular, the experimentalists can, with a
high degree of precision, count the number of atoms in the trap. By tilting
the trap gradually, they can also measure when an atom tunnels out, allowing them to probe the total energy of the system, as described schematically
in Fig. 21. This, in turn, gives some information about the spin state: assuming the system is in its ground state, the total energy of the non-interacting
system depends on hŜ 2 i, since highly spin-polarized systems must occupy
more energy levels due to Pauli blocking. The experimental setup therefore
allows precise measurement of both the number of atoms in the trap, and
their spin state.
Besides the extremely fine degree of control over the number of atoms in the
trap, the Heidelberg group can tune inter-atomic interactions via the Feshbach
resonance, as described in section 4.2.
The trapping potential is quadratic, but the experimentalists can vary the
aspect ratio of the trap to study quasi one-dimensional or two-dimensional
physics. They can also introduce a central barrier in the trap, approximating
a two-site system. Finally, they can tilt the trap, imposing a gradient on
the trapping potential, allowing the simulation of, for instance, the action of
electric fields on charged particles.

8.2

hamiltonian

Having described the experimental set-up, we now turn to the computational
procedure used to model the trapped atoms.
The atoms obey the many-body Hamiltonian (we use natural units ~ =
m = 1, where m is the atomic mass),
Ĥ =

N  2
X
p̂
i

i

2


N
X
+ Vext (ri ) +
Vint (ri − rj ) ,

(155)

i∈↑,j∈↓

where p̂i and ri denote the momentum and position operators for atom i,
Vext is a single atom operator denoting the external potential and Vint is the
interaction operator, which couples atoms of opposite spins. For the systems
considered here, the number of atoms N will usually be in the range 2 to 5.
The atoms are confined in a three-dimensional harmonic trap. The experimental set-up allows the experimentalists to vary the aspect ratio of the trap,
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Figure 21. (A) Schematic description of the effect of tilting the harmonic trap to
control the number of atoms.
(B) Number of atoms in the trap, as a function of trap tilt. The quantized nature of the trap occupation is evident from the steps in the
graph, as is the double occupation of each energy level. This serves
to illustrate the exquisite control the experimental group has over the
experimental system.
Each data point corresponds to the average of 190 measurements, whose
variance is indicated on the right. The variations in variance provide
strong evidence for the probabilistic nature of the tunnelling process by
which atoms leave the trap: the variance is low when the trap is tilted
to remove the energy barrier to tunnelling for a particular energy level,
indicating that atoms tunnel out rapidly and consistently. However,
when the trap is tilted to present a small energy barrier to the most
excited atoms tunnelling out, the atoms will only have tunnelled out of
the trap on some of the 190 measurements, resulting in a high variance.
Reproduced from [200].
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Figure 22. External potential, as defined in eq. (156).
(left) Cross-section of the external potential, with a barrier and a slight
tilt.
(right) External potential along the trap axis.

making it spherical or ellipsoidal. Additionally, the experimental set-up allows
the introduction of a barrier in the middle of the trap, or the application of a
tilting potential, as demonstrated in Fig. 22. The external potential therefore
takes the form:
Vext (x, y, z) = Vtrap (x, y, z) + Vbarrier (z) + Vtilt (z) ,
2
ωk2 2
ω⊥
(x2 + y 2 ) +
z ,
2
2
Vbarrier (z) = VB exp(−ωB z 2 /2) ,

Vtrap (x, y, z) =

Vtilt (z) =  z/ak .

(156)

The harmonic trap defines two natural length scales for the system:
q
ak = 2/ωk ,
p
a⊥ = 2/ω⊥ .
(157)
As described in section 4.2, the inter-atomic interaction in cold atom gases is
usually well-approximated by the contact interaction, described by the s-wave
scattering length. The contact interaction is pathological, however, complicating its use in exact diagonalisation calculations. We approximate it using
a top hat or square well potential1 :
(
V0 |r1 − r2 | < R
V (r1 − r2 ) =
.
(158)
0
|r1 − r2 | ≥ R
The s-wave scattering length a can be recovered from V0 using
(
R(1 − tan γ/γ)
V0 < 0
a=
,
R(1 − tanh γ/γ) V0 ≥ 0
p
γ = R |V0 | .

(159)

1 We discuss a much better approximation to the contact interaction in chapter 11.
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Figure 23. The band structure for the relative motion of two atoms in a spherical
harmonic trap. The atoms interact via a contact potential with s-wave
scattering length a.
This graph can be split into four regions associated with the different
branches of the Feshbach resonance, as described in section 4.3.2: for
a < 0, the contact interaction is attractive. For a > 0, if the atoms are
in the lowest branch, they are in the bound state of the Feshbach resonance, forming increasingly tightly bound molecules as a tends to zero.
If they are in an excited state of the a > 0 branch, they will experience
repulsive interactions arising from the need to maintain orthogonality
to the bound state. Finally, the Super-Tonks branch denotes the excited state on the attractive side that is adiabatically connected to the
repulsive branch.
Besides the dependence on the relative motion, illustrated here, the
total energy of the system also depends on the motion of the centre of
mass of the atoms, with energy ECOM = ~ωk (n + 3/2) for integer n.

The use of a potential with finite width is justified provided the results are
converged to the small R limit. We explore this further in section F.1.2.
Additionally, in very elongated traps, we may re-parametrize the s-wave
scattering length as a one-dimensional coupling strength g,
g=

a
(a⊥ − Ca) ,
a⊥

(160)

with C = ζ(1/2) ' 1.46 [251].

8.3

analytical results

The case of two atoms in a harmonic trap (in the absence of a barrier or
tilt) has been solved analytically by Busch and co-workers [252]. The band
structure is described in Fig. 23.
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The analytical calculations rely on the separable nature of the quadratic
Hamiltonian. This precludes their use for systems of more than two atoms
(though Gharashi et al. have proposed an approximate extension for the three
atom case [253]), or to model a barrier or a tilted trap. We must therefore
turn to exact diagonalisation (full configuration interaction) calculations to
handle the general case.

8.4

computational overview

The majority of the work described in this chapter involves approximating the
eigenspectrum of the Hamiltonian operator outlined in eq. (155) using full or
truncated configuration interaction methods (which are also known as exact
diagonalisation methods in the strongly correlated physics community). We
start by giving a brief overview of the methodology, before describing each of
the steps in more detail.
We choose as our underlying basis the one-particle eigenstates of the harmonic trapping potential,
χnx ,ny ,nz (x, y, z) = χnx (x)χny (y)χnz (z) ,


1  ωρ 1/4
ωρ ρ2
√
exp −
Hn ( ωρ ρ) ,
χn (ρ) = n
2 n! π
2

(161)

where Hn is the n-th Hermite polynomial, ρ is either x, y or z, and,
(
ωρ =

ωk
ω⊥

ρ ∈ {x, y}
.
ρ=z

(162)

Having chosen a suitable basis, we construct orbitals αn = αnx ,ny ,nz that
are eigenstates of the one-body Hamiltonian, including barrier and tilt contributions. We then construct the four-centre integrals hαi αj |V̂ |αp αq i in the
basis of the orbitals {αn }. We can then construct a full or truncated Slater
determinant series. Having constructed the Slater determinants, we build the
Hamiltonian matrix using the Slater-Condon rules and diagonalise it to obtain
the eigenstates.
There are several post-processing steps that can then be performed on the
eigenstates:
• Joining up states that are adiabatically connected at different values of
the interaction strength V0 to build up a band structure,
• Classifying eigenstates by the angular momentum along the trap axis or
by their total spin quantum number,
• Calculating further expectation values on the ground or excited state
wavefunction, such as the atom density or the superconducting order
parameter.
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8.5

constructing orbitals

We seek to build orbitals that are eigenstates of the one-particle Hamiltonian2 ,
p̂2
+ Vext (r) ,
(163)
2
where Vext is the sum of the harmonic trapping potential, a central barrier and
a tilting potential, as outlined in eq. (156). The central barrier and tilting
potential perturb the harmonic trapping potential along the trap axis only.
The Hamiltonian can thus be separated into components acting along x, y
and z. The orbitals can be expanded in terms of the basis functions defined
in eq. (161):
ĥ1 (r) =

αnx ,ny ,nz (x, y, z) = χnx (x)χny (y)φnz (z) ,
φnz (z) =

nχ
X

cinzz χiz (z) ,

(164)

iz

where cinzz are variational coefficients to be determined and the functions χi are
the harmonic oscillator eigenfunctions, defined in eq. (161). To determine the
value of the coefficients cnizz , we diagonalise the z-component of the one-body
Hamiltonian. This component takes the form:
ĥ1 (z) =

ωk2 2
p2z
+
z + Vbarrier (z) + Vtilt (z) .
2
2

(165)

We seek to calculate the matrix for this operator in the basis {χiz }. To this
end, we evaluate the following matrix elements, using the functional forms of
Vbarrier and Vtilt given in eq. (156):
hiz |

hiz |Vbarrier |jz i =

Γ















0

ωk2 2
p2z
+
z |jz i = ωk (jz + 1/2)δiz ,jz ,
2
2

iz +jz +1
2



iz +jz

√ 1 ×
2iz !jz !

− iz +j2z +1

1+β
(−β) 2
×
iz +jz even
2
,
q


ωk
1−iz −jz 1+β
V
ω
F
−i
,
−j
;
;
B
2
1
z
z
k
π
2
2β

otherwise

2 This approach differs from the one traditionally followed in quantum chemistry. As described in section 2.7, configuration interaction calculations usually use the Hartree-Fock
orbitals, obtained by diagonalising the Fock operator. These orbitals are closer to the natural orbitals for the system, since the Fock operator incorporates inter-particle interactions at
the mean-field level. Using the Hartree-Fock orbitals would lead to faster convergence with
respect to the number of determinants. Nevertheless, as we describe in 8.8, we do not find
it particularly difficult to achieve the desired accuracy. Furthermore, using Hartree-Fock
orbitals complicates the post-processing step: since the orbitals depend on the interaction
strength, it makes calculating the overlap between states obtained for different values of
interaction strength more computationally demanding. This, in turn, complicates the process of constructing the band structure by connecting calculations performed for different
scattering lengths.

116

8.5 constructing orbitals

VB = 1ωk

VB = 0

1.5

VB → ∞

E/ωk

1.0
0.5
0.0
−0.5

−2

0
z/ak

−2

2

0
z/ak

2

−2

0
z/ak

2

Figure 24. The two lowest energy orbitals along z, α0,0,0 in maroon and α0,0,1 in
green, for increasing values of barrier height. The potential is shown in
grey. The energy eigenvalues are re-scaled such that the energy of the
α0,0,0 orbital is zero.

where β = ωB /ωk and we have used a standard integral [254, eq. 7.374.5] to
obtain a closed form in terms of the hypergeometric function 2 F1 . Finally, the
matrix element for V̂tilt is,
r
hiz |Vtilt |jz i = 


√
1 √
iz + 1 δjz ,iz +1 + iz δjz ,iz −1 .
2

(166)

We find it instructive at this point to discuss the shape and relative eigenvalues of the low-lying orbitals, as a function of the trap ratio ω⊥ /ωk , the
barrier height VB and the trap tilt . This will lay a solid foundation on which
to build our many-body theory.

8.5.1

Trap ratio

In the absence of a barrier, orbitals are separated by energy quanta of ~ω⊥ in
the x and the y direction and by ~ωk along z.
By making the trap very thin (“cigar”-shaped) such that ω⊥  ωk , we can
constrain all atoms to be in orbitals α0,0,nz . The degrees of freedom along x
and y are then suppressed, forming a quasi one-dimensional system.
Alternatively, by varying the trap ratio in the range 0.5ωk ≤ ω⊥ ≤ ωk ,
we can study the effects of changing degeneracy as the system goes from a
spherical trap to a “pancake” trap.

8.5.2

Barrier height

In the absence of a barrier, the first excited orbital along z, α0,0,1 , is ~ωk above
the ground orbital α0,0,0 , as shown in Fig. 24. Increasing the barrier height
leads to a relative stabilisation of the α0,0,1 orbital. This can be understood
by noting that the ground orbital has an anti-node between the two wells,
whereas the α0,0,1 has a node there, and is thus relatively unaffected by the
barrier.
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Figure 25. The two lowest orbitals along z, α0,0,0 in maroon and α0,0,1 in green,
for a tilted trap. Tilting the trap draws the lowest orbital into the
deeper well. This pushes the first excited state into the upper well to
maintain orthogonality.

In the limit of VB → ∞, the gap between the α0,0,0 and the α0,0,1 vanishes. We can then view the system as two isolated wells, and operate a basis
transformation, forming two Gaussian orbitals centred on each well:
1
|Li = √ (|α0,0,0 i + |α0,0,1 i) ,
2
1
|Ri = √ (|α0,0,0 i − |α0,0,1 i) .
2

(167)

|Li and |Ri are mutually orthogonal only in the limit VB → ∞, when the
penetration of each orbital through the barrier is zero.
Increasing VB therefore allows us to probe a wide range of conditions, ranging from a fluid state in the limit of low barrier, to a strongly localised picture
in the presence of a high barrier.

8.5.3

Trap tilt

We consider tilting the trap in the presence of a barrier. The energy difference
between the two wells is then ∼ . This leads to a predictable polarisation of
the ground state orbital towards the lower well. Interestingly, the first excited
orbital, α0,0,1 , sees its density pulled into the higher well, as demonstrated
in Fig. 25. This can be understood as a means of maintaining orthogonality
with the ground orbital.

8.5.4

Convergence

As detailed in eq. (164), we represent the orbitals as a linear combination of
the eigenfunctions of the quantum harmonic oscillator.
In the presence of a barrier or if a tilt is applied to the trap, the oneparticle Hamiltonian is not diagonal in the basis of the quantum harmonic
oscillator eigenfunctions. We must therefore choose a cutoff nχ to the number
of basis functions used to represent the orbitals. We find the orbitals are well
converged for nχ ∼ 50 for the range of barrier heights that we consider.
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8.6

four-centre integrals

Having determined a functional form for the orbitals, we now turn our attention to the matrix elements of the interaction potential Vint . This is a
two-particle operator, so matrix elements will couple four different orbitals.
The potential operator is as defined in eq. (158), so the matrix elements of
the potential take the form:
ZZ
hαn1 αn2 |V̂ |αn3 αn4 i = V0 αn1 (r1 )αn2 (r2 )αn3 (r1 )αn4 (r2 ) dr1 dr2 . (168)
|r1 −r2 |<R

We evaluate the integrals numerically, using Monte Carlo methods [50, 106].
The details of the integration procedure are given in appendix F.1.

8.7

constructing the determinants

We are now in a position to construct a truncated set of Slater determinants,
based on the orbitals constructed in section 8.5. Generally, we will truncate
the orbital expansion, keeping only the nα orbitals with lowest h1 eigenvalues
(with, usually, nα = 75). From this set of orbitals, we construct a truncated series of determinants, keeping the nd determinants with lowest non-interacting
energy. Here, nd will usually be 10,000 (the convergence properties are explored in Fig. 26). We base our determinant cutoff function on the noninteracting energy rather than the total energy of the determinant (including
interactions) or an excitation level as is common in the quantum chemistry
community. This gives us the same determinant expansion for all values of
the interaction and gives a fair representation of the low-lying excited states,
which we are interested in, as will be demonstrated later.
We have investigated the convergence of the algorithm for the systems of
interest, aiming for an error of |End − E∞ | < 0.005~ωk for all interaction
strengths |a| < 50. We exclude the region of interaction strengths around
unitarity as the strength of the interactions diverges, such that the error is
arbitrarily large for any number of determinants. A convergence plot for a
system of three up-particles and two down-particles is shown in Fig. 26. We
have found 10, 000 determinants to be sufficient to attain the required level
of accuracy.

8.8

configuration interaction

Having constructed a many-body basis of Slater determinants, we are now in
a position to build the Hamiltonian matrix in this basis. The matrix elements
are calculated using the Slater-Condon rules.
We then diagonalise the matrix using the Lanczos algorithm as provided in
the Arpack library [242] to calculate the full eigenspectrum of the Hamiltonian.
We will often need to evaluate expectation values other than the energy. We
outline a procedure for evaluating one-body and two-body density matrices,
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(End − E∞) / h̄ωk

10−1

End − E∞ ∝ nd−1.1

10−2

10−3 3
10

nd

104

Figure 26. Convergence of the energy of the open channel at g = −1/0.0247, as
a function of the number of determinants, for a quasi-one-dimensional
trap with three up-particles and two down-particles. The energy extrapolated to infinite system size is obtained by fitting End = E∞ + dnd k
to the last six data points, giving k = −1.1 and d = 163. The dashed
line denotes an error of 0.005~ωk .

as well as the spin eigenvalue, angular momentum and parity under inversion
of the coordinates of a many-body state in appendix F.
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9

EMERGENCE OF ITINERANT FERROMAGNETISM

Recent experimental advances allow investigators to confine up to twenty
atoms in a single trap and address their quantum state [200, 246, 247], as
described in chapter 8. This precise control enabled the Heidelberg group
to confirm the fundamental physics of short range repulsion [249, 252, 253,
255–263]. Here we demonstrate that just such repulsive interactions acting
between a few fermions allows us to construct a Hamiltonian analogous to the
Stoner model [182] and offers experimentalists an opportunity to observe the
emergent ferromagnetic correlations without losses to Feshbach molecules.
The itinerant ferromagnet predicted by the Stoner Hamiltonian has never
been cleanly realised and studied in the solid state. However, it was proposed [264–266] that a ferromagnetic phase could be created with a fermionic
cold atom gas. An experiment by the MIT group displayed signatures compatible with ferromagnetism [267–269], but the observations were later explained by a loss mechanism [270–272]. To circumvent losses it has been suggested that magnetic correlations could be explored in systems with a mass
imbalance [273], two-dimensional geometry [274], spin spirals [275], or flux
lattices [276]. Here we demonstrate how a quasi one-dimensional system containing only a few fermions could avoid the problems associated with losses
and display ferromagnetic correlations. Our main result for this chapter is
shown in Fig. 27: the discretization of energy levels in the few fermion system
means that losses to Feshbach molecules are restricted to a narrow range of
interaction strengths, allowing a tunnelling measurement of the ejection of an
atom to expose the underlying ferromagnetic correlations.
We first describe the proposed experimental set-up, then demonstrate the
emergence of ferromagnetic correlations that we study through a tunnelling
process. Finally, we show that the formation of the competing dimer state is
inhibited by the discretization of the energy levels in the harmonic confining
potential.

9.1

experimental set-up

A fermionic gas of two hyperfine states with pseudospin σ ∈ {↑, ↓} is tightly
confined as shown in Fig. 27. We seek to solve the Hamiltonian (in natural
units ~ = m = 1, where m is the atomic mass),
Ĥ =

X
i

−

2 2
X
∇2i
ω 2 (x2 + yi2 ) ωk zi
+ ⊥ i
+
+
V (r↑i − r↓j ) ,
2
2
2

(169)

i∈↑
j∈↓

where ri = (xi , yi , zi ) the position of atom i. The confining potential is axially
symmetric with trap frequencies ω⊥ = 10ωk [200, 247], and we define the
p
harmonic oscillator lengths ai = 2/ωi . Only a single transverse mode is
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Figure 27. Left: The green solid line is the trapping potential V (z) that is lowered
to the green dashed line to allow an atom to escape. The energy levels
for up-spin (red) and down-spin (blue) atoms within the potential are
shown in brown, with the putative escape of the highest energy up-spin
atom.
Right: The ejection probability of a down-spin atom into a state fully
polarised along the quantization axis. The grey region is excluded
due to atom losses for differing initial numbers of atoms: experiments
cannot be run in the light grey region labelled “3” for a system of two
up-spin atoms and one down-spin atom; when there are 3 up-spin and
1 down-spin atoms, the grey region labelled “4” is also excluded; when
there are 4 up-spin and 1 down-spin atoms, the three grey regions are
excluded.

occupied, constraining the atoms into the quasi-1D regime. We therefore reparametrize the interspecies potential V (r) = −V0 Θ(R − |r|) first into the
√
s-wave scattering length a3D = R[1 − tan(γ)/γ] with χ = R V0 , and then
as a one-dimensional pseudopotential [251] g = ~2 a3D /ma⊥ (a⊥ − Ca3D ) with
C = ζ(1/2) ≈ 1.46. A confinement induced resonance emerges at a3D = a⊥ /C.
As described in section 8.6, we verified that the results tend to the contact limit
below R = 0.4a⊥ . In the limit ωk → 0, we recover the Stoner Hamiltonian,
Ĥ =

X
i

−

X
ωk2 zi2
1 ∂2
+
+
gδ(zi↑ − zj↓ ) .
2
2 ∂zi
2

(170)

i∈↑
j∈↓

To probe the quantum state we apply a magnetic field gradient to tilt the
external potential (see Fig. 27) and allow one atom to escape. We denote
the number of trapped spins N↑ and N↓ . Investigators can directly measure the spin in the quantization direction Sz = (N↑ − N↓ )/2 and the total
number of atoms N↑ + N↓ in the final state using the single atom addressability [200]. However, our measure of ferromagnetic correlations, the spin
P
S = h n (c†n↑ c†n↓ ) · σ · (cn↑ cn↓ )T i is SU(2) invariant, where σ denotes the
vector of Pauli-spin matrices and cnσ is the annihilation operator of an atom
of spin σ from harmonic oscillator state n. Therefore, the spin quantum number defined through s(s + 1) = hS2 i is a good quantum number, allowing us
to define the quantum state |s, N↑ , N↓ i. With two atoms a polarised s = 1
state can be generated not only from the Sz = 1 state, denoted |1, 2, 0i, but
also from the Sz = 0 state denoted |1, 1, 1i, corresponding to the prototypical
√
triplet states |↑↑i and (|↑↓i+|↓↑i)/ 2. The unpolarised Sz = 0 state, denoted
√
|0, 1, 1i, corresponds to the singlet state (|↑↓i − |↓↑i)/ 2.
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Figure 28. The energy of the (two-five)-atom states calculated with exact diagonalisation. The red, magenta, and blue lines highlight open channels with
§ signifying identical states with larger Sz , and grey lines indicating all
other states. The green line shows the final bound molecular state that
crosses the low-spin open channel, and the green dashed line the bound
state with the COM motion excited into the nx,y = 2 orbital examined
in Ref. [249]. The points show QMC results whose uncertainty is the
point size. The agreement between QMC and exact diagonalisation
calculations is extremely good.
A typical experiment might start on the open channel (orange line), at
a large −~ωk ak /g. The experimentalists would then tune the interaction adiabatically to follow the open channel across the confinement
induced resonance (1/g = 0) and into the Super-Tonks regime, where
they might measure magnetic correlations. However, experiments cannot be performed too close to the resonance, since the atoms are likely
to decay into one of the molecular states (shown in grey). The solid
green line is the last line to cross the open channel: experiments must
be conducted beyond where that line crosses the open channel. The
excluded regions are summarized in Fig. 27.

9.2

energy of states

Our main tool for studying the system is exact diagonalisation, which we
described extensively in chapter 8. Exact diagonalisation calculations are restricted to systems of five atoms or fewer, so we complement them with QMC
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Figure 29. (a) Density profile of the state |1/2, 2, 1i for two majority species atoms
with a pinned minority atom.
(b) Difference in energy from the polaron in an infinite system [277]
with number of trapped atoms.
(c) Pair correlation function at the confinement induced resonance
around a down-spin pinned at z = 0 normalized by the non-interacting
density profile.

calculations for larger systems1 . We use the QMC code casino [52, 119].
The approach is a refinement of that used in previous studies of ferromagnetism [14, 49, 57, 99, 100, 269]. We use a trial wave function ψ = F D
that is a product of a Jastrow factor F and a Slater determinant, D =
Q
Q
Â{ i∈n↑ φnz (ri )}Â{ i∈n↓ φnz (ri )}, where Â is the antisymmetrisation operator. The orbitals are chosen to give the correct non-interacting state on either
side of the confinement induced resonance. The Slater determinant accounts
for fermion statistics while the Jastrow factor includes inter-particle correlations. The open channel, which we are interested in studying, is an excited
state: the ground state being composed of Feshbach molecules. This precludes
modelling the open channel in DMC. To model the open channel in VMC, we
use the lowest-order constrained variational method [278, 279] that is common
in nuclear physics and has also been used to study cold atom gases [97, 99,
100, 280]. The wavefunction is constrained to have the correct symmetry for
Q
the open channel: we use a Jastrow factor F = i∈↑,j∈↓ f (|r↑i − r↓j |) where
f (r) is the scattering solution of the square well potential with the correct
scattering length a. This function has a node at r ' a. We note that this
trial function has no variational parameters.
In the quasi one-dimensional setting, the transverse confinement does not
allow occupation of the bound state in the range of interaction strengths of interest 0.24 . −~ωk ak /g < ∞. The maximum binding energy of the last band
to cross the open channel is ∼ −1.5~ωk , which is much less than the energy
scale of the transverse modes ∼ 20~ωk . This was further confirmed by studying the exact diagonalisation states, where deep in the Super-Tonks regime
occupation of the higher transverse modes is ∼ 10−7 , resulting in the strong
agreement between exact diagonalisation results and QMC demonstrated in
Fig. 28. Meanwhile, to calculate the binding energy of the molecule at g > 0
and the ground open channel state at g < 0 we use a Jastrow factor F = eJ ,
1 QMC calculations were performed by a co-worker.
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where J includes the polynomial expansion in atom-atom separation proposed
in Ref. [124] with eight variational parameters.
With the exact diagonalisation and QMC formalism in place, in Fig. 28
we compare the ground state energy predicted by both exact diagonalisation
and QMC, and also the two atom exact analytical solution [252, 256, 258].
There is strong agreement at all interaction strengths. The underlying attractive potential means that exact diagonalisation also delivers the multitude of
molecular bound states and repeated bands incremented by ~ωk corresponding to centre-of-mass (COM) motion. In the two-atom system Fig. 28(a), in
the non-interacting regime, −~ωk ak /g → −∞, the lower spin state |0, 1, 1i
has the lowest energy. At the confinement induced resonance the spin states
cross [200, 247], and in the Super-Tonks regime, −~ωk ak /g → ∞, the s = 1
states have lower energy. We note that this does not violate the Lieb-Mattis
theorem, which states that, for one-dimensional systems, the lowest energy
singlet level must be lower in energy than the lowest energy triplet level [281].
As demonstrated in Fig. 28(a), the Super-Tonks regime is not the lowest energy singlet level, since the molecular band has lower energy.
In the three-body system in Fig. 28(b) three open channel states are possible: the low spin |1/2, 2, 1i and the high spin states |3/2, 3, 0i and |3/2, 2, 1i.
Similarly to the two-body system, at weak interactions the s = 1/2 state has
the lower energy, the bands cross at the confinement induced resonance, and in
the Super-Tonks regime the s = 3/2 states are favourable, in good agreement
with existing literature [253, 259]. In Fig. 28(c) we also studied the four atom
case where three values for the spin are available: s ∈ {0, 1, 2}. The three
bands cross at the confinement-induced resonance, meaning that any potential onset of ferromagnetism would be abrupt, as occurs in the infinite body
case [282, 283]. With five atoms the molecular bands become more prevalent,
and we will later demonstrate how they allow losses into bound molecules.
In the Super-Tonks regime the high spin state is energetically favourable
so the gas would enter the magnetic phase if it were not blocked by spin
conservation. However, the spatial distribution of the atoms betrays the underlying magnetic correlations. In the three atom state |1/2, 2, 1i, we pin
the minority down-spin atom at z = −1.5ak . In the non-interacting case the
up-spin atom density is concentrated around the trap centre irrespective of
the down-spin position. At the confinement induced resonance the up-spin
density is driven to zero at the down-spin pinning position, whereas in the
Super-Tonks regime, the up-spin atoms are forced away from the down-spin
to form a separate magnetic domain, as demonstrated in figure Fig. 29(a).
Now that we have observed the emergence of magnetic correlations we study
the energy of a single down-spin in a trap with N↑ majority spin atoms to
assess the consequences of system size and whether the system serves as a
model for the Stoner Hamiltonian. We compare our system to the analytically
solvable polaron limit [277] of a single down-spin in a sea of up-spin atoms.
We first study the energy of a polaron in Fig. 29(b). With N↑ = 1, exact
diagonalisation displays less repulsion energy than the infinite body case. On
inserting more majority spin atoms the energy quickly tends to the infinite
size limit [277], being within . 1% at all interaction strengths with Ntot ≥ 5.
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Figure 30. Experimental verification of the polaron energies discussed in Fig. 29(b).
The dots correspond to experimental points, while the lines are theoretical curves. Blue dots and the blue line correspond to the system
composed of a single up-spin and a single-down spin particles. The
green line and dots denote a 2 up-spin, one down-spin system. We
note that the y-axis on this graph differs somewhat from the one used
in Fig. 29(b): the reference energy here is the one up-spin, one downspin system, not the thermodynamic limit of many up-spin, one downspin particle.
Reproduced from [248].

This behaviour has now been verified experimentally [248]. We compare the
experimental data to our theoretical description in Fig. 30.
Secondly, in Fig. 29(c) we study the pair correlation function. With more
majority spin atoms the pair correlation function quickly tends to the infinite
body limit [277], with the correct correlation hole and first Friedel oscillation
observed for Ntot ≥ 5. The second and higher Friedel oscillations involve the
cooperative behaviour of more atoms, and thus tend to the thermodynamic
limit much more slowly.
Systems with Ntot ≥ 5 will therefore reproduce the energetics and shortrange collective behaviour of the Stoner Hamiltonian faithfully. The small
number of particles necessary to reproduce many of the many-body properties
of the system is a consequence of the reduced dimensionality of the system. We
would expect two- and three-dimensional to converge to the thermodynamic
limit much more slowly.

9.3

tunnelling statistics

Although the magnetic phase is energetically favourable in the Super-Tonks
regime, its formation is prohibited by spin conservation. In Fig. 27 we therefore tilt the trap to allow one atom to escape. This allows the system to
tunnel into the magnetic ground state containing one fewer atom. We calculate the tunnelling rate using Fermi’s Golden rule. The tunnelling rate Γ
exhibits an exponential dependence on the escape energy, so we need only
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Figure 31. (a) The energy bands, following the same convention as Fig. 28. (b)
The map of crossing events for the nband -th excited molecular state with
N↑ N↓ . Blue denotes a single crossing, and red a double crossing. (c)
The minimum interaction strength to avoid the band crossing region.

consider tunnelling from the highest occupied orbital with maximal energy
Eesc . We now consider a general intermediate interaction strength and calP
culate the probability of forming a particular state i, pi = Γi / j Γj . This
tunnelling probability calculated from the exact diagonalisation data is shown
in Fig. 27. We focus on the polaron limit with multiple up-spin atoms and a
single down-spin atom.
At zero interactions the highest energy majority spin atom is expelled leading to zero probability of ejecting the minority spin atom, whereas at the
confinement induced resonance all atoms have an equal probability of expulsion. In the Super-Tonks regime starting with Ntot atoms, the system
will tunnel most rapidly into the state with lowest energy – the fully polarised state with s = (Ntot − 1)/2. There are two quantum states available:
with Sz = (Ntot − 1)/2 formed by the ejection of the down-spin atom and
Sz = (Ntot − 2)/2 formed by the ejection of an up-spin atom. Starting with
three atoms tunnelling into a two atom state, these are simply the triplet states
√
|↑↑i and (|↑↓i + |↓↑i)/ 2. These two possibilities occur with equal probability,
giving a plateau probability of 1/2 for ejecting a minority spin atom in the
Super-Tonks regime irrespective of the initial number of atoms. The probability curves in Fig. 27 become increasingly sharp with more atoms because
of the larger energy exchange over the same range of interaction strengths.
The tunnelling method is sensitive to Sz but not s. It therefore does not
provide a full diagnosis of the final quantum state. This is exemplified when
starting from the polaron state in the Super-Tonks regime where the ejection
probability of a minority spin is 1/2 rather than unity. To distinguish the
|1, 1, 1i state from the other possible Sz = 0 state, |0, 1, 1i, one could ramp the
interaction strength into the non-interacting regime and measure the energy
through a second tunnelling measurement [200, 247]. Should the |1, 1, 1i state
be dominant the energy will be independent of interaction strength, whereas
if |0, 1, 1i dominates, the energy will fall.
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9.4

loss mechanism

The search for itinerant ferromagnetism in a cold atom gas has been plagued
by a competing loss process [270–272]. Several models for loss have been put
forward including two and three-body models [271, 272, 284, 285], and losses
to states excited with transverse COM motion [249, 262, 263, 270]. To conserve energy, both mechanisms require the open channel to cross molecular
bands. Our Hamiltonian only displays avoided crossings between states with
the same COM quantum number. However, states with different COM motion
could have avoided crossings due to unforeseen perturbations such as an anharmonic potential [249, 262, 263, 270]. To guarantee a loss-free experiment,
we fence off the region in which the open channel is crossed or anti-crossed by
any other state. This pessimistic approach is robust to unforeseen perturbations that may alter the crossings but will not significantly alter the positions
of the bands. We first focus on the three-body system where we use Fig. 28(b)
to define a loss region as where the desired open channel |1/2, 2, 1i crosses the
molecular bound states.
The ground molecular bound state labelled (i) is lower than the entire
open channel |1/2, 2, 1i so its formation is prohibited by energy conservation.
However, the molecular bound state can be excited with COM motion, giving
rise to increasingly populous families of curves. The curves (ii) are the first
set of molecular bands to cross the state |1/2, 2, 1i. Further crossings from
more excited molecular bands occur up to the confinement induced resonance,
prohibiting experimentalists from looking for magnetic correlations within
0 . −~ωk ak /g . 0.24. This region contains the molecular bound state with
COM motion excited into the second transverse mode that is a significant
cause of loss in an anharmonic potential [249, 262, 263, 285]. Though the
definition of g used to characterize the interaction strength does not conform
to the correct effective pseudopotential for the excited transverse states [286],
it properly describes the experimentally relevant ground transverse states.
We note that it is possible to adiabatically transit across the region of
band crossing. Investigators can perform experiments on the |1/2, 2, 1i state
either side of the shaded region in Fig. 27, but not within it. A similar
analysis of a system with four atoms reveals that losses would block the region
0 . −~ωk ak /g . 0.36, and with five atoms the range 0 . −~ωk ak /g . 0.42.
Exact diagonalisation cannot accurately address larger systems. We therefore turn to QMC . In the Super-Tonks regime the energy difference between
unpolarised and polarised states is ~ωk N↑ N↓ , so we categorize states by N↑ N↓ .
We focus on the state that bounds the loss region, with the molecule having
no COM motion, and other atoms in higher energy orbitals compatible with
the correct non-interacting energy. With N↑ N↓ = 2 in Fig. 28(b) the excited
molecule bands cross the upper branch only once, whereas with N↑ N↓ = 8 in
Fig. 31(a) a molecular band, highlighted in green, crosses the open channel
twice. In Fig. 31(b) we show whether the nband -th family of excited molecular bands crosses the open channel once or twice. The double crossings first
emerge at N↑ N↓ = 7 and become ubiquitous as N↑ N↓ rises. This leads to a
proliferation in the total number of band crossings, and as shown in Fig. 31(c)
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a dramatic rise in the minimum interaction strength −~ak ωk /g required to
avoid band crossings.

9.5

discussion

A quasi one-dimensional system containing a few fermionic atoms poses an
opportunity to explore ferromagnetic correlations. By transitioning across
the confinement induced resonance, we can prepare the system in an excited
state with finite polarisation. Discretization of the energy levels offers the
stabilization of a ferromagnetic state without losses. We have calculated the
energy structure and studied the ejection probabilities. Both the polaron
energy and pair correlation function tend to the itinerant limit when Ntot ≥ 5,
whereas molecule losses restrict the observation of magnetic correlations to
Ntot ≤ 6. Therefore, systems with Ntot ∈ {5, 6} could present an opportunity
to observe magnetic correlations driven by the Stoner mechanism.
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EXPLORING DIRECT EXCHANGE

In the previous chapter, we demonstrated how the recent experimental advances allowing investigators to confine a small number of cold atoms in a
trap and control the interaction strength [200, 246, 247] could be used to realize an analogue of the Stoner Hamiltonian [182] and thus study the itinerant
model for ferromagnetism. However, many real-life solids are best described
by spins that are localised in real space. These are commonly described by the
Heisenberg model, which predicts the direct and double exchange mechanisms
behind the emergence of antiferromagnetism and ferromagnetism respectively.
In this chapter, we take advantage of the ability of the Heidelberg group to
trap two fermions in a double well potential, as shown in Fig. 22, to realize the
first exact quantum simulator of the direct exchange mechanism. This allows
us to not only study the minimal building block of Heisenberg magnetism, but
moreover build a quantum simulator to expose the competition between covalent and ionic bonding, and study the manipulation and detection of quantum
entanglement.

10.1

direct exchange

We start by briefly reviewing the direct exchange mechanism behind the emergence of antiferromagnetism. This mechanism can be used to model transition
metals with half-filled conduction bands, such as NiO. In particular, the direct
exchange model was successfully used to describe Mott insulators.
We can gain an intuitive description of the behaviour of the electrons in a
Mott insulator by looking at a simple two-site Hubbard model. We picture
two electrons on two neighbouring lattice sites, denoted L and R. A doublyoccupied site incurs an energy penalty of U . Electrons may hop between
sites by means of a matrix element t. This is formalised by the Hubbard
Hamiltonian:
X σ†

↑† ↓† ↓ ↑
↑† ↓† ↓ ↑
σ
Ĥ = t
cL cσR + cσ†
(171)
R cL + U (cL cL cL cL + cR cR cR cR ) .
σ∈{↑,↓}

There are two putative ground states for this two-site model, the singlet state
|Si and triplet state |T i:
1
|Si = √ (|↑↓i − |↓↑i) ,
2

1

 √2 (|↑↓i + |↓↑i

|T i = |↑↑i



|↓↓i

,

(172)

where |αβi indicates an electron with spin α on the left hand site and an
electron with spin β on the right hand site. We note that the Hamiltonian
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exhibits SU(2) symmetry, so that all three triplet states are degenerate for all
interaction strengths.
The well-known solution to this problem may be verified by constructing
the Hamiltonian matrix in the two-state basis {|↑↓i, |↓↑i} and diagonalising
it1 . We then find that the singlet state is lower in energy by Eexc = 4t2 /U in
the U  t limit. This can be understood by noting that, in the singlet state,
the particle can hybridize (“hop”) between the two sides. This exchange leads
to a decrease in energy.
The ground state of this model thus favours an anti-parallel alignment of
the electrons, leading to antiferromagnetism. Additionally, there is an energy
gap of U to creating the excited state with both electrons on the same site,
explaining the energy gap to conduction in Mott insulators.
There have been several attempts to study the direct exchange mechanism
experimentally using model systems, such as quantum dot systems [287–290],
and cold atom gases in an array of double well potentials [291–293].
In this chapter, we exploit the experimental flexibility of the Heidelberg
group to isolate just two atoms, forming an ideal test-bed for the study of the
exchange interaction. We use the exact diagonalisation methods described in
chapter 8 to deliver the full energy spectrum, and a perturbative approach to
gain an intuitive understanding of the phase behaviour.
Besides acting as a simulator for direct exchange, the experimental setup allows the construction of a quantum model of the fundamental covalent
and ionic bonding mechanisms in molecules, allowing us to investigate their
relative contributions to chemical bonds [294] as well as define a new protocol
to create, control, and detect quantum entanglement [295, 296].

10.2

exact diagonalisation results

As described in the previous section, we study two fermionic atoms trapped
within the double well potential. We start by studying the energy difference
between the singlet and triplet states, the exchange constant, as a function of
the barrier height and interaction strength.
The exchange constant can be probed directly in experiment by applying a
magnetic field gradient and measuring the tunnelling rate of atoms from the
system [200, 258]. We have already described the general interacting system
with no central barrier in section 8.3 so we first address a perturbative barrier
before focusing on a high barrier.

10.2.1

Shallow barrier

It instructive to describe the system’s behaviour in the absence of a barrier
first. There are two putative ground states, the S = 0 singlet state |Si and the
S = 1 triplet state |T i. For the S = 0 state, the system contains two opposite
spin atoms in the non-interacting ground state of the trapping potential. Both
1 We can, without loss of generality, solve the problem in the manifold corresponding to
Ŝz = 0, exploiting the SU(2) symmetry of the Hamiltonian.
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(b) Tilted trap
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(c) Qubit control protocol

(i) Prepare qubit in state |↓↑i

(ii) Before evolution: qubit in state |↓↑i
(iii) Evolve with interactions: singlet-triplet oscillation

(iv) After t = π/E: SWAP
Qubit in state |↑↓i

(vi) After t = 2π/E: identity
Qubit in state |↓↑i

(v) Tilt to resolve and measure

(vii) Tilt to resolve and measure

Figure 32. (a) Exchange constant from exact diagonalisation (black lines), with
the open channel in red, lowest S = 1 state in blue, and perturbation
theory (green dashed line).
(b) Lower: Normalized exchange constant of the S = 0 level as a function of relative well depth  from exact diagonalisation (blue crosses)
and from the Hubbard Hamiltonian (red line).
Upper: The density profile (green) in the trap (magenta) at three values
of the tilt and interaction strength.
(c) Schematic of the experimental protocol for studying quantum entanglement.
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Figure 33. Cross-section along the trap axis of the low-lying orbitals:
left: spherical trap with no barrier,
right: spherical trap with a barrier.
The introduction of a barrier breaks the degeneracy of the first excited
orbitals, stabilizing the α0,0,1 orbital which has a node under the barrier.
The α1,0,0 and α0,1,0 orbitals remain degenerate.

atoms therefore occupy the orbital α0,0,0 , as defined in eqs. (161) and (164)
and shown graphically in Fig. 33. For the S = 1 state, we put one atom in the
α0,0,0 orbital and one in either the α0,0,1 , α0,1,0 or α1,0,0 orbital. The S = 1
state therefore has three-fold spatial degeneracy.
Having understood the behaviour of our two-atom system in the absence of
a barrier, we can now see how the introduction of a barrier potential Vbarrier ,
as defined in eq. (156), affects the exchange constant and magnetic properties
of the system.
Introducing a barrier will break the spherical symmetry of the trap. This
will lift the spatial degeneracy of the three triplet states by raising the energy
of the orbitals α1,0,0 and α0,1,0 , as shown in Fig. 33. Both these orbitals
concentrate electron density around the barrier, whereas the orbital α0,0,1
has a node under the barrier. Thus, in the presence of a barrier, the lowest
energy triplet state will occupy the orbitals α0,0,0 and α0,0,1 . We will focus
on this triplet state , referring to it as |T i. The two states we consider are,
therefore,

↓†
|Si = c↑†
0,0,0 c0,0,0 |vaci ,
↑†
|T i = c↑†
0,0,1 c0,0,0 |vaci ,

(173)

where cσ†
i is the creation operator for a particle of spin σ in orbital αi .
We use the exchange constant, Eexc = hS|Ĥ|Si − hT |Ĥ|T i, to characterize
the strength of the antiferromagnetic correlations. In the non-interacting,
low-barrier limit, the exchange constant is Eexc = ~ω.
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We now attempt to treat the barrier perturbatively. Within first order
perturbation theory, the barrier introduces a correction to the energy of the
two states such that:
s
ωk
hS|V̂barrier |Si = VB
,
ωk + ωB

3/2
ωk
,
(174)
hT |V̂barrier |T i = VB
ωk + ωB
where V̂barrier is defined in eq. (156). Thus, increasing the barrier height leads
to a decrease in the exchange constant concomitant with a stabilization of the
triplet state. This can be understood in terms of the stabilization of the α0,0,1
orbital, as demonstrated in Fig. 33.
We may also investigate the effect of interaction strength on the exchange
constant by a simple mean field calculation in the absence of a barrier, using a
pseudopotential interaction2 V (r↑ − r↓ ) = 4πaδ(r↑ − r↓ ) for scattering length
a and orbitals modified to first order by the presence of the barrier. We find
that the exchange constant increases with interaction strength a, leading to
an additional contribution oa/ak with,
o=

2ω⊥
π


√
1−4 2


VB
.
π(ωk + ωB )

(175)

Thus, increasing both the barrier height and interaction strength decrease
the exchange constant. However, exact diagonalisation calculations confirm
that the exchange constant remains negative for any positive scattering length,
as demonstrated in Fig. 32, in conformance with the Lieb-Mattis theorem [281].

10.2.2

High barrier

We now focus on a high barrier that presents a unique opportunity to study
a minimal Hamiltonian of localised spins. We initially exploit exact diagonalisation to deliver the exact ground and excited states before developing an
analytic theory to gain a heuristic understanding of the system. Finally, we
demonstrate the versatility of the set-up to study the competition between
covalent and ionic bonding, and quantum entanglement.
Results for a trap with ωk = ω⊥ and barrier with VB = 4ωk are shown
in Fig. 32(a). The exchange constant flips sign across unitarity, so that the
red S = 0 level is the ground state for a > 0, and the blue S = 1 level
for a < 0. On approaching unitarity from positive scattering lengths many
molecular bands anti-cross the open channel from 0 ≤ ak /a . 3, removing the
energy gap to the other states. Although the interaction potential harbours
just one bound state, these bands correspond to the molecule being excited
2 The use of a delta function pseudopotential is valid for this mean-field calculation: starting
from the operator form for the contact interaction specified in eq. (104), we note that the
regularization to the delta function provided by the differential operator is only significant
when the relative wavefunction is highly oscillatory. While this is significant in exact diagonalisation calculations that couple highly excited determinants, it can be neglected in this
two-particle mean-field problem, where only the lowest two orbitals are occupied.
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within the external trapping potential. Raising the central barrier increases
the energy gap, presenting a larger range of the open channel to experiments.
This should facilitate experiments that adiabatically transit across unitarity.
Although the two atom system cannot fall into a bound state without violating
energy conservation, the closure of the energy gap precludes using this region
to explore quantum entanglement. However, the Super-Tonks regime is free
from the molecular bands, making it the ideal venue to use the system as a
quantum simulator.

10.2.3

Covalent versus ionic bonding

The covalent bonding in a crystal is driven by the negative exchange energy of electrons being shared between neighbouring atoms. By contrast,
in ionic bonding the constituent ions carry different electronegativities, driving a displacement of electron density that results in bond polarization and
concomitant bonding. Cold atoms present an ideal simulator of the chemical bonding mechanisms. In particular, the experimental set-up described
previously can be extended to model bonding in dimers, with the external,
double well potential representing the atomic pseudopotential and the two
fermions representing valence electrons. We apply a magnetic field gradient
dB/dz adding a term ∆H = z to the Hamiltonian, where  = gJ µB dB/dz
and gJ is the g-factor. This gives a difference in depth between the two wells
of ∆E ' [log(2ωB VB /ωk2 )/ωB ]1/2 . This allows us to simulate a difference in
electronegativity between the bonding atoms.
On introducing tilt, the bond becomes polarised, with an increase in density
in the lower well. This lowers the net energy by ∼ ∆E 2 , conforming with
Pauli’s definition of electronegativity [294, 297], as demonstrated in Fig. 32(b).
The lowering of the energy and increasing polarization of the bond could
be detected by tunnelling atoms out of the two sides of the trap.

10.2.4

Quantum entanglement

As the experimental set-up offers a unique level of experimental control we are
well positioned to explore quantum entanglement and quantum computing. In
this section, we outline a protocol that can swap the quantum state of two
quantum bits (a SWAP operation) [298].
The qubit control protocol is shown in Fig. 32(c). Each well contains a
single atom. We use the spin state of the atom in each well as our quantum
bit.
In Fig. 32(c:i) the system is prepared in a basis state | ↑↓i in the noninteracting regime in the presence of a magnetic field gradient
gJ µB

dB
> t/ak
dz

in the Zeeman regime so that the two spins are driven in opposite directions [200]. The up-spin is thus pushed into the right-hand well, while the
down-spin is pushed into the left-hand well. When the magnetic field gradient

136

10.3 conclusion

is removed, the system will be in state |↓↑i, as shown in Fig. 32(c:ii). This
state is a superposition of the singlet and triplet state. With interactions
the system will evolve under Rabi oscillations between the singlet and triplet
states in Fig. 32(c:iii) with a Rabi period 2π/E, with E = −t2 ak /4ao, where o
is defined in expression (175). We can use these Rabi oscillations to entangle
the two qubits.
A duration of π/E corresponds to a SWAP rotation [298] into the qubit
state |↑↓i shown in Fig. 32(c:iv), and a duration 2π/E an identity rotation
into the qubit state |↓↑i shown in Fig. 32(c:vi). To detect the qubit states
in Fig. 32(c:v) and Fig. 32(c:vii) we apply a strong magnetic field gradient in
the Paschen-Back regime. This will empty the right-hand well but leave the
left well occupied since it is shielded by the central barrier. The escaped atom
carries a definite spin. The remaining atomic spin can then be measured separately following the protocol in Ref. [200] to identify the qubit state. Finally,
we note that dE/d|=0 = 0 and therefore the Rabi period is insensitive to the
controlling tilt parameter [299], making this an ideal opportunity to explore
entanglement in a flexible, clean, and stable environment.

10.3

conclusion

In this chapter, we explored the experimental possibilities offered by a double well potential. We used intuitive perturbative models underpinned by
accurate exact diagonalisation calculations which serve to place bounds on
the range of validity of the perturbative approach. We have demonstrated
how this system could be used to realise a model of the emergence of antiferromagnetic correlations that underpin the direct exchange mechanism. We
also discussed using the experimental set-up to realise a basic model of dimer
bonding, suggesting using a tilted trap to represent electronegativities. Finally, we proposed using the system for quantum information, describing how
quantum entanglement between the two wells could be used to implement a
SWAP gate.
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Part IV
R E P U L S I V E C O N TA C T I N T E R A C T I O N S

The contact interaction commonly used to model the potential arising from
the Feshbach resonance in ultracold atomic gases leads to pathological behaviour. In particular, the wavefunction diverges when any two particles coalesce. This precludes using this model interaction in quantum Monte Carlo
and many other electronic structure methods. We must therefore turn to approximate pseudopotentials, which, to date, have been constructed in an ad
hoc manner.
In the chapter that follows, we make use of the wealth of pseudopotential
knowledge taken for granted in the electronic structure community and apply
it to the contact interaction, proposing a new family of pseudopotentials that
reproduce the contact behaviour much more closely than existing approximations.
We then use the pseudopotentials in quantum Monte Carlo to study the
emergence of itinerant ferromagnetism in a Fermi gas. We predict that the
transition from a homogeneous paramagnetic gas to a partially polarised gas
is second order. We also provide numerical evidence for the emergence of
p-wave superconducting order on the border of the ferromagnetic transition.
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P S E U D O P O T E N T I A L S F O R T H E C O N TA C T
INTERACTION

Inter-particle interactions are central to our understanding of correlated phenomena. The contact potential is often used as a model interaction, particularly in ultracold atomic gases or idealised screened electrons. Despite
its widespread use, this potential displays pathological behaviour: both the
contact potential and the wavefunction diverge when two particles coalesce.
These divergences impede numerical methods, and are commonly handled by
replacing the contact potential with a pseudopotential, such as a hard sphere
or a square well potential.
Common approximations to the contact potential display incorrect variations in the scattering phase shift with incident particle energy and can harbour undesired bound states [96, 99, 100, 269, 300, 301]. In this chapter, we
turn to methods commonly used for the development of electron-ion pseudopotentials in the electronic structure community to propose a new atom-atom
pseudopotential whose scattering properties agree closely with those of the
contact interaction, while avoiding superfluous bound states. In the next
chapter, we will exploit these advantages to characterize the ferromagnetic
transition in the upper branch of the Feshbach resonance with unprecedented
accuracy and deliver the first numerical evidence for a p-wave superconducting
instability in a fermionic gas with repulsive interactions.
The contact interaction is characterized by a scattering length a that parametrizes the variation of the scattering phase shift with incident energy. As
described in section 4.3.2 and Fig. 23, the contact interaction comes in three
flavours: sufficiently deep to trap a two-body bound state (a > 0), weakly
attractive with no bound state (a < 0), and repulsive (a > 0).
Contemporary numerical simulations of both the bound state and weak
attractive interactions adopt a finite ranged square well or Pöschl-Teller interaction. These simulations have delivered crucial insights into the BEC-BCS
crossover [96, 98], Bose gases [300], and few atom physics, as described in
chapters 9 and 10. However, the finite range imbues the potential with incorrect scattering properties. While reducing the range of the potential alleviates
this, it slows numerical calculations.
The third category of contact potentials gives repulsive interactions that
drive itinerant ferromagnetism in Fermi gases [99, 100, 268], a Tonks-Girardeau
gas [300], and a Bose gas [301]. The repulsive interaction is the first excited
state of the bound state potential so both have a > 0, but in ultracold atomic
gas experiments [267] the upper branch is protected by a slow three-body
loss process. To simulate repulsive interactions the first option is to adopt a
finite-ranged attractive potential and study the first excited state [99, 100].
Studying excited states in quantum Monte Carlo (QMC) requires restricting
the trial function to be orthogonal to the lower energy states. The fixed
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node constraint used in DMC prevents collapse of the trial function into the
ground state. However, the need to guarantee orthogonality to the lower
excited states means that the trial wavefunction is often over-constrained,
leading to poor estimates of the energy. Variational estimates of excited state
energies calculated in DMC are discussed in Ref. [302]. Alternatively, one can
adopt a repulsive top-hat potential [268] with no bound state. However, this
has a finite range greater than the scattering length, resulting in an incorrect
scattering phase shift.
The difficulty of simulating repulsive interactions means that there are important open questions about fermionic gases: is the ground state of a strongly
interacting fermionic system ferromagnetic [264, 265, 268, 269, 303–306]? Is
the ferromagnetic transition first or second order? Do exotic phases emerge
around quantum criticality such as a spin spiral [268], nematic phase [305,
307, 308], and a counter-intuitive p-wave superconductor [309]? The p-wave
superconductor was suggested by perturbation theory [101, 310–314] and has
been observed in experiment [315–321], but has never been seen by numerics.
We turn to electronic structure methods to develop a pseudopotential for
the contact interaction, adapting the formalism to deal effectively with scattering states ubiquitous in Fermi gases. We then test the accuracy of the new
formalism using the exactly soluble system of two trapped atoms.

11.1

derivation of the pseudopotentials

To construct the pseudopotential we study the two-body problem: two fermions
in their centre-of-mass frame with wavevector k ≥ 0 and angular momentum
quantum number `. The Hamiltonian in atomic units (~ = m = 1) in the
centre of mass frame is,
−

∇2
k2
ψ + V (r)ψ =
ψ,
2µ
2µ

(176)

where the inter-atomic potential V is the contact potential described in 4.3
and µ = 1/2 is the reduced mass.
cont
The scattering states are ψk,`
= sin(kr − δ`cont )/kr, where
(
δ`cont

=

arctan(−ka) ` = 0
0
`>0

,

(177)

is the scattering phase shift in the angular momentum channel `. To connect to
many-body systems, we define kF = (9π/4)1/3 /rs with rs = 2, corresponding
to a Fermi wavevector typically encountered in real materials. We seek a
pseudopotential that:
1. reproduces the correct phase shifts over the range of wavevectors 0 <
k . kF , where kF is the Fermi wavevector,
2. supports no superfluous bound states to be compatible with ground
state methods,
3. is smooth and broad to accelerate numerical calculations.

144

11.1 derivation of the pseudopotentials

rc

E/(3EF/5)

2

(a)

scattering state

1

rn

0
−1

bound state

−2

2

4

14
12
10
8
6
4 Troullier
2 UTP
0
0
0.5

kF r

6

8

1.0
kF r

1.5

UTP
Troullier

re

0

e
ph

d

s

ha
r

0

con

0.2

tac

t

ψ

2.0
(c)

0.6
0.4

10
(b)

soft sphere

hard sphere

V /(3EF/5)

0

0.5

1.0
kF r

rc 1.5

2.0

Figure 34. (a) Bound state and scattering wavefunctions for contact interactions
at kF a = 0.5, offset by their respective eigenvalues. The bare potential (represented by the gray area) is strongly attractive attractive and
harbours a single bound state. The scattering states incident on the potential incur a positive phase shift with respect to the non-interacting
scattering wavefunction (dotted line). rn denotes the first node of the
scattering wavefunction and rc denotes the first anti-node, which we use
as the cutoff radius when constructing pseudopotentials, as described
in Sec. 11.1.
(b) The pseudopotentials at kF a = 1/2 on the repulsive branch. The
potential labelled “Troullier” denotes the pseudopotential derived using
the Troullier-Martins formalism, while the line labelled “UTP” denotes
the pseudopotential derived using the UTP formalism.
(c) The wavefunctions for the relative motion of two particles interacting
with a contact potential, the hard sphere potential, Troullier-Martins
pseudopotential, and UTP, at k = kF .
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Figure 35. The errors in phase shifts for the repulsive branch at kF a = 1/2. δ0cont
is the s-wave scattering phase shift for the contact interaction and δ0PP
is the scattering phase shift for each of the pseudopotentials. The
Troullier-Martins formalism is approximately two orders of magnitude
more accurate than the hard and soft-sphere pseudopotentials commonly used as approximations to the contact interaction. The UTP
formalism offers an additional factor of 2 improvement.

11.1.1

Repulsive branch

We first focus on developing a pseudopotential for the repulsive branch of the
contact interaction. This branch offers a particular challenge: the repulsive
potential arises from the combined effect of an underlying attractive potential
and the need to maintain orthogonality to the state bound in this potential,
as shown in Fig. 34(a).
We describe four families of pseudopotentials: hard sphere, soft sphere (top
hat), the Troullier-Martins form of norm-conserving pseudopotentials [154,
156] and a norm-conserving pseudopotential that aims to minimize the error
in scattering properties over all wavevectors occupied in the Fermi gas.
The usual approach [99, 268] to the construction of pseudopotentials for
the contact interaction starts from the low energy expansion for the s-wave
scattering phase shift,
cot δ0 = −

1
1
+ kreff + O(k 3 ) ,
ka 2

(178)

where reff is the “effective range” of the potential. For a contact potential, reff
and all higher order terms are zero. Perhaps the simplest pseudopotential is
a hard sphere potential with radius a. This reproduces the correct scattering
length a, thus delivering the correct phase shift for k = 0. However, the
hard sphere has an effective range reff = 2a/3. Fig. 35 shows that this causes
significant deviations in scattering power for k > 0.
To improve the scattering phase shift, Ref. [268] adopted a soft sphere
potential: V (r) = V0 Θ(r − R), with V0 and R chosen to reproduce the
correct scattering length a = R(1 − tanh γ/γ) and effective range reff =
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√
γ−γ(3+γ 2 )
R[1 + 3 tanh
3γ(γ−tanh γ)2 ] = 0, where γ = R 2µV0 . The first two terms in the
low energy expansion of the phase shift are now correct, leading to a small
reduction in phase shift error in Fig. 35.
The two potentials considered so far display incorrect behaviour for larger
wavevectors due to the focus on reproducing the correct k = 0 scattering
behaviour. To improve the accuracy we turn to the Troullier-Martins [156] formalism developed for constructing attractive electron-ion pseudopotentials [154,
159, 162, 164, 165, 167]. We briefly described this formalism in section 2.10.
These pseudopotentials reproduce both the correct phase shift and its derivative with respect to energy at a prescribed calibration energy (when constructing an electron-ion pseudopotential, this is the bound state energy in
an isolated atom).
The Troullier-Martins construction of norm-conserving pseudopotential applies readily to the construction of a pseudopotential for the contact interaction: we choose a calibration energy and a cutoff length and construct the
pseudo-wavefunction at this energy by demanding the norm conservation condition and several continuity conditions at the cutoff be satisfied. We then
invert the Schrödinger equation to obtain the s-wave component of the pseudopotential. The exact formalism for the contact interaction is detailed in
appendix G.
The Troullier-Martins pseudopotential depends on the choice of two parameters:
calibration energy The pseudopotential will have the same scattering properties as the contact potential at the calibration energy. For
electron-ion pseudopotentials, the bound state energy in an isolated ion
is a natural choice of energy. There is no such obvious choice for scattering states, since particles incident on the potential can have any energy
between 0 and EF . We choose 3/5EF , corresponding to the median energy. The potential is relatively insensitive to the choice of calibration
energy.
cutoff radius The Troullier-Martins pseudo-wavefunction has no nodes
inside the cutoff radius. We can therefore tune the cutoff radius to eliminate the bound state. By choosing a radius rc > rn , where rn is the
position of the first node in the wavefunction, we construct a pseudopotential that does not have a bound state, as shown in Fig. 34(b). We
propose choosing the first anti-node of the wavefunction at the calibration energy as the cutoff.
By calibrating at the median incident scattering energy E = 3/5EF , we
reduce the errors in the scattering phase shift over a broad range of wavevectors. This delivers the pseudopotential shown in Fig. 34(b) that is smooth,
leading to improved numerical stability and efficiency. Fig. 35 demonstrates
that this potential is exact at the calibration wavevector k = kF and delivers
a hundred-fold decrease in phase shift error across all wavevectors.
As an alternative to the Troullier-Martins formalism, we have also studied
a pseudopotential constructed by minimizing the error in phase shifts over
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the wavevectors occupied in a Fermi gas. We expose the derivation of this
pseudopotential in what follows, referring to it as an “ultratransferable pseudopotential” (UTP).
We construct a pseudopotential that is identical to the contact potential
outside of a cutoff radius rc , but with a polynomial functional form inside the
cutoff,

"
#
Nv

2
 X

 i


1
r
r
r

v 1 2 + rc +
r ≤ rc
1− rc
v i rc
V (r)
=
,
(179)
i=2

EF

0
r>r
c

with Nv = 9. As with the norm-conserving pseudopotential, we choose a
cutoff radius that corresponds to the first anti-node of the true wavefunction,
guaranteeing the absence of a bound state.
To calculate the coefficients {vi }, we minimise the average error in phase
shift over all wavevectors between 0 and kF ,
h(δ`PP

−

δ`cont )2 i

2
R kF PP
δ` (k) − δ`cont (k) k 2 dk
0
=
.
kF3 /3

(180)

PP
We calculate the scattering solution ψk,`
(r) of the pseudopotential numerPP
ically to determine the phase shift δ` (k). As demonstrated in Fig. 35, this
potential delivers an error in δ0 of less than 10−3 for all energies 0 ≤ E ≤ EF
found in a Fermi gas, corresponding to an improvement of two orders of magnitude over previously used pseudopotentials, and an approximate two-fold
improvement over the Troullier-Martins pseudopotential.

11.1.2

Attractive branch

We can use a similar procedure to derive either Troullier-Martins or ultratransferable pseudopotentials for the attractive branch a < 0. The main difference
lies in the choice of cutoff: for the repulsive branch, the cutoff had to fall
beyond the first node of the relative wavefunction, while for the attractive
branch, there is no lower bound on the cutoff.
The smaller the cutoff, the closer the scattering properties of the pseudopotential to those of the contact potential. However, reducing the cutoff will
come at the cost of computational efficiency. For example, in Monte Carlo
simulations, we show in appendix A.6 that the sampling efficiency is approximately proportional to rc3 .
In Fig. 36(a) we adopt a cutoff rc = 1/2kF , and compare to the square
√
3
well potential with cutoff rc = 0.01 3π 2 /kF in Ref. [96]. Both the TroullierMartins pseudopotential and the ultratransferable pseudopotential have an
average error approximately 10 times smaller than the square well potential,
but their larger cutoff allows them to be sampled 4,000 times more efficiently.
Reducing the cutoff used for the Troullier-Martins pseudopotential or the
ultratransferable pseudopotentials would increase their accuracy further, at
the cost of a reduction in efficiency. In Fig. 36(b), we compare the accuracy
of the pseudopotentials as a function of cutoff. Both the Troullier-Martins
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and the ultratransferable formalisms result in pseudopotentials that converge
to the contact interaction considerably faster than the square well potential.

11.1.3

Bound state

To construct a pseudopotential for the bound state (corresponding to a > 0),
we follow the Troullier-Martins prescription [156]. Unlike the repulsive and
attractive branches described above, all particles in the bound state have approximately the same energy E = −1/2a2 , with particles existing as tightly
bound dimers. This situation is very similar to that of a valence electron
orbiting an ion core. The norm-conserving formalism therefore lends itself
extremely well to the construction of a pseudopotential for this branch. We
calibrate the Troullier-Martins pseudopotential at the (total) binding energy
E = −1/a2 . The cutoff is constructed in the same manner as for the attractive branch, delivering a similar improvement in efficiency. We note that
the UTP formalism does not apply for this branch, since all particles have
approximately the same energy, and hence the same value of k.

11.1.4

Non-local pseudopotentials

The pseudopotentials constructed will have finite scattering amplitude in the
p-wave and higher angular momentum channels. The contact potential, by
contrast, scatters only in the s-wave channel |si. This can be solved by using
a non-local pseudopotential V̂ = |siV (r)hs|, where hr|si = Y00 (r), with the
spherical harmonic Y00 centred on either of the interacting particles [157, 170].
This potential only acts on the s-wave component of the relative wavefunction.
Additional accuracy could also be gained by using different projectors for different energy ranges [172, 173]. Non-local pseudopotentials have been used
with success to describe electron-ion interactions in leading numerical techniques, as described in section 2.10.3. The formalism necessary to implement
the projectors is therefore already in place.

11.2

atoms in a trap

We have developed a pseudopotential that delivers the correct scattering phase
shift for an isolated system. To test the pseudopotential we turn to an experimentally realizable configuration [200, 247]: two atoms in a spherical harmonic
√
trap with frequency ω and characteristic length d = 1/ ω. For all three types
of interaction shown in Fig. 37(d) this system has an analytical solution [252],
described in section 8.3, that we can benchmark against. Moreover, the exact solution extends to excited states, allowing us to test the performance
of the pseudopotential across a wide range of energy levels to provide a firm
foundation from which to study the many-body system.
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Figure 36. (a) Errors in phase shift for the attractive branch at kF a = 1/2 for different pseudopotentials. The Troullier Martins formalism yields phase
shifts that are ten times closer to those of the contact interaction than
the square well approximation. For all pseudopotentials described here,
the quality of the potential depends on the choice of spatial cutoff. The
Troullier-Martins and UTP were constructed with cutoff rc = (1/2)kF .
By contrast, the square well potential was constructed wth rc ' 0.03kF .
(b) Convergence of the phase shifts with decreasing pseudopotential radius for kF a = −1/2. As the cutoff is reduced, we expect pseudopotentials for the attractive branch to converge to the contact potential.
We observe that both norm-conserving pseudopotentials and the UTP
pseudopotential converge significantly faster than the square well potential. To achieve the same level of accuracy with a norm-conserving
pseudopotential as with a square well potential, one can afford to use
a potential with cutoff ∼ 100 times larger, leading to a million-fold
improvement in efficiency.
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Figure 37. (a) The band diagram for two atoms in a harmonic trap, calculated
following Ref. [252].
(b) Mean squared error in total energy for repulsive interactions for
two atoms in a harmonic trap, for all bands below Emax (solid lines).
UTP denotes the ultratransferable pseudopotential. The dashed line
denotes the error in the ground state energy with the ultratransferable
pseudopotential. The labels −d/a and −1/kmax a describe the x-axis,
which can be interpreted as either a change in trap size for constant
interaction strength (varying d/a where d = 1/ω) or a change in interaction strength for a constant trap size (varying 1/kmax a, where
√
kmax = Emax . The horizontal solid black line shows a typical manybody accuracy goal of 0.01%.
(c) The pseudopotential error for attractive interactions (kF a < 0).
(d) The pseudopotential error in the bound state energy.
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11.2.1

Ground state

We first compare the pseudopotential estimates of the ground state energy to
the exact analytical solution [252]. For the repulsive and attractive branches
the hard/soft sphere potentials deliver ∼ 1% error in the energy, whilst
both the Troullier-Martins and ultratransferable pseudopotentials (shown in
Fig. 37(b,c)) are significantly more accurate with a ∼ 0.01% error. For the
attractive branch, we could have created more accurate pseudopotentials by
decreasing the cutoff rc , as we showed in Fig. 36(b). We choose rc = 1/2kF .
Finally we examine the bound state energy in Fig. 37(d). Both the square well
and Troullier-Martins formalism give the exact ground state energy for two
atoms in isolation. However, the trapping potential introduces inhomogeneity,
so the square well potential gives a ∼ 10% error in the ground state energy,
whereas the Troullier-Martins pseudopotential gives a ∼ 0.01% error. This
affirms the benefits of using a pseudopotential that is robust against changes
in the local environment. The success of the Troullier-Martins and ultratransferable formalism at describing the ground state is all the more significant
considering these pseudopotentials aim to describe the correct scattering properties over a range of energies. We would therefore expect them to perform
even better when modelling the excited states of the trap.

11.2.2

Excited states

We now turn to examine the predictions for the excited states in the repulsive
and attractive branches. Due to the shell structure, the excited states of a
few-body system are related to the ground state of a many-body system [322],
allowing us to probe the performance expected from the pseudopotential in
a many-body setting. We consider states up to a maximum energy Emax =
7.5~ω, corresponding to 112 non-interacting atoms in the trap. In Fig. 37(b,c)
the Troullier-Martins pseudopotential has a mean squared error averaged over
all bands below Emax that is between 10 and 100 times lower than existing
pseudopotentials. The ultratransferable pseudopotential is a further factor
of 2 more accurate. Additionally, when modelling the attractive branch, the
Troullier-Martins and the ultratransferable formalism are 4,000 times more
efficient, due to their larger cutoffs.

11.3

discussion

We have developed a high fidelity pseudopotential for the contact interaction.
The pseudopotential is ultratransferable, delivering accurate scattering properties over all wavevectors 0 ≤ k ≤ 2kF in a Fermi gas and its smoothness
accelerates computation.
The performance and portability of the pseudopotential makes it widely applicable across first principles methods including VMC, DMC, coupled cluster
theory, and configuration interaction. The formalism developed can also be
applied more widely in scattering problems in condensed matter to generate
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pseudopotentials, including ones for the repulsive Coulomb interaction or the
dipolar interaction.
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12

UPPER BRANCH OF THE FESHBACH RESONANCE

In the previous chapter, we demonstrated that norm-conserving pseudopotentials could be adapted to construct accurate inter-particle potentials for
contact interactions.
Equipped with these high-fidelity pseudopotentials, we calculate the phase
diagram for the upper branch of the Feshbach resonance, looking in particular
at the emergence of itinerant ferromagnetism. We will also provide tentative
numerical evidence for the emergence of p-wave superconducting order on the
border of the phase transition.

12.1

itinerant ferromagnetism

Itinerant ferromagnetism was originally proposed by Stoner as a model for
magnetism in metals with nearly free electrons [182]. Metals with delocalised
d-electrons such as iron and nickel are thought to display itinerant ferromagnetism [323, 324].
In the Stoner model, magnetic order arises from the competition between exchange energy and kinetic energy. Quantum liquids with high spin-polarisation
have lower exchange energy, while unpolarised quantum liquids have lower
Fermi wavevector and hence lower kinetic energy. For sufficiently strong interactions, a Fermi gas is therefore expected to undergo a ferromagnetic phase
transition, with a concomitant increase in kinetic energy. We described the
emergence of ferromagnetic order for homogeneous Coulomb liquids in section 3.3. In this chapter, we will concentrate on quantum gases with contact
interactions.
Mean-field calculations for homogeneous gases interacting with a contact
potential predict a ferromagnetic transition at kF a = π/2, where a is the
s-wave scattering length and kF = (3π 2 n)1/3 is the Fermi wavevector for an
unpolarised gas with n = n↑ + n↓ . A fluctuation corrected extension to the
mean-field calculation yields a transition at kF a = 1.054 [264]. More recent
quantum Monte Carlo calculations [99, 269] have placed the transition at
kF a ∼ 0.8. However, these calculations used pseudopotentials whose scattering properties differ markedly from those of the contact potential. The
calculations were also performed for relatively small particle numbers, and it
is unclear to what extent the results reflect the thermodynamic limit.
The nature of the ferromagnetic transition is also still in question. Meanfield calculations suggest a second order phase transition, while quantum
Monte Carlo calculations disagree, with some predicting a second order transition [99] and others a weak first order transition, with a magnetisation of
0.3(1) at the onset of magnetism [269].
In this chapter, we use the high-fidelity pseudopotentials we have developed,
as well as a rigorous analysis of finite size effects, to investigate the ferromag-
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Figure 38. The magnetic phase diagram and emergence of p-wave superconducting
order. The solid red line shows the p-wave order parameter for a Fermi
gas in its ground state polarisation. The dashed red line shows the
p-wave order parameter for an unpolarised Fermi gas.

netic transition. Our main results are summarized in Fig. 38. In particular,
we predict a second order phase transition at kF a = 0.686(1). We will also
investigate the presence of p-wave superconducting correlations on the border
of the quantum phase transition. The p-wave superconducting instability is
enhanced by partial polarisation and suppressed as the system becomes fully
polarised, as predicted by theory [101].

12.2
12.2.1

formalism
Quantum Monte Carlo

We use fixed-node diffusion Monte Carlo (DMC) [143] implemented in the
casino code [52], with a trial wavefunction Ψ = eJ D↑ D↓ , where Dα denotes
a Slater determinant of Nα plane waves. The Jastrow factor is taken to be
J=

X

j6=i
α,β∈{↑,↓}

|ri −rj |
1−
Luαβ

!2
uαβ (|ri −rj |) Θ(Luαβ − |ri − rj |) ,

(181)

where uαβ is a polynomial whose parameters we optimize in a variational
Monte Carlo (VMC) calculation and Luαβ is a cutoff length [108]. We model
spin polarized systems by performing calculations for N↑ ∈ {147, 123, 81}
and N↓ ∈ {147, 123, 93, 81, 57, 33, 27, 19, 7, 1} that correspond to filled shells.
Using filled shells guarantees that the trial wavefunction is an eigenstate of the
spatial symmetry operators of the cubic lattice with zero angular momentum.
We use a backflow transformation [100, 130] in the construction of the
orbitals that enter the Slater determinant, with the replacement
X
αβ
riσ → riσ +
(ri − rj ) ηij
(|ri − rj |) ,
(182)
j6=i
α,β∈{↑,↓}
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Figure 39. Energy as a function of polarisation for systems with N ↑ = 81. The
number of down-spin electrons is varied to control the polarisation.
The dots indicate DMC calculations (the error bars are smaller than
the dots), and the lines joining the points are the phenomenological
expansion presented in eq. (184).

where
αβ
ηij
(r) =

r
1− η
Lαβ

!2
Θ(Lηαβ − r) pαβ (r) ,

(183)

where pαβ is a polynomial whose parameters are optimized in VMC, and Lηαβ
is a cutoff length, which we also optimize. We reduce finite size effects by
twist averaging [325–327] and correct the non-interacting kinetic energy of
the finite sized system with that of the corresponding infinite system [99].

12.2.2

Polarisation curves

For a given number of up-spin particles N ↑ and interaction strength kF a, we
run DMC calculations for all N ↓ ≤ N ↑ . We can then fit the phenomenological
expansion of the magnetisation,
10

X
E(0)
E(M )
=
+
vi M 2i ,
3EF /5
3EF /5 i=1

(184)

where M = 2N ↑ /(N ↑ + N ↓ ) − 1 is the magnetization, 3EF /5 is the median
energy per particle in the unpolarised non-interacting system, EF is the Fermi
energy for the unpolarised non-interacting system in the thermodynamic limit,
and {vi } are the fit parameters. We present results for systems with N ↑ = 81
in Fig. 39. Since the energies are corrected by the non-interacting energy of
the corresponding infinite system, E(1) is known exactly, and we constrain the
fit to account for this. The system will adopt the polarisation that minimizes
E(M ). We use a re-sampling method to obtain confidence intervals on the
parameters.
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Figure 40. Magnetisation of the ground state as a function of interaction strength,
for a system with N ↑ = 81, for two different types of inter-particle interaction.
The zero-range top hat interaction (green) is significantly too hard,
predicting a transition at kF a = 0.627(1). The norm-conserving pseudopotential predicts a transition at kF a = 0.686(1).

12.2.3

Effect of the pseudopotential

We use the Troullier-Martins form of norm-conserving pseudopotential to represent interactions. This pseudopotential displays accurate scattering properties for all collisions with incident energy between 0 and the Fermi energy. We
therefore expect a considerable reduction in pseudopotential error compared
to other common approximations to the contact potential.
Fig. 40 shows that the norm-conserving pseudopotential predicts a transition at kF a = 0.686(1), whereas the zero-range top-hat potential used in [269]
predicts a transition at kF a = 0.627(1). This discrepancy underscores the
importance of using an interaction with the correct scattering properties for
all wavevectors, not just around k = 0.
Additionally, the norm-conserving pseudopotential leads to much smoother
local energies around the ground state. For instance, for a system N ↑ =
N ↓ = 81 and kF a = 0.7, we find that the variance of the local energy with the
pseudopotential interaction is 3.06(2)kF4 (with kF measured for the equivalent
non-interacting system). For the same system, but with a top hat interaction,
the variance of the local energy is 65.5(1)kF4 . The precision of a quantum
p
Monte Carlo calculation is proportional to var(EL )/M , where var(EL ) is
the variance of the local energy and M is the number of configurations, as
described in section 2.9.2.1. To get the same accuracy, we must therefore
accumulate 21 times more samples when using the top-hat interaction, than
when using the norm-conserving pseudopotential.
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12.2.4

Finite size effects

Quantum Monte Carlo calculations are performed on finite systems, subject
to periodic boundary conditions. We are, however, interested in the thermodynamic limit, corresponding to a large number of particles. By using twist
averaging and correcting the kinetic energy for a given polarisation by that
of the corresponding infinite system, we can remove a substantial fraction of
the shell effects. We use 10,000 twist angles, which we find is sufficient for
the N ↑ = 81, N ↓ = 1 system, the smallest system of interest. To average over
twist angles, we use a control variate method [60]1 .
By running calculations for different system sizes, N ↑ ∈ {81, 123, 147}, we
can investigate how rapidly quantities of interest converge to the infinite system limit.
While we find that absolute values of the energy converge slowly with system
size, energy differences tend to the thermodynamic limit considerably faster.
In Fig. 41, we show that the ground state magnetisations predicted by DMC
on systems with N ↑ = 81, N ↑ = 123 and N ↑ = 147 are identical, within
stochastic error, for all values of kF a.
12.3

ferromagnetic transition

In the previous sections, we demonstrated the importance of having a pseudopotential that recovers the scattering properties of the contact interaction
accurately for all wavevectors below the Fermi wavevector. We also demonstrated that, for systems with N ↑ = 147 , the dependence of energy on magnetisation is converged with respect to system size within the stochastic error
inherent in diffusion Monte Carlo. Having established a robust formalism, we
now study the ferromagnetic transition.

12.3.1

Nature of the ferromagnetic transition

We assume that, near the phase transition, the energy can be expanded as a
polynomial in M 2 , where M is the magnetisation. We consider only terms up
to M 6 , since these will dominate the behaviour of the energy at low magnetisations,
E(M )
E(0)
=
+ v2 M 2 + v 4 M 4 + v6 M 6 .
(185)
3EF /5
3EF /5
We calculate the values of E(0), v2 , v4 and v6 from the energies predicted
by DMC calculations for systems with N ↑ = 147 and N ↓ ∈ {147, 123, 93, 81},
corresponding to magnetisations between 0 and 0.29.
We consider the following two scenarios:
1. The transition is a first-order phase transition. The ground state will
√
be ferromagnetic when v4 < −2 v6 v2 , and we observe a finite jump in
√
magnetisation at the phase transition, corresponding to v4 = 2 v6 v2 .
1 We use a computer program provided by P. López Ríos to perform the averaging over twist
angles using a control variate.
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Figure 41. (top) Magnetisation of the ground state for increasing inter-atomic potential for systems with N ↑ = 81, N ↑ = 123 and N ↑ = 147. On this
scale, the three lines are virtually indistinguishable.
(top) Magnetisation for systems with N ↑ = 123 and N ↑ = 147, relative
to the N ↑ = 81 system. The close agreement between the results for
these three systems indicates that we are well-converged with system
size.
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Figure 42. Coefficients in the phenomenological expansion of the energy E(M ) =
E(0) + v2 M 2 + v4 M 4 + v6 M 6 .
√
The line labelled v4 + 2 v2 v6 determines whether a first order phase
transition occurs. We can infer that there is no first order transition
since this quantity is always greater than zero.
The second order transition occurs at v2 = 0.

2. The transition is second order. In this case, the transition occurs when
v2 = 0.
√
In Fig. 42, we show that v4 > 2 v6 v2 for all values of kF a. This implies
that there is never a first order transition. We also show that the second-order
transition occurs at 0.686 ≤ kF a ≤ 0.687. This value is somewhat lower than
previous estimates of kF a ' 0.8 [99].
We note that we have only considered uniform magnetisations. By allowing
for spinor wavefunctions with different spatial components in each spin channel, we might recover a slightly different transition. In particular, it has been
suggested that the gas might form a spiral phase [308] or a nematic phase [307].
These phases, if present, would compete with the partially polarised phase and
delay the onset of ferromagnetism.

12.3.2

Uniform phase diagram

Having ascertained the nature of the quantum phase transition, we can now
construct the full phase diagram for the uniform system. We find that the
system becomes fully polarised at kF a = 0.82(1). We show the full diagram
in Fig. 38.

12.4

p-wave superconducting order

p-wave superconductivity can be understood by considering two up-spin electrons in a fermionic gas with repulsive interactions, each surrounded by a fluctuating magnetic polarization cloud. As the electrons coalesce the magnetic
fluctuations (that drove the ferromagnetic transition) reinforce to create an
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Figure 44. Spherically averaged same-spin pair correlation function at three different interaction strengths, relative to the non-interacting system. The
vertical dashed line denotes the average inter-particle distance.
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effective attractive interaction, inducing p-wave superconducting order [321,
328]. The p-wave superconducting state has been observed in experiments on
ferromagnetic superconductors [315–321], and has been modelled by a contact
interaction in perturbation theory [101, 310–314], but has never been observed
in numerics. Equipped with a pseudopotential that reproduces the contact
interaction with high fidelity and whose broad profile leads to improved efficiency, we search for p-wave superconducting order.
The p-wave superconducting order is defined by the order parameter ∆k =
P
0
0
k0 Vkk hck↑ c−k↑ i, where Vkk = g is the interaction between spins. The
superconducting order parameter must be recast into an operator in the position representation and projected onto the p-wave channel. Effecting this
transformation results in the projection of the off-diagonal long-range order in
the two-body reduced density matrix onto the p-wave channel [98, 133, 329],

h|∆p |2 i = −

(4πkF a)2
lim
81Ω2 R

ZZ

→∞

r·r0 hc†r c†−r cR+r0 cR−r0 i dr dr0 ,
2

2

2

(186)

2

where Ω is the simulation cell volume. The expectation value is zero for the
Slater determinant trial wavefunction D↑ D↓ with no electron-electron correlations. The inclusion of a Jastrow factor in the trial function allows for
same-spin correlation, giving it the variational freedom to exhibit a superconducting instability.
We first neglect any underlying polarisation and measure the order parameter of the unpolarised systems with N ↑ = N ↓ ∈ {33, 57, 81}. Fig. 43 shows
that the results obtained with N ↑ = 81 are approximately converged to the
thermodynamic limit, giving the first numerical evidence of p-wave superconductivity. The order parameter grows exponentially with interaction strength
through the paramagnetic regime, as predicted by theory [101].
The underlying Fermi gas becomes polarised at kF a = 0.686(1). The introduction of polarisation has been postulated to enhance the density of states for
the magnetic fluctuations that drive the p-wave pairing [101]. To account for
the effect of polarisation, we perform DMC simulations at the polarisation of
the underlying Fermi gas. Fig. 43 shows that the p-wave order parameter is enhanced in the partially polarised phase in the range 0.686(1) ≤ kF a ≤ 0.72(1).
The magnetic fluctuations are suppressed as the gas becomes fully polarised,
driving the p-wave superconducting order to zero.
p-wave pairing arises from the attraction of same-spin particles. To visualise this attraction, we can study the same-spin spherically-averaged paircorrelation function (PCF), g ↑↑ (|r − r0 |). This measures the probability of
finding an up-spin particle at r given another up-spin particle at r0 , as described in section 2.6.2. We plot the PCF in Fig. 44. The PCF is enhanced
relative to the non-interacting system for distances r ∼ rs , where rs is the
mean inter-particle distance. This demonstrates that up-spin particles are
forced together by the surrounding down-spin particles. The PCF at r ∼ rs
increases rapidly with interaction strength.
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12.5

discussion

In this chapter, we applied the high-fidelity pseudopotentials developed previously to the upper branch of the Feshbach resonance. The new pseudopotential gives results which differ significantly from potentials used previously,
demonstrating the importance reproducing the correct scattering properties
for all wavevectors present in a Fermi gas.
We have characterized the ferromagnetic transition with unprecedented accuracy, giving results valid at the thermodynamic limit. Additionally, we have
provided the first numerical evidence for the emergence of triplet pairing in a
repulsive Fermi gas.
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CONCLUSION AND OUTLOOK

In 1965, Gordon Moore formulated the heuristic that computer processing
power would double every two years. Advances in computer hardware have
been phenomenal, and yet, in the field of atomistic modelling, their impact
has been dwarfed by improvements in algorithms and methods. Stochastic
full configuration interaction methods, for instance, allow essentially exact
quantum mechanical calculations for systems of up to 50 particles, a feat
that would have seemed all but impossible ten years ago, even forecasting
a dramatic improvement in hardware. The development and extension of
existing algorithms, which has been the main focus of this work, will continue
to be relevant, despite the inevitable increase in computer power.
Often, the inspiration for improvements in electronic structure methods
comes from other branches of physics. Coupled cluster methods, for instance,
were largely inspired by tools commonly used in nuclear physics. Much of
this thesis has involved applying knowledge gleaned from electronic structure
methods to strongly correlated systems. This suggests that scientific collaboration between electronic structure researchers and their more theoretical
counterparts has the potential to be extremely fruitful, if the language barrier
can be overcome.
This thesis is more of a patchwork of loosely connected research projects
than a single, unified corpus. Finding common threads is therefore challenging.
Nevertheless, underlying every chapter is the importance of applying existing
ideas to different fields, such as the BCS wavefunction to quantum Monte
Carlo, or electron-electron pseudopotentials to Fermi gases. In an increasingly
connected world, where knowledge is ever more accessible, one can hope that
this cross-fertilization will become increasingly common.
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A

P R O O F S , D E R I VAT I O N S A N D M AT H E M AT I C A L
INTERLUDES

a.1

equivalence of fokker-planck and schrödinger equations

We demonstrate the equivalence of the Fokker-Planck equation and the imaginary time Schrödinger equation:
−

∂Φ
1
= − ∇2 Φ + V Φ ,
∂τ
2

(187)

where Φ = Φ(R, τ ), the wavefunction, is a function of all the positions of the
particles R at imaginary time τ , and the Laplacian ∇2 = ∂ 2 /∂ 2 R acts on all
components of the vector R. We take V to be a local operator V = V (R).
We omit the function arguments (R, τ ) for the sake of clarity.
We multiply (187) by the trial wavefunction ΨT (R) and take advantage of
the fact that ΨT (R) is independent of τ :
−

1
∂f
= − ΨT ∇2 Φ + V ΦΨT ,
∂τ
2

(188)

where f (R, τ ) = ΨT (R)Φ(R, τ ). We expand ΨT ∇2 Φ using the product rule:
ΨT ∇2 Φ = ∇2 f − Φ∇2 ΨT − 2(∇ΨT ) · (∇Φ) .

(189)

We can simplify this by noting that:
Φ∇2 ΨT + (∇ΨT ) · (∇Φ) =
Φ∇2 ΨT −

Φ
Φ
(∇Ψ)2 + (∇ΨT ) · (∇Φ) + (∇Ψ)2 , (190)
Ψ
Ψ

and
Φ
∇ΨT
|∇Ψ|2 = (ΦΨT )∇ ·
= f∇ · v ,
ΨT
ΨT
Φ
∇ΨT
∇ΨT · ∇Φ +
|∇Ψ|2 =
· ∇(ΨT Φ) = v · ∇f ,
ΨT
ΨT
Φ∇2 ΨT −

where v(R) = ∇ΨT (R)/ΨT (R). Inserting these into (190),
Φ∇2 ΨT + (∇ΨT ) · (∇Φ) = ∇ · [f v] ,

(191)

ΨT ∇2 Φ = ∇2 f − 2∇ · [f v] − Φ∇2 ΨT .

(192)

eq. (189) becomes:

Substituting this into (188):
1
∂f
= − ∇2 f + ∇ · [f v] + Φ(∇2 + V )ΨT ,
∂τ
2
∂f
1
−
= − ∇2 f + ∇ · [f v] + EL f ,
∂τ
2

−

(193)
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where EL (R) = ĤΨT (R)/ΨT (R) is the local energy of the trial wavefunction. It is convenient to introduce a constant energy offset ET to control the
population of walkers in DMC calculations. Effecting this change, we have:
−
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∂f
1
= − ∇2 f + ∇ · [f v] + (EL − ET )f .
∂τ
2

(194)

A.2 equivalence of the bcs and agp wavefunctions

a.2

equivalence of the bcs and agp wavefunctions

We demonstrate that the projection of the BCS wavefunction,
Y
↓†
ΨBCS = ( uk + vk c↑†
k c−k )|vaci ,

(195)

k

onto a Hilbert space with fixed particle number is equivalent to the antisymmetrized geminal power (AGP) wavefunction with diagonal coefficient matrix,

N

ΨAGP = Φ† |vaci ,
X
↓†
Φ† =
gk c↑†
k c−k ,

(196)

k

where gk = vk /uk . The exposition is based on [221].
We can expand the product term in ΨBCS as:
Y
k

Y
X vq
↓†
↓†
uk + vk c↑†
uk ) (1 +
c↑†
q c−q +
k c−k = (
u
q
q
k
X vq vp
↓† ↑† ↓†
c↑†
q c−q cp c−p + . . .) . (197)
u
u
q p
qp

P v
↓†
We define the pair creation operator Φ† = k uqq c↑†
q c−q . Then, the product
term becomes:
Y
Y
↓†
uk + vk c↑†
c
=
(
uk ) (1 + Φ† + (Φ† )2 + . . .) .
(198)
k −k
k

k

Q

The pre-factor k uk is just a constant that depends on normalisation. We
may safely ignore it. The N -th term in the sum (Φ† )N creates a state with N
up-spin fermions and N down-spin fermions. Projecting onto a Hilbert space
corresponding to that many particles will just select out that term in the sum,
up to an unimportant normalisation constant.
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a.3

weights of slater determinants in the agp wavefunction

In this section, we demonstrate that, for a system with N ↑ = N ↓ = N
particles, the weight of a Slater determinant Dα with up-spin orbitals in {α↑ }
and down-spin orbitals in {α↓ } is,
gα↑ α↓

gα↑ α↓

···

gα↑ α↓

gα↑ α↓
2 1
..
.
gα↑ α↓

gα↑ α↓
2 2
..
.
gα↑ ,α↓

···

gα↑ α↓
2 N
..
.
gα↑ ,α↓

1

hDα |ΨAGP i =

1

N

1

1

2

1

···

2

N

N

N

,

(199)

N

where g is the matrix of coefficients in the pair creation operator.
We start by considering a system with two up-spin particles and two downspin particles, before generalising to an arbitrary unpolarised system.
The pair creation operator is,
X
↓†
Φ† =
gij c↑†
(200)
i cm ,
i,m∈O

where O denotes the set of orbitals. For N = 2, the wavefunction is,
2

ΨAGP = Φ† |vaci
XX
↑† ↓† ↓†
=
gij gmn c↑†
i cj cm cn |vaci
ij

mn

=

XX

=

XX

↑† ↓† ↓†
(gij gmn − gin gmj ) c↑†
i cj cm cn |vaci

i<j m<n

i<j m<n

gij
gmj

gin
gmn

↑† ↓† ↓†
c↑†
i cj cm cn |vaci .

(201)

↑† ↓† ↓†
For N = 2, the weight of configuration c↑†
i cj cm cn |vaci in the AGP wavefunction is therefore,
↑† ↓† ↓†
hΨAGP |c↑†
i cj cm cn |vaci =

gij
gmj

gin
gmn

.

(202)

We now generalize this argument to a system with N ↑ = N ↓ = N electrons.
The pair creation operator remains as outlined in eq. (200). The wavefunction
is,
N

ΨAGP = Φ† |vaci
=

N
N
X Y
Y

↓†
gij c↑†
i cj |vaci ,

(203)

P ↑ ,P ↓ i∈P ↑ j∈P ↓

where the sum runs over all permutations P ↑ of up-spin orbitals and P ↓ of
down-spin orbitals in the set of orbitals O. We can replace the sums over
permutations by a sum over combinations of up-spin orbitals in {α↑ } and
down-spin orbitals in {α↓ },
XX
XX
→
Ŝ ↑ Ŝ ↓ ,
(204)
P↑ P↓
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PN
where Ŝ =
P ∈SN P̂ is the symmetrization operator, which generates the
sum of all permutations of its argument. For a particular set of combinations
of orbitals α↑ , α↓ , we have,


N
N
N
N
N
N
Y
 Y
Y
Y
Y
Y
↑† ↓†
↓†
↓ ↑
Ŝ Ŝ
gij ci cj = Â
gij
c↑†
i cj


↑
↑
↓
↓
↑
↓
i∈α j∈α

i∈α j∈α

gα↑ α↓

gα↑ α↓

···

gα↑ α↓

gα↑ α↓
2 1
..
.
gα↑ α↓

gα↑ α↓
2 2
..
.
gα↑ ,α↓

···

gα↑ α↓
2 N
..
.
gα↑ ,α↓

1

=

i∈α j∈α

N

1

1

1

N

2

1

···

2

N

N

N
N
Y
Y

↓†
c↑†
i cj ,

i∈α↑ j∈α↓

N

(205)
such that the projection of the wavefunction ΨAGP onto the basis set of Slater
determinants is,
gα↑ α↓

gα↑ α↓

···

gα↑ α↓

gα↑ α↓
2 1
..
.
gα↑ α↓

gα↑ α↓
2 2
..
.
gα↑ ,α↓

···

gα↑ α↓
2 N
..
.
gα↑ ,α↓

1

ΨAGP =

X
α↑ α↓

N

1

1

1

N

2

2

1

···

N

N

N
N
Y
Y
i∈α↑

↓†
c↑†
i cj ,

(206)

j∈α↓

N

thus demonstrating that the weight of configuration α is as proposed in
eq. (199).
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a.4

agp wavefunction for a pair of hydrogen molecules

We study the AGP wavefunction for a pair of independent hydrogen molecules
in the minimal basis of a bonding and anti-bonding orbital on each molecule.
The orbitals are shown graphically in Fig. 15. We start by introducing a new,
somewhat unorthodox notation that will facilitate the discussion. We will use
kets like | ↑
i to represent many-body states. The four horizontal lines
in the ket represent the orbitals, with the bottom two lines for the bonding
orbitals on each molecule, and the top two lines for the anti-bonding orbitals.
A red circle on a line indicates an up-electron in that orbital; a blue circle
indicates a down electron. Thus, the ket | ↑
i corresponds to a state with
two electrons in the bonding orbital of molecule 1, and | ↑
i is the state
with two excited electrons in the left-hand molecule and two electrons in the
bonding orbital for the right-hand molecule.
For this system, we know the ground state wavefunction exactly [8],
ΨFCI = | ↑

i+α |

i+|


i + α2 |

i,

(207)

where α is a variational coefficient.
To compare the AGP wavefunction to the exact wavefunction, we start by
constructing the two-particle pairing function Φ. There are sixteen different
terms in Φ (each electron can be placed in any of the four orbitals), but
many of these are equivalent due to spin symmetry or the spatial symmetry
resulting from the interchange of two molecules. If we enforce these symmetry
operations, we obtain the following pairing function,

Φ=a

|↑



i+| ↑


+c

+d

+e | ↑

i


+b

|↑

i+| ↑

|↑

i+| ↑

i+| ↑

i+| ↑

|↑

i+| ↑

i+| ↑


i +f | ↑

i+| ↑

i+| ↑

i+| ↑


i

i

i

i

. (208)

To construct the AGP wavefunction ΨAGP , we take the outer product of Φ
with itself. We do not need to construct ΨAGP fully to expose its shortcomings.
Instead, we consider the weights of three different configurations, studying how
they are coupled:
|Di

hD|ΨAGP i

hD|ΨFCI i

|↑
|↑

i

c2 − d2

0

i

ae − d

2

0

|↑

i

ae − c2

α

There are no values of a, e, c and d such that the weights of these three
determinants in ΨAGP can match their weights in ΨFCI . This demonstrates
the erroneous coupling inherent in the AGP wavefunction.
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If we require that ΨAGP display the correct symmetry, we must have c2 = d2
to avoid introducing ungerade configurations. Then,
h↑

|ΨAGP i = h ↑

|ΨAGP i = ae ,

(209)

By setting ae = g, we recover eq. (123) presented in the main body of this
thesis.
To improve on this slightly, we might consider allowing terms with ungerade
symmetry in ΨAGP , trusting the optimizer to find the degree to which we must
mix in terms with the wrong symmetry to minimize the energy. This lowers
the energy by a small amount, but the energy minimum remains near c2 ' d2 .
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a.5

invariance of the geminal under unitary rotations

We demonstrate that the pairing function used in the AGP wavefunction is
invariant under the simultaneous rotation of all the orbitals. We consider a
pair creation operator,
X
↓†
Φ† =
gij c↑†
(210)
i cj .
ij

We apply a unitary transformation to the orbitals,
X
†
tim d↑m ,
c↑†
i =
m

c↓†
j

=

X

†

tjn d↓n ,

(211)

n

where t is a unitary matrix, and dσm † denotes a creation operator for a σ-spin
particle in the rotated basis. The pair creation operator in the rotated basis
is,
XX
†
†
Φ† =
gij tim tjn d↑m d↓n
ij

mn

=

XX

=

X

ij

†

gij tTmi tjn d↑m d↓n

†

mn
†

0
gmn
d↑m d↓n

†

,

(212)

mn

P
0
= ij gij tTmi tjn .
where gmn
A change of basis thus leaves the pair creation operator unchanged, provided
the coefficient matrix is contra-rotated.
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a.6

vmc sampling efficiency of short-range potentials

We consider the sampling efficiency of a VMC calculation for particles with
short-range interparticle potential. For two particles at ri and rj , we assume
that the potential is zero if |ri − rj | > rc , where rc is a cutoff length. We only
consider potentials for which rc  1/kF . We show that, for such potentials,
the VMC sampling efficiency1 is proportional to 1/rc3 .
The sampling efficiency of a VMC calculation is inversely proportional to
the variance of the local energy EL = ĤΨ/Ψ, where Ψ is the VMC trial
wavefunction, as described in section 2.9.2.1. The variance in local energy is,
var(EL ) ∝

M
X
(ELα 2 − hEL i2 ) ,

(213)

α

where the sum runs over the M sampled particle configurations and ELα denotes the local energy of the α-th configuration. For sufficiently small rc , the
local energy for two particles at ri and rj such that |ri − rj | < rc will be
dominated by the contribution from the interparticle potential, allowing us to
ignore the contribution of the kinetic energy to the local energy. The potential
energy contribution to the local energy will be proportional to the height of
the potential, which, in turn, is proportional to 1/rc3 for a given interaction
strength. The local energy of a configuration α is then,
(
1/rc3 any two particles separated by less than rc
α
.
(214)
EL ∼
0
otherwise
The fraction of configurations in which any two particles are separated by
a distance less than rc is proportional to rc3 . The average local energy hEL i is
therefore independent of rc . Thus, the variance in local energy for sufficiently
small rc is:
1
var(EL ) ∝ 3 .
(215)
rc

1 We define the “efficiency” of a VMC calculation as (M hσ(M )i2 )−1 , where hσ(M )i is the
expected stochastic error in a VMC calculation with M independent particle configurations.
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We adapt the procedure outlined in [225, 234] to calculate the expectation
value hΨaAGP |Ĥ|ΨbAGP i, where ΨaAGP and ΨbAGP are two single AGP wavefunctions. We start by introducing the required mathematics preliminaries, then
give a broad overview of the derivation and finally summarize the results.

b.1

coefficients of the characteristic polynomial

The characteristic polynomial [330] of a square matrix A of size N is the
polynomial defined by pA (t) = det(tI − A) whose roots are the eigenvalues
of A. The (N − m)-th coefficient of the characteristic polynomial is, up to a
possible factor of −1, the sum of the m × m principal minors of A. Thus, for
instance, if A is a 3 × 3 matrix, its characteristic polynomial is
pA (t) = σ3 − σ2 t + σ1 t2 − σ0 t3 ,

(216)

with
σ3 = |A| ,
X Aii
Aji
i<j
X
σ1 =
Aii ,
σ2 =

Aij
Ajj

,

(217)
(218)

i

σ0 = 1 .

(219)

We introduce the notation A[I, J] to denote the sub-matrix of A obtained
by selecting rows in the string of indices I and columns in J. Using this
P
notation, σN = JN A[JN , JN ], where JN is an ordered string of indices of
length N and the sum runs over all combinations of indices {1, 2 . . .} of length
N.
Sums of principal minors σN feature heavily in the expressions for the matrix elements of AGP wavefunctions. We therefore need an efficient way of
computing them. Fortunately, we can rely on the extensive mathematical
work devoted to the efficient computation of characteristic polynomials. LeVerrier’s method, for instance, is commonly used, and allows the recasting of
the expressions for σN as the following recurrence relation [331, 332]:
nσn =

n
X

σn−l ql ,

l=1

σ0 = 1 ,

(220)

with,
ql = Tr(Al ) .

(221)

If A is diagonal, this recurrence reduces to Newton’s identities.
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b.2

additional mathematical identities

The following identities prove useful in the derivations. We forego providing
proofs to these identities, not being, after all, mathematicians.
The determinant of the product of two matrices is equal to the product of
the determinants,
det(AB) = det(A) det(B) .
(222)
The determinant of the transpose is equal to the determinant,
det(AT ) = det(A) .

(223)

The product of the minors of two matrices can expressed as a minor of the
product of the matrices. We suppose A and B are m × m square matrices,
and I, J and K are subsets of {1, 2 . . . m} with k elements. Then,
X
det(A[I, K]) det(B[K, J]) = det((AB)[I, J]) ,
(224)
K

where the summation runs over all possible subsets K.

b.3

outline of the methodology

Having set up the necessary mathematical background, we now turn to the
derivation of the matrix elements of the Hamiltonian, hΨaAGP |Ĥ|ΨbAGP i.
The derivation is not particularly involved, though it is somewhat tedious,
requiring accurate bookkeeping of more indices than this author is comfortable
with. We consider a system with N up-spin and N down-spin particles and
two geminals, ΨaAGP and ΨbAGP , with pairing functions:
ΦaAGP (x, y)

=

nX
orbs

aij φi (x)φj (y) ,

ij

ΦbAGP (x, y)

=

nX
orbs

bij φi (x)φj (y) .

(225)

ij

Both geminals are expanded over the same set of orbitals {φi }, but with
↑
↓
different coefficient matrix A = [aij ] and B = [bij ]. We denote by JN
, JN
a particular combination1 of N up-spin orbitals and N down-spin orbitals,
↑
↓
↑
and by A[JN
, JN
] the N × N sub-matrix of A composed of rows in JN
and
↓
columns in JN .
We expand the AGP wavefunction as a sum of Slater determinants, using expression (117) to calculate the weight of each determinant. Ignoring
normalisation for now,
X
↑
↓
|ΨaAGP i =
det(A[JN
, JN
]) |DJ ↑ ,J ↓ i ,
(226)
↑
↓
JN
,JN

N

N

↑
where |DJ ↑ ,J ↓ i is the determinant composed of up-spin orbitals in JN
and
N

N

↓
down-spin orbitals in JN
, and the sum runs over all possible pairs of combi↑
↓
nations (JN
, JN
).
↑
1 We refer to combinatorial
combinations here. Each JN
is an unordered unique set of orbitals.

↑
norbs
There are
different
combinations
J
.
N
N
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b.4

overlap

We first calculate the overlap between two AGP wavefunctions, hΨaAGP |ΨbAGP i.
Expanding the AGP wavefunctions as in (226),
X
↑
↓
↑
↓
hΨaAGP |ΨbAGP i =
det(A[JN
, JN
]) det(B[KN
, KN
]) hDK ↑ ,K ↓ |DJ ↑ ,J ↓ i
N

↑
↓
JN
,JN

N

N

N

↑
↓
KN
,KN

=

X
↑
↓
↑
↓
det(A[JN
, JN
]) det(B[JN
, JN
])

↑
↓
JN
,JN

=

X
↑
↓
↓
↑
det(A[JN
, JN
]) det(BT [JN
, JN
])

↑
↓
JN
,JN

=

X

↑
↑
det{(ABT )[JN
, JN
]} .

(227)

↑
JN

We observe that this is just the sum over all N × N minors of the matrix
ABT , and can therefore be re-written as,
hΨaAGP |ΨbAGP i = σN ,

(228)

with σN defined through the recurrence relation exposed in equation (220)
with ql = Tr[(ABT )l ].
b.5

kinetic energy and one-electron operators

P
↑† ↑
↓† ↓
Let T̂ =
ij Tij (ci cj + ci cj ) be a one-particle operator that conserves
spin, such as the kinetic energy operator. Here, Tij = hφi |T̂ |φj i denotes
the matrix element of T̂ in the basis {φi }. We calculate the matrix element
hΨaAGP |T̂ |ΨbAGP i. The derivation is broadly similar to the overlap calculation
delineated above. We merely state the result:

hΨaAGP |T̂ |ΨaAGP i = 2

X

αij Tij ,

ij

αij =

N
X
[(BAT )l ]ij + [(BT A)l ]ij
(−1)l
σN −l ,
2

(229)

l=1

with σN defined as in the previous section. We stress that |ΨAGP i is not
normalised.

b.6

potential energy and two-electron operators

Let
V̂ =

X

↓† ↑ ↓
↓† ↑† ↓ ↑
↑† ↑† ↑ ↑
↓† ↓† ↓ ↓
Viji0 j 0 [c↑†
i cj ci0 cj 0 + ci cj ci0 cj 0 + ci cj ci0 cj 0 + ci cj ci0 cj 0 ] , (230)

iji0 j 0

be a two-particle operator that conserves spin and acts equally in both spin
channels. Here, Viji0 j 0 = hφi φj |V̂ |φi0 φj 0 i denotes the matrix element of V̂ in
the basis {φi }.
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We calculate the matrix element hΨaAGP |V̂ |ΨbAGP i, with (unnormalised)
ΨaAGP and ΨbAGP defined in section B.3.
hΨaAGP |V̂ |ΨbAGP i =

X

Biji0 j 0 (Viji0 j 0 − Vijj 0 i0 ) + (Diji0 j 0 + Ciji0 j 0 )Viji0 j 0 ,

iji0 j 0

Biji0 j 0 =

N
X

0

(−1)l+l σn−l−l0

l,l0 =1
0

0

[(AT B)l ]ii0 [(AT B)l ]jj 0 + [(BAT )l ]i0 i [(BAT )l ]j 0 j
,
2
Ciji0 j 0 =

N
X

0

0

(−1)l+l σn−l−l0 [(BAT )l ]i0 i [(AT B)l ]jj 0 ,

ll0 =1

Diji0 j 0 =

N
X

0

(−1)l+l σn−l−l0 +1

ll0 =1
0

[B(AT B)l−1 ]i0 j 0 [(AT B)l −1 AT ]ji ,

(231)

with σN defined as in section B.4.
For two-electron operators that do not couple same-spin particles (such
as the contact interaction), Biji0 j 0 = 0 and the rest of the expressions are
unchanged.

b.7

application to the homogeneous electron gas

We consider now a single geminal wavefunction. The procedure outlined above
is readily adapted to this case. We aim to find the best approximation of the
ground state energy of a three-dimensional homogeneous electron gas, using
a cubic lattice of side L. We use a plane wave basis,
1
φk (r) = √ exp(ik · r)
L3

k=

2π
(nx , ny , nz ) .
L

(232)

Optimization of the geminal parameters reveal that they have the structure
gkk0 = gk δ(k + k0 ). That is, only coefficients which correspond to conjugate
pairs of k-vectors are non-zero. This restriction on the form of the geminal
coefficient matrix can be understood by considering the true ground state
wavefunction. A full configuration interaction calculation on the homogeneous
electron gas reveals that, in the ground state, only those determinants |Di
with hD|p̂|Di = 0 have non-zero weight, where p̂ is the momentum operator.
Equation (117) shows that setting any gkk0 with k 6= −k0 to a finite value
will give finite weight to configurations with non-zero momentum. Since those
configurations are not present in the true ground state, it will inevitably lead
to an increase in energy. Thus, at the energy minimum, geminal coefficients
are gkk0 = gk δ(k + k0 ). We note that this is not the case for a multi-geminal
wavefunction.
Enforcing gkk0 = gk δ(k + k0 ) greatly simplifies the expressions for the AGP
matrix elements. The normalisation condition is still,
hΨAGP |ΨAGP i = σn ,
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with σn defined as in 220, but with ql =
energy expectation values are, similarly,
hΨAGP |T̂ |ΨAGP i =

X
k

hΨAGP |V̂ |ΨAGP i = −

|k|2

Q

2l
k gk .

The kinetic and potential

N
X
(−1)l gk2l σN −l ,
l

N
0
8π X gk2l gk2l0 X
(−1)l+l
3
0
2
L
|k − k |
0
0
k<k

0
(σN −l−l0 gk2l gk2l0

ll

0

− σN −l−l0 +1 gk2l−1 gk2l0 −1 ) ,

(234)

where we have used hk|T̂ |k0 i = |k|2 /2 δ(k − k0 ) and hk ± q, k0 ∓ q|V̂ |kk0 i =
(4π/L3 )/|q|2 for q 6= 0, and 0 for all other matrix elements. We note that
this expression for the potential energy operator is correct up to a term that
depends only on the unit cell size, corresponding to the interaction of a particle
with all its own periodic images. Since we only compare correlation energies,
we can safely ignore this finite size aberration.
We can use these expressions to calculate the expectation value of the Hamiltonian hΨAGP |Ĥ|ΨAGP i/hΨAGP |ΨAGP i as a function of the coefficients {gk }.
We then optimize these coefficient to obtain a variational upper bound on the
ground state energy.
The calculation of σn that enters into the evaluation of the matrix elements
relies heavily on the recurrence relation (220), which is numerically unstable.
We use the Fortran package for arbitrary precision arithmetic mpfun90 [333]
and ensure the results are converged with respect to increasing precision. We
find that we need to perform calculations with 40 significant figures to guarantee stability in the N = 27 system.
The energy surface defined by varying the geminal coefficients {gk } is highly
non-linear. We therefore need to start the calculation near the minimum to
ensure rapid convergence of the conjugate gradient optimizer. We normally
start by setting gk = 1 for all k occupied in the Hartree-Fock state, and gk = 0
for all virtual k.
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We discuss implementation details for an MAGP wavefunction
X
ΨMAGP =
aα Ψα
AGP ,

(235)

α

where Ψα
AGP is a single AGP wavefunction. The discussion will focus mostly
on evaluating Ψα
AGP , since the sum is readily carried out.
c.1

agp wavefunctions in the position representation

The AGP wavefunction for a N ↑ = N ↓ = N electron system is
ΨAGP = (Φ† )N |vaci ,
X
↓†
Φ† =
gij c↑†
i cj ,

(236)

ij

where the creation operators create particles in a basis {φi }. In the position
representation, the AGP wavefunction can be expressed as a determinant,
Φ(r1 , r̄1 ) Φ(r1 , r̄2 ) · · ·
Φ(r2 , r̄1 ) Φ(r2 , r̄2 ) · · ·
ΨAGP ({ra }; {r̄b }) =
..
..
..
.
.
.
Φ(rN , r̄1 ) Φ(rN , r̄2 ) · · ·
X
Φ(r, r̄) =
gij φi (r)φj (r̄) ,

Φ(r1 , r̄N )
Φ(r2 , r̄N )
,
..
.
Φ(rN , r̄N )
(237)

ij

where ra denotes the position of the a-th up-spin electron, and r̄a denotes the
position of the a-th down-spin electron.
We define, for future convenience, the matrix of pairing functions A,


Φ(r1 , r̄1 ) Φ(r1 , r̄2 ) · · · Φ(r1 , r̄N )


 Φ(r2 , r̄1 ) Φ(r2 , r̄2 ) · · · Φ(r2 , r̄N ) 
.
A=
(238)
..
..
..
..


.


.
.
.
Φ(rN , r̄1 ) Φ(rN , r̄2 ) · · · Φ(rN , r̄N )
Thus, Aij = Φ(ri , r̄j ). We also define the inverse of this matrix, S = A−1 .
c.2

quantum monte carlo calculations

To use the AGP wavefunction in QMC, we must be able to evaluate the
wavefunction for an arbitrary electron configuration, as well as the gradient
and Laplacian of the wavefunction with respect to each electron position. To
use backflow transformations, we must have access to the full Hessian matrix
of the wavefunction with respect to the motion of any two electrons. Finally,
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the ability to efficiently update these quantities following the move of a single
electron is highly desirable.
The AGP wavefunction will take as input the values, derivatives and second
derivatives of the orbitals for a particular configuration of electrons.

c.3

evaluating the wavefunction

The values of the orbitals for a particular configuration can be viewed as a
pair of N × norb. matrices, where N is the number of electrons in each spin
channel and norb. is the number of orbitals used in the geminal wavefunction.
We define these matrices as,

φia = φi (ra ) ,
φia = φi (r̄a ) .

(239)

Denoting by G the matrix of coefficients gij , we can then express the matrix
of pairing functions A as,

A = φT Gφ .

(240)

It is useful to store the intermediate results [Gφ] or [φT G] as they are
needed when calculating gradients and Laplacians and for one-electron updates.
The geminal wavefunction is then simply Ψ = |A|. The determinant is
readily calculated by LU decomposition [334].

c.4

evaluating the gradient

We now calculate the derivative of the wavefunction with respect to the position of an electron. We denote by rα
a the component α of the position of
1
up-spin electron a, such that ra = xa , r2a = ya and r3a = za . It is useful to consider the derivatives with respect to electrons in the up-spin and down-spin
channels separately. Using expressions for the derivative of the determinants,
we find,

∂Ψ
= |A| [Bα S]aa ,
∂rα
a
∂Ψ
α
= |A| [S B ]aa ,
∂r̄α
a
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C.5 evaluating the laplacian

where [B S]ij = Bi,: · S:,j is the element (i, j) of the product of matrices B
and S, and the matrices B and B are composed of the gradients of pairing
functions,
 ∂Φ(r

1 ,r̄1 )
∂rα
1
∂Φ(r2 ,r̄1 )
∂rα
2

∂Φ(r1 ,r̄2 )
∂rα
1
∂Φ(r2 ,r̄2 )
∂rα
2

···

∂Φ(rN ,r̄1 )
∂rα
N

∂Φ(rN ,r̄2 )
∂rα
N

···

∂Φ(rN ,r̄N )
∂rα
N

 ∂Φ(r1 ,r̄1 )
∂r̄α
1
∂Φ(r2 ,r̄1 )
∂r̄α
1

∂Φ(r1 ,r̄2 )
∂r̄α
2
∂Φ(r2 ,r̄2 )
∂r̄α
2

···

∂Φ(r1 ,r̄N )
∂r̄α
N
∂Φ(r2 ,r̄N )
∂r̄α
N

∂Φ(rN ,r̄1 )
∂r̄α
1

∂Φ(rN ,r̄2 )
∂r̄α
2

···




Bα = 






B =


α

..
.

···
..
.

..
.

..
.

∂Φ(r1 ,r̄N )
∂rα
1
∂Φ(r2 ,r̄N )
∂rα
2

..
.

···
..
.

..
.

..
.

∂Φ(rN ,r̄N )
∂r̄α
N





,






.



(242)

To evaluate the matrices B and B, we start by defining, in a manner analogous to the definitions of φ and φ in equation (239), the matrices ∂φ and
∂φ,
∂φi (r↑a )
,
∂rα
a
∂φi (r̄a )
.
=
∂r̄α
a

[∂φα ]ia =
α

[∂φ ]ia

(243)

α

The matrices Bα and B can be calculated using,
Bα = [∂φα ]T G φ ,
α

α

B = φT G ∂φ .

c.5

(244)

evaluating the laplacian

To calculate the Laplacians of the wavefunction with respect to the position
of an up-spin electron,


∂
∂Ψ
2
∇a Ψ =
·
,
(245)
∂ra
∂ra
or a down-spin electron,
∇2a Ψ

∂
=
·
∂r̄a



∂Ψ
∂r̄a


,

(246)

we first note that,
∂
[|A|Sab ] = 0
∂ra
∂
[|A|Sab ] = 0
∂r̄b

∀ b,
∀ a.

(247)

This can be verified by observing that |A|S is the matrix of cofactors of
A. Thus, [A Sab ] is the minor (a, b) (up to a sign) of the matrix A, and is
independent of the value of ra and r̄b .
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The Laplacian is therefore simply,
∇2a Ψ = |A| [C S]aa ,
∇2a Ψ = |A| [S C]aa ,
where the matrices C and C are,
 2



C=






C=




∂ Φ(r1 ,r̄1 )
∂r1 2
∂ 2 Φ(r2 ,r̄1 )
∂r2 2

∂ 2 Φ(r1 ,r̄2 )
∂r1 2
∂ 2 Φ(r2 ,r̄2 )
∂r2 2

..
.

···
..
.

∂ 2 Φ(rN ,r̄1 )
∂rN 2

∂ 2 Φ(rN ,r̄2 )
∂rN 2

···

∂ 2 Φ(r1 ,r̄1 )
∂r̄21
∂ 2 Φ(r2 ,r̄1 )
∂r̄21

∂ 2 Φ(r1 ,r̄2 )
∂r̄22
∂ 2 Φ(r2 ,r̄2 )
∂r̄22

∂ 2 Φ(rN ,r̄1 )
∂r̄21

∂ 2 Φ(rN ,r̄2 )
∂r̄22

..
.

..
.

..
.

···

···
···
..
.
···

(248)

∂ 2 Φ(r1 ,r̄N )
∂r1 2
∂ 2 Φ(r2 ,r̄N )
∂r2 2

..
.

∂ 2 Φ(rN ,r̄N )
∂rN 2
∂ 2 Φ(r1 ,r̄N )
∂r̄2N
∂ 2 Φ(r2 ,r̄N )
∂r̄2N

..
.

∂ 2 Φ(rN ,r̄N )
∂r̄2N





,






.




(249)

To evaluate the matrices C and C, we define the matrices ∂ 2 φ and ∂ 2 φ as,
[∂ 2 φ]ia = ∇2a φi ,
[∂ 2 φ]ia = ∇a2 φi .

(250)

The matrices C and C are,
C = [∂ 2 φ]T G φ ,
C = φT G ∂ 2 φ .

c.6

(251)

one-electron updates

Modern implementations of VMC and DMC propose new configurations by
displacing a single electron from an existing configuration. We can shortcircuit many of the calculations outlined above if a single electron has moved
from a known configuration. This evidently does not apply for backflow transformations, where a significant fraction of the effective electron positions will
change following a one-electron move.
Following one-electron move of electron rm , we must re-calculate the m-th
column of the orbital matrices and derivatives φ:,m , [∂φ]:,m and [∂ 2 φ]:,m , and
similarly, φ:,m , [∂φ]:,m and [∂ 2 φ]:,m .
We find it useful to treat the two spin channels separately.

c.6.1

Up-electron move

We consider first the case where an up-spin electron has moved. Having recalculated the orbital matrices, we can now update the matrix of pairing
functions A → A0 . For an up-spin electron, only row m of A needs be
recomputed,
A0m,: = φT m,: Gφ .
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If the matrix Gφ is stored in memory, this operation is only N dot products,
where N is the half the number of electrons. The matrices Bα and Cα can
be updated similarly.
The value of the wavefunction ΨAGP = |A| can be updated using the matrixdeterminant lemma, noting that only row m of A has changed,
|A0 | = |A| [A0 S]mm ,

(253)

where A is the pairing matrix prior to the update, S = A−1 and A0 is the
pairing matrix after the update.
This is only useful if the inverse matrix S can be updated efficiently at the
same time. We can use the Sherman-Morrison formula to update the inverse
column by column,
(
0

S :,n =

S:,n − S:,m
S:,m /Q

where Q = |A0 |/|A|, and S0 = A0

c.6.2

−1

[A0 S]mn
Q

n 6= m
,
n=m

(254)

is the updated inverse matrix.

Down-electron move

The case of a down-electron move is treated similarly. We assume that electron
r̄m moved. The determinant update is,
|A0 | = |A| [S A0 ]mm ,

(255)

where, as previously, A0 is the pairing matrix calculated for the new configuration, and A is the pairing matrix for the old configuration.
The inverse update is,
(
0

S n,: =

Sn,: − Sm,:
Sm,: /Q

[S A0 ]nm
Q

n 6= m
,
n=m

(256)

where Q = |A0 |/|A|.

c.7

backflow

Backflow transformations map the true electron positions {rσm } onto a set of
effective positions {ρσm }, where ρσm is the effective position of electron m along
direction σ. We will denote the effective positions of up-electrons as ρσm and
those of down-electrons as ρσm . As above, rσm denotes the component of the
position of the m-th electron along direction σ.
The MAGP wavefunction acts on the transformed positions, rather than
the true positions. Nevertheless, the differential operators that enter into
the calculation of the kinetic energy must be calculated with respect to the
true positions. We can use the chain rule to connect differential quantities
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calculated with respect to the effective positions and differential quantities
calculated with respect to the true electron positions. In particular, we find,
X ∂Ψ ∂ρα
∂Ψ
n
=
,
α ∂rσ
∂rσm
∂ρ
n
m
n,α


2
2
α ∂ρβ
X
X
∂ Ψ
∂Ψ ∂ 2 ρα
∂ Ψ ∂ρn
p 
n

=
+
,
2
β
σ
σ
σ
α ∂rσ 2
α
∂rm
∂r
∂r
∂ρ
∂ρn ∂ρp m m
n
m
n,α

(257)

p,β

where the sums run over both spin channels. We now calculate
2

∂Ψ
∂ρα
n

and

∂ Ψ
β.
∂ρα
n ∂ρp

c.7.1

Calculating gradients with respect to backflow coordinates

∂Ψ
The quantity ∂ρ
α can be calculated with the same machinery developed for
n
calculating the gradient in the absence of backflow. We just need to evaluate
the orbitals and their gradients at the effective coordinates {ρα
n } rather than
the actual electron positions.

c.7.2

Calculating second derivatives with respect to backflow coordinates

The calculation of second derivatives requires additional development. We
find it convenient to define three new arrays for the second derivatives of the
pairing matrices:
[Uαβ ]mn =
[Dαβ ]mn
[Xαβ ]mn

∂ 2 Φ(ρm , ρn )

,
β
∂ρα
m ∂ρm
∂ 2 Φ(ρm , ρn )
=
,
β
∂ρα
n ∂ρn
∂ 2 Φ(ρm , ρn )
.
=
β
∂ρα
m ∂ρn

(258)

We note that [Uαβ ]mn = [Uβα ]nm and [Dαβ ]mn = [Dβα ]nm , but [Xαβ ]mn 6=
[Xβα ]nm in general. These three matrices are readily evaluated from the
matrices of orbitals and gradients and second derivatives evaluated at the
effective positions {ρσn }.
2

Ψ
It is useful to discuss the calculation of ∂ρ∂α ∂ρ
β in separate sections, dependp
n
ing on the spins of the two effective positions, and whether n = p.

c.7.3

Both up-spins, n = p

This situation is similar to the evaluation of the Laplacian in the absence
of backflow, but with true positions replaced by backflow positions and the
matrix of Laplacians of the orbitals replaced by Uαβ :
∂2Ψ
β
∂ρα
n ∂ρn
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= |A| [Uαβ S]nn .

(259)
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c.7.4

Both up-spins, n 6= p

This is significantly easier to calculate if one starts from the logarithmic derivative of the wavefunction, rather than the derivative. Using eq. (241), we have
the following expression for the logarithmic derivative with respect to up-spin
effective position ρα
m,
1 ∂Ψ
∂ log(Ψ)
=
= [Bα S]nn ,
α
∂ρα
Ψ
∂ρ
n
n

(260)

such that the second derivative of log(Ψ) is,
∂ 2 log(Ψ)
β
∂ρα
n ∂ρp

= −[Bα S]np [Bβ S]pn ,

(261)

whence we obtain an expression for the second derivative of the wavefunction,
!
∂ 2 log(Ψ) ∂ log(Ψ) ∂ log(Ψ)
∂2Ψ
=Ψ
+
β
β
∂ρα
∂ρα
∂ρα
∂ρβp
n
n ∂ρp
n ∂ρp
= |A| ([Bα S]nn [Bβ S]pp − [Bα S]np [Bβ S]pn ) .
c.7.5

(262)

Both down-spins, n = p

The treatment is identical to that for two up-spins, with the replacement
Uαβ → Dαβ :
∂2Ψ
= |A| [Dαβ S]nn .
(263)
β
∂ρα
∂ρ
n
n
c.7.6

Both down-spins, n 6= p

The derivation is similar to the up-spin results,
∂2Ψ
β
∂ρα
n ∂ρp

c.7.7

α

β

α

β

= |A| ([S B ]nn [S B ]pp − [S B ]np [S B ]pn ) .

(264)

Different spins

We start, again, from the logarithmic derivative of the wavefunction with
respect to down-spin position ρβp ,
∂ log(Ψ)
β
= [S B ]pp ,
β
∂ρp

(265)

∂ 2 log(Ψ)
β
α
= Spn (Xαβ
np − [B S B ]np ) ,
β
∂ρα
∂ρ
p
n

(266)

to obtain,

and hence,
∂2Ψ
β
β
= |A| Spn ([Xαβ ]np − [Bα S B ]np ) + |A| [Bα S]nn [S B ]pp . (267)
β
α
∂ρn ∂ρp
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c.8

conclusion

We have developed a formalism that allows the efficient calculation of AGP
and MAGP wavefunctions in quantum Monte Carlo. This formalism is implemented in the QMC code casino.

194

D

M A G P R E S U LT S

We compare different wavefunctions in the homogeneous electron gas. The
results are summarized graphically in section 6.5.
The columns denote the value of rs while the rows identify different wavefunctions.

SJVMC
SJBMC
SJDMC
SJBDMC

MAGP-J-VMC

MAGP-J-DMC

MAGP-J-BF-VMC

MAGP-J-BF-DMC

4
5
6
7
8
10
4
5
6
7
4
5
6
4
5
6

0.1
0.0414(5)
0.0422(6)
0.04572(7)
0.04587(7)
0.0460(3)
0.0462(3)
0.0462(3)

0.5
0.03820(8)
0.04033(9)
0.03994(5)
0.04118(4)
0.04123(6)
0.04137(6)
0.04147(6)
0.04164(4)
0.04164(4)

2.0
0.02913(2)
0.03048(2)
0.03022(1)
0.030992(4)
0.03080(1)
0.03088(1)
0.03101(1)
0.03109(1)
0.03112(1)

5.0
0.020635(6)
0.021343(6)
0.021273(4)
0.021671(3)
0.021434(5)
0.021483(4)
0.021548(4)
0.021610(4)
0.021618(4)

0.04657(6)
0.04662(5)
0.04671(5)
0.04672(5)
0.0459(5)
0.0465(5)
0.0465(5)
0.04679(3)
0.04678(4)
0.04680(3)

0.04178(3)
0.04195(4)
0.04199(3)
0.04204(3)
0.04165(5)
0.04171(5)
0.04175(5)
0.04224(2)
0.04228(2)
0.04232(2)
0.04242(3)

0.031207(4)
0.031262(4)
0.031320(7)
0.03140(1)
0.03124(1)
0.03124(1)
0.03125(1)
0.03149(1)
0.03149(1)
0.03150(1)
0.031643(4)

0.021730(2)
0.021746(2)
0.021776(3)
0.021813(2)
0.021717(3)
0.021718(3)
0.021718(3)
0.021826(2)
0.021828(2)
0.021827(2)
0.0218(1)

FCIQMC

10.0
0.014361(2)
0.014696(2)
0.014744(1)
0.014918(1)
0.014756(2)
0.014775(2)
0.014806(2)
0.014833(2)
0.014837(2)
0.014844(2)
0.014957(3)
0.014965(2)
0.014978(1)
0.014987(1)
0.014911(2)
0.014912(2)
0.014912(2)
0.014996(1)
0.014996(1)
0.014998(1)

sjvmc Slater-Jastrow (two-body polynomial and trigonometric terms) in
VMC (energy minimization).
sjbvmc Slater-Jastrow-Backflow (two-body polynomial term) in VMC.
sjdmc Slater-Jastrow in DMC.
sjbdmc Slater-Jastrow-Backflow in DMC.
fciqmc FCIQMC from Ref. [31].
magp-j-vmc x Multi-Geminal-Jastrow VMC wavefunction with x total
stars.
magp-j-dmc x Multi-Geminal-Jastrow DMC wavefunction with x total
stars.
magp-j-bf-vmc x Multi-Geminal-Jastrow-Backflow VMC wavefunction with
x total stars.
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magp results

magp-j-bf-dmc x Multi-Geminal-Jastrow-Backflow DMC wavefunction with
x total stars.
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P FA F F I A N S A N D S K E W - S Y M M E T R I C M AT R I C E S

The elements of a skew-symmetric matrix g are such that g ij = −g j i . In
this chapter, we describe the properties of the Pfaffian, a mapping from the
space of skew-symmetric matrices to the space of real numbers.
We start by attempting to give an intuitive description of the Pfaffian.

e.1

insights from exterior algebra

We consider a 2N -dimensional vector space H. This space is spanned by basis
†
vectors {Ψ 1† , Ψ 2† . . . Ψ 2N
} 1 . We can build a new Hilbert space H∧2 from the
alternating product (also known as exterior or Grassman product) of all pairs
of vectors in H. This new space is spanned by the 2N (2N − 1)/2 basis vectors
{Ψ†1 Ψ†2 , Ψ†1 Ψ†3 , . . . , Ψ†N −1 Ψ†N }. We can construct an arbitrary vector in this
space as a linear superposition of these basis vectors2 ,
2N

Φ† =

1X
gij Ψ†i Ψ†j .
2 i,j

(268)

The coefficients gij form a 2N × 2N matrix g. The nature of the alternating
product implies that gij = −gji , so the matrix g is skew-symmetric. The
Pfaffian of the matrix g is defined by,
Φ†

N

= N ! Pf(g)

Y

Ψ†i .

(269)

i

As a concrete example, we consider a system composed of two up-spin
electrons at r1 and r2 and two down-spin electrons at r3 and r4 . We can
construct the bivector,
Φ† = Φ↑↑ (r1 , r2 )Ψ†r1 Ψ†r2 + Φ↑↓ (r1 , r3 )Ψ†r1 Ψ†r3 + Φ↑↓ (r1 , r4 )Ψ†r1 Ψ†r4 +
Φ↑↓ (r2 , r3 )Ψ†r1 Ψ†r3 + Φ↑↓ (r2 , r4 )Ψ†r2 Ψ†r4 + Φ↓↓ (r3 , r4 )Ψ†r3 Ψ†r4 ,
1
= ΨT g Ψ ,
(270)
2
1 In the traditional language of vector spaces, these would be written as {e1 , e2 . . . e2N }. Using creation operators instead will help bridge the gap between the mathematical formalism
and the physical notation later on. The product of creation operators Ψ†i Ψ†j is the alternating product. In the language of vector spaces, it is usually written ei ∧ ej . This product is
anti-commutative: ei ∧ ej = −ej ∧ ei .
2 These vectors make little physical sense in this context, since, unless N = 1 or gij is one
for a single i and j and zero for all others, they imply fractional particle numbers. We note
incidentally that Pfaffian wavefunctions have been used to describe fractional charge in the
context of quantum Hall physics.
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where
ΨT =

h

Ψ†r1



0
Φ↑↑ (r1 , r2 )
Φ↑↓ (r1 , r3 ) Φ↑↓ (r1 , r4 )
−Φ↑↑ (r1 , r2 ) 0
Φ↑↓ (r1 , r3 ) Φ↑↓ (r1 , r4 )
↑↓
↑↓
−Φ (r1 , r3 ) −Φ (r2 , r3 ) 0
Φ↓↓ (r3 , r4 )
−Φ↑↓ (r1 , r4 ) −Φ↑↓ (r2 , r4 ) Φ↓↓ (r3 , r4 ) 0



g=


Ψ†r2

Ψ†r3

Ψ†r4

i

,



.


(271)

Taking the (Grassman) square of the bivector Φ† , we obtain,
2

Φ† = 2[Φ↑↑ (r1 , r2 )Φ↓↓ (r3 , r4 ) + Φ↑↓ (r1 , r3 )Φ↑↓ (r2 , r4 )+
Φ↑↓ (r2 , r3 )Φ↑↓ (r2 , r4 )] Ψ†r1 Ψ†r2 Ψ†r3 Ψ†r4 . (272)
By comparison with eqs. (270) and (272), we see that the Pfaffian for N = 2
is,



Pf 


0
Φ↑↑ (r1 , r2 )
Φ↑↓ (r1 , r3 ) Φ↑↓ (r1 , r4 )
−Φ↑↑ (r1 , r2 ) 0
Φ↑↓ (r1 , r3 ) Φ↑↓ (r1 , r4 )
↑↓
↑↓
−Φ (r1 , r3 ) −Φ (r2 , r3 ) 0
Φ↓↓ (r3 , r4 )
−Φ↑↓ (r1 , r4 ) −Φ↑↓ (r2 , r4 ) Φ↓↓ (r3 , r4 ) 0




=


Φ↑↑ (r1 , r2 )Φ↓↓ (r3 , r4 )+Φ↑↓ (r1 , r3 )Φ↑↓ (r2 , r4 )+Φ↑↓ (r2 , r3 )Φ↑↓ (r2 , r4 ) (273)
e.2

calculating the pfaffian

To calculate the Pfaffian of a matrix, it is first reduced to a skew-symmetric
tridiagonal form using Householder transformations,


0
a1


b1

 −a1 0




−b1 0
a2




.. ..
.

.
.
(274)
T =
−a1



..


. 0
bn−1





−bn−1 0
an 
−an 0
Q
The Pfaffian is then just Pf(T ) = i ai . Since Householder tri-diagonalisation
can be performed in O(N 3 ) for a matrix of size 2N [334], the Pfaffian of a
matrix can be calculated with the same asymptotic scaling as a determinant.
The software package pfapack contains a Fortran implementation of this
algorithm [335].
The Pfaffian of a matrix g also supports an O(N ) update following a change
in a single row and column of g [142, 336]. This allows for the rapid reevaluation of the Pfaffian wavefunction following a move by a single particle.
Consider two skew-symmetric matrices g and g0 that differ only in row n and
column n. We know Pf(g) and wish to calculate Pf(g0 ). Then,
X
0
Pf(g0 ) = Pf(g)
gnk
[g−1 ]kn .
(275)
k
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e.3

properties of the pfaffian

The determinant of a skew-symmetric matrix g can always be written as a
perfect square of a polynomial in the matrix entries. This polynomial is the
Pfaffian of g. We therefore have,
Pf(g) = [det(g)]2 .

(276)

This is often used to define the Pfaffian, though we contend, as demonstrated
in the first section of this chapter, that the Pfaffian of a skew-symmetric
matrix is a more fundamental quantity than the determinant, arising from
the N -th Grassman product of a bivector.
We can sometimes exploit the symmetry inherent in a matrix g to simplify
the calculation of the Pfaffian. We consider two special cases in the following
discussion.
For an arbitrary N × N matrix M,
"
#
0
M
Pf
= (−1)N (N −1)/2 det(M) .
(277)
−MT 0
If we consider the matrix M as the matrix of pairing functions pairing N
up-spin particles with N down-spin particles, det(M) is the AGP wavefunction (up to a normalisation factor). This equality therefore demonstrates the
reduction of the Pfaffian wavefunction to the AGP wavefunction when the
pairing functions describing same-spin correlation are zero:
Φ↑↑ (ri , rj ) = Φ↓↓ (rk , rl ) = 0 .
For two skew-symmetric matrices g1 and g2 ,
"
#
p
g1 0
Pf
= Pf(g1 ) Pf(g2 ) = det(g1 ) det(g2 ) .
0 g2

(278)

(279)

If we take g1 = Φ↑↑ (ri , rj ) and g2 = Φ↓↓ (ri , rj ) as the matrices of pairing functions for up-spin and down-spin pairs, respectively, this expression
demonstrates how the Pfaffian wavefunction reduces to Bouchaud-Lhuillier’s
ansatz for same-spin correlations when we set Φ↑↓ (ri , rj ) = 0.
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E X A C T D I A G O N A L I S AT I O N I N A T R A P

We give further details of the procedure we use in the exact diagonalisation
calculations for fermions in a harmonic trap.

f.1

four-centre integrals

The four-centre integrals are evaluated using Monte Carlo integration. We
discuss how to use importance sampling and convergence and symmetry issues
in the sections that follow.

f.1.1

Evaluation of the four-centre integrals

We can use importance sampling to improve performance over a purely naïve
implementation. We re-write the integral as acting over all space, using the
Heaviside step function Θ to delimit the region of integration.
hαn1 αn2 |V̂ |αn3 αn4 i =
ZZ
V0
αn1 (r1 )αn2 (r2 )αn3 (r1 )αn4 (r2 )Θ(|r1 − r2 | − R) dr1 dr2 . (280)
We then note that the integrand is of the form:
P (r1 )Q(r2 ) exp[−ω⊥ (x21 +y12 +x22 +y22 ) − ωk (z12 +z22 )]Θ(|r1 −r2 |−R) , (281)
where P (r1 ) and Q(r2 ) are polynomials. We can define a probability distribution function
ρ(r1 , r2 ) = exp[−ω⊥ (x21 +y12 +x22 +y22 ) − ωk (z12 +z22 )]Θ(|r1 −r2 |−R) , (282)
noting that ρ is both integrable and positive over all space. We define g(r1 , r2 ) =
P (r1 )Q(r2 ) as the part of the integrand not included in ρ(r1 , r2 ). With these
transformations, the integral takes the form:
ZZ
g(r1 , r2 )ρ(r1 , r2 ) dr1 dr2 .
(283)
Using an importance sampled Monte Carlo algorithm, we can evaluate the
integral by evaluating g(r1 , r2 ) at points selected from the probability distribution ρ.
We sample ρ using a rejection-based algorithm: we draw samples from six
normal distributions, one along each coordinate of r1 and r2 using a BoxMuller algorithm [337], and reject the sample if |r1 − r2 | > R. While this
may not be the most efficient algorithm, generating the Monte Carlo samples
is not the rate-determining step, since, as we shall explain below, we re-use
the same samples to calculate all the matrix elements. Thus, we only need
to generate the samples once to calculate all O(n4α ) integrals, where nα is the
number of orbitals.
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Figure 45. Convergence of the four-centre integral, hα000 α000 |V̂ |α000 α000 i with respect to potential radius R, for a scattering length a = −0.5. The
dashed line denotes the contact value of the matrix element, calculated
analytically using the operator form for the contact interaction in three
dimensions, outlined in eq. (104).

f.1.2

Convergence with potential radius

We use a square well or top hat pseudopotential to represent the contact interaction. These pseudopotentials have two parameters, the height (or depth)
and the radius R. We adjust the potential height (or depth) to reproduce the
correct scattering length. When choosing the radius, we consider the tradeoff
between the efficiency of the integration and the error introduced by the finite
range of the potential. In the limit of a sufficiently narrow radius, the pseudopotential will reproduce the scattering properties of the contact potential
exactly. We find, as demonstrated in Fig. 45, that, in practice a potential
radius of R = 0.4 min(ak , a⊥ ) is narrow enough that the stochastic error incurred during the Monte Carlo integration is larger than the systematic error
that arises from the finite range of the potential.

f.1.3

Symmetry

The task of evaluating the integrals is simplified considerably by taking advantage of the relevant symmetries. Besides the usual symmetries of four-centre
integrals, we use the following,
• The orbitals are real, so that hαn1 αn2 |V̂ |αn3 αn4 i = hαn3 αn4 |V̂ |αn1 αn2 i
• The contact interaction acts only when two particles coalesce so that
r1 = r2 , implying the symmetry
hαn1 αn2 |V̂ |αn3 αn4 i = hαn2 αn1 |V̂ |αn3 αn4 i .
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The square well potential does not obey this relation exactly, by virtue
of its finite range. However, we impose this symmetry by averaging over
the matrix elements related by symmetry.
• The system displays spherical symmetry if ω⊥ = ωk , or cylindrical symmetry otherwise. Thus, a rotation of all four orbitals by ninety degrees
along the trap axis (or any of the x, y or z axis for a spherical trap)
leaves the matrix element unchanged.

f.1.4

Correlated sampling

We take advantage of correlated sampling to reduce the effect of stochastic
error: we generate the Monte Carlo samples once, according to the probability
distribution ρ defined in expression (282). We then evaluate all the four-centre
matrix elements over those samples.

f.2

connecting states

We typically repeat the CI process outlined above for a number of different V0
values to investigate how the system changes as the inter-particle interaction
changes.
Since Ĥ(V0 ) is a smooth function of V0 , we expect the eigenstates obtained
for different values of V0 to be adiabatically connected. It is therefore useful
to connect the states across different values of V0 to obtain a band structure.
Consider two values of V0 : V0 i and V0 i+1 . We want to find the state
|φn (V0 i+1 )i which is connected to the state |φm (V0 i )i. We can do this by
finding which state maximises the overlap hφm (V0 i )|φn (V0 i+1 )i.
This method is more limited in regions of higher interactions, where different bands will overlap, causing avoided crossings to arise leading to rapid
changes in the state vector. A denser mesh of CI calculations is therefore
required to ensure that the correct states are connected. This problem is
echoed experimentally: in regions of high interaction, the experiment suffers
from losses caused by inter-band transitions as there are many overlapping
bands.

f.3

classifying states

There are several observables which commute with the Hamiltonian. These
can be used to classify the eigenstates of the Hamiltonian with the same noninteracting energy eigenvalue.
We will study three operators that commute with the Hamiltonian and give
expressions for their expectation value when acting on a eigenstate:
• Angular momentum about the trap axis,
• Inversion along z about the trap centre,
• Total spin angular momentum.
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f.3.1

Angular momentum about the trap axis

The system displays cylindrical symmetry about the trap axis, such that the
angular momentum of a state about this axis is a constant of the motion.
Inasmuch as angular momentum is usually treated in the context of a spherically symmetric potential (and not a cylindrically symmetric potential as is
the case here), we have found it useful to re-derive basic equations pertaining
to this.
The angular momentum operator is defined as follows,
L̂z = x̂p̂y − ŷ p̂x .

(284)

In the basis of the orbitals of the harmonic potential {χnx , χny , χnz }, we may
define the usual ladder operators a† and a by their action on basis functions:
a†α χnα =
aα χnα =

√
√

nα + 1 χnα +1 ,
nα χnα −1 ,

(285)

where α indicates the direction α ∈ {x, y, z}.
Using the standard definition of the position and momentum operators in
P
P
a harmonic trap, x̂ = nx a†nx + anx and p̂x = (i/2) nx a†nx − anx , we can
obtain an expression for the angular momentum operator as follows:
X
L̂z = i
anx a†ny − any a†nx .
(286)
nx ,ny

For a given nx + ny , the eigenvalues of L̂z are,
−(nx + ny ), −(nx + ny ) + 2, . . . , nx + ny − 2, nx + ny .

(287)

The angular momentum only enters the Hamiltonian as L̂2z , such that states
with angular momentum eigenvalue +` or −` will remain degenerate at all
values of the interaction. We choose to resolve this degeneracy by requiring
that all coefficients of the wavefunction be real. This means that, in general,
our many-body states will be linear combinations of the type |`i + | − `i and
i(|`i − | − `i). To avoid the problems associated with this, we limit ourselves
to classifying states by value of L̂2z .
The form of L̂z given in eq. (286) can be trivially adjusted to operate on spin
orbitals by letting it run over all spin states. Its action on Slater determinants
is determined by the Slater-Condon rule for one-electron operators. To find
`2 for a given many-body state Φ, we use
`2 = hΦ|L̂2z |Φi = hL̂z Φ|L̂z Φi .
f.3.2

(288)

z-inversion symmetry

If the trap is not tilted, corresponding to  = 0 in expression (156), the external
potential is symmetric about z = 0. We therefore expect the eigenstates of
the Hamiltonian to obey:
Φ(x1 , y1 , z1 , x2 , y2 , z2 , . . .) = pΦ(x1 , y1 , −z1 , x2 , y2 , −z2 , . . .) ,
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where p = ±1 denotes the parity of the state under a simultaneous inversion
of the z-position of all the electrons about the trap centre. We may define a
symmetry operator Iˆz that inverts the system about z = 0. This operator,
expressed in the basis {φiz }, the z-components of the orbitals of the system,
takes the form:
Iˆz =

X
hφnz |Iˆz |φnz i c†nz cnz ,

(290)

nz

with hφnz |Iˆz |φnz i = ±1 depending on the parity of |φnz i.
This definition can be readily extended to run over spin orbitals by letting
the sum in eq. (290) run over both spin channels. As with the angular momentum Lz defined in the previous section, this is a one-particle operator.
The relevant Slater-Condon rule can be used to elucidate its action on determinants. In practice, we may simply determine whether a determinant is
composed of an odd or even number of odd orbitals to determine its parity.

f.3.3

Total spin angular momentum

The Hamiltonian commutes with the total spin angular momentum Ŝ. Furthermore, eigenstates of the Hamiltonian will also be eigenstates of Ŝ 2 . We
may therefore classify eigenstates of the Hamiltonian by their value of hŜ 2 i.
Following [338], we write Ŝ 2 as:
Ŝ 2 = Ŝ− Ŝ+ + Ŝz2 + Ŝz ,

(291)

P
†
↓
where S+ = α c↑†
α cα and S− = S+ are the usual spin ladder operators. The
sum runs over all spatial orbitals {α} for the system in question.
The eigenvalues of Ŝ 2 are s(s + 1), where s is an integer. To evaluate the
value of s for an arbitrary eigenstate Φ of the Hamiltonian with sz angular
momentum along z, we use:

s(s + 1) = hΦ|Ŝ 2 |Φi
= hŜ+ Φ|Ŝ+ Φi + sz (sz + 1) .

(292)

The action of Ŝ+ on a Slater determinant may be determined by writing the
determinant in second quantized notation. In general, for a given determinant
D comprising N ↓ down-spin electrons, Ŝ+ D will yield a linear combination of
Slater determinants with N ↓ determinants.

f.4

calculating density matrices

We will occasionally need to calculate the one or two particle density matrix
of a particular eigenstate of the Hamiltonian. This state will, in general, be
P
a linear combination of Slater determinants Ψ =
i ai |Di i. The expectation value of the one-particle density operator will therefore be hρ̂1 (r, r0 )i =
P ∗
0
ij ai aj hDi |ρ̂1 (r, r )|Dj i.
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The one-particle density operator is written, in second quantization language, as:
X
(293)
ρ̂1 (r, r0 ) =
Ψσr † Ψσr0 ,
σ∈{↑,↓}

where Ψ†r and Ψr are the field creation and annihilation operators, respectively.
Given a set of spin-orbitals {αjσ } with corresponding fermion creation operaσ
tors {cσ†
i } and annihilation operators {ci }, we may re-write the one-particle
density matrix as:
X
σ
ρ1 (r, r0 ) =
αiσ (r)αjσ (r) cσ†
(294)
i cj .
ij
σ∈{↑,↓}

This is just a one-electron operator with matrix element hαiσ |ρ̂(r, r0 )|αjσ i =
αiσ (r)αjσ (r0 ). We can therefore use the Slater-Condon rules to calculate the
matrix elements hDi |ρ̂1 (r, r0 )|Dj i.
A similar procedure can be applied to the two-particle density matrix, obtaining,
X
0
0
σ0 † σ0 σ
αiσ (r1 )αjσ (r2 )αkσ (r01 )αlσ (r02 ) cσ†
ρ̂2 (r1 , r2 ; r01 , r02 ) =
i cj ck cl , (295)
ijkl
σ,σ 0 ∈{↑,↓}

which is a two-particle operator. The expectation value of this operator
hΨ|ρ̂2 |Ψi is readily calculated using the Slater-Condon rule.
We will use different versions of the two particle density matrix in the sections that follow, either to investigate quantum mechanical coherence and
pairing effects, or to explore ferromagnetic correlation using the pair correlation function.
We are often interested in the projection of a density matrix on a particular
spin channel. This is readily achieved by letting the sums in the operators
defined above run only on the spin-orbitals of the required spin.
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INTERACTIONS

We derive the Troullier-Martins form of the pseudopotential for interactions
between particles of equal mass.

g.1

pseudopotentials for particles of equal mass

The equations in Troullier and Martins’ (TM) seminal paper pertain to electronion pseudopotentials. They are all derived for an electron mass of 1 and reduced mass of 1 (corresponding to infinite nuclear mass). We re-derive their
results for a reduced mass of 1/2, corresponding to the collision of two particles
of equal mass.
The Schrödinger equation for relative motion is,
[−∇2 + V (r)]ψ(r) = Erel ψ(r) ,

(296)

where r = r1 − r2 is the distance between the two particles. By expanding the
wavefunction ψ(r) = R(r)Y`m (θ)eimφ , we can re-cast this as a radial equation,

−

1 ∂
r2 ∂r




∂
`(` + 1)
r2
+
+
V
(r)
R(r) = Erel R(r) ,
∂r
r2

(297)

or, using u(r) = rR(r),


∂2
`(` + 1)
− 2 + V (r) +
u(r) = Erel u(r) .
∂r
r2

(298)

Following TM, we define the pseudo-wavefunction as,
(
R`PP (r) =

R`true (r)
r` exp(p(r))

r ≥ rc
r < rc

,

(299)

P8
where p(r) = c0 rc + c2 rc2 + i=4 ci ri is a polynomial. The form of the polynomial is slightly different to the one proposed in TM: we allow odd powers
in the polynomial, starting from r5 .
Inserting this form of the wavefunction into the radial equation (298), we
can calculate an expression for the pseudopotential as a function of p(r) and
its derivatives,
(
V (r) =

Vtrue
Erel + p00 + p02 +

2(`+1) 0
p
r

r ≥ rc
r < rc

,

(300)

which is equivalent to eq. (23) in TM. We note that their equation has an
erroneous factor of 1/2 in the ` + 1 term.
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We now turn to the continuity equations, corresponding to eqs. (29b-f) in
TM.
p = ln(u/rc`+1 )
p0 =

(301)

0

u
`+1
−
u
rc

(302)

2(` + 1) 0
p − p02
rc
2(` + 1) 0 2(` + 1) 00
true
p −
+
p − 2p0 p00
=V0
rc2
rc
4(` + 1) 0 4(` + 1) 00
true
p +
p
= V 00
−
rc3
rc2
2(` + 1) (3)
−
p − 2p002 − 2p0 p(3) ,
rc

p00 = V true − E −
p(3)
p(4)

(303)
(304)

(305)

where all functions of position are to be evaluated at rc .
g.2

contact interaction: scattering states

We now consider the s-wave component of the contact pseudopotential for the
scattering states. The wavefunction is,
Rtrue (r) =

sin(kr + δ)
,
r

(306)

with δ = arctan(−ka) is the phase shift, and a is the scattering length. The
energy associated with this wavefunction is E true = k 2 . V true is zero everywhere apart from at coalescence. Then, the equation for the potential as a
function of the exponent of the pseudo-wavefunction p becomes:
(
0
r ≥ rc
V (r) =
.
(307)
k 2 + p00 + p02 + 2r p0 r < rc
The continuity equations are,
p(rc ) = log(sin(krc + δ)/rc )

(308)

1
k
−
tan(krc + δ) rc
2
p00 (rc ) = − k 2 − p0 − p02
rc
2 0
2 00
(3)
p = 2 p − p − 2p0 p00
rc
rc
4
4
2
p(4) = − 3 p0 + 2 p00 − p(3) − 2p002 − 2p0 p(3) .
rc
rc
rc
p0 (rc ) =

g.3

(309)
(310)
(311)
(312)

contact interaction: bound states

We now consider the s-wave component of the contact pseudopotential for the
bound state. The wavefunction is,

Rtrue (r) =

208

k3
2π

1/2

exp(kr)
,
kr

(313)

G.4 solving the equations

where E = k 2 is the bound state energy and k = 1/a, where a is the scattering length defining the strength of the potential. The equation for the
pseudopotential remains the same as eq. (307). The continuity equations are,
(314)

p0 (rc ) =

(315)

p00 (rc ) =
p(3) =
p(4) =

g.4

k
− log(rc )
rc
1
−k−
rc
2
− k 2 − p0 − p02
rc
2 0
2
p − p00 − 2p0 p00
2
rc
rc
4
2
4 0
− 3 p + 2 p00 − p(3) − 2p002 − 2p0 p(3) .
rc
rc
rc

p(rc ) = −

(316)
(317)
(318)

solving the equations

For either the bound state or the scattering states, we are faced with solving
a system of six equations, as well as imposing the constraint c22 = −5c4 that
guarantees that the potential has zero curvature at the origin. The continuity
equations are linear. We solve the system by first using three nested iterative
procedures,
1. For given values of parameters c4 and c8 , we solve the continuity equations. This therefore calculates the values of all the coefficients as a
function of c4 and c8 .
2. For a given value of c8 , we solve the constraint c22 = −5c4 , constructing
c2 using step 1. This therefore calculates the value of all the coefficients
as a function of c8 .
3. We calculate the value of c8 by solving the norm-conservation condition,
constructing the pseudo-wavefunction using step 2.

g.5

conclusion

We have re-written the Troullier-Martins formalism for two particles of equal
mass interacting via a contact potential.
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